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Non-Classical Methods for the Simulation and Design of Quantum Materials
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Materials science has transformed human technology, ranging from robust

structural materials like steel alloys to the sophisticated semiconductor devices that

drive modern electronics. Many of these materials can be studied and understood

computationally through classical methods such as Density Functional Theory, which

apply traditional first-principles simulations of material physics. However, the simu-

lation of quantum materials (whose properties are fundamentally shaped by quantum

mechanics) poses a significant challenge due to their intricate electronic structure

and unique emergent phenomena, such as magnetism, topological states, and super-

conductivity. Classical methods often struggle to accurately model these systems,

especially when quantum effects such as strong electron correlations or entanglement

are involved. This has manifested as a significant research gap between the com-

putational modeling of these materials and the data obtained through experimental

measurements.

This dissertation investigates non-classical approaches, specifically machine

learning (ML) and quantum computing, to address these limitations. ML enables ef-

ficient simulation and prediction by uncovering hidden patterns in quantum systems,



while quantum computing leverages the principles of quantum mechanics to simulate

materials at a fundamentally precise level. Specifically, we introduce novel machine

learning models for high-throughput screening of superconducting materials and the

prediction of electronic band structure in solid state materials. We also present on-

going work applying this model to large and complex solid state systems and devices.

We also introduce a new quantum computational method for efficiently simulating

open quantum systems and leverage this method to simulate selected systems on

modern quantum hardware.

By developing novel ML architectures and quantum algorithms, this work

aims to push the boundaries of quantum material simulation, bridging the gap be-

tween theory and experiment and accelerating the discovery of novel and potentially

transformative materials.
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CHAPTER ONE

Introduction

1.1 Materials Science

Materials have played a preeminent role in the development of human tech-

nology, leading to the cultivation of societies, the development of new industries and

economies, and the expansion of human prosperity. Since the first tools were devel-

oped in the Stone Age, innovations in our understanding and harnessing of matter

have enabled new ways of living, revolutionizing the ways in which we work, com-

municate, and interact with the world. The discovery of new materials is constantly

reshaping the world around us, spanning discoveries like steel alloys and silicate glass

that enabled the construction of industrial-age skyscrapers, to the semiconductor

technology that underpins modern electronics and microprocessors. Today, the sci-

ence of materials has evolved into a mature field, encompassing a diverse array of sci-

entific disciplines stemming from the myriad applications that materials have found

in modern life.

The interdisciplinary scope of materials science has expanded into a sophisti-

cated and multifaceted field, incorporating insights from physics, chemistry, biology

and engineering to design new materials, or tailor existing ones for new applications.

As a result, materials science is no longer merely about discovering and developing

new materials but about understanding and engineering materials on an atomic and

molecular level. This shift has allowed for unprecedented precision in designing ma-

terials with specific properties, enabling advances in fields such as renewable energy,
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biomedicine, and aerospace engineering [1–3]. However, understanding and modeling

materials at the atomic level is not without its challenges; indeed, as the scale at which

one wishes to characterize materials reaches the atomic level, one must contend with

the laws of quantum mechanics, which are known to give rise to a rich set of behav-

iors and properties that can be difficult to predict and intuitively understand. This

inherent difficulty of studying materials at the atomic level as quantum-mechanical

systems arises at both the experimental and theoretical levels.

At the experimental level, probing materials at the atomic scale often requires

specialized techniques, such as scanning tunneling microscopy [4], atomic force mi-

croscopy [5], and ultrafast or coherent X-ray spectroscopy [6, 7], each of which has

inherent limitations in resolution, sensitivity, and even the kinds of observable prop-

erties that can be measured simultaneously. Furthermore, experimental conditions

must be tightly controlled, as materials exhibiting quantum-mechanical phenomena

are often highly sensitive to temperature, pressure, and electromagnetic fields. As a

result, isolating quantum effects or probing transient quantum states remains chal-

lenging, leading to data that can be difficult to interpret, reproduce, and reconcile

with theoretical models.

At the theoretical level, many significant challenges also arise from the quantum-

mechanical treatment of materials. Most notably, modeling quantum materials re-

quires finding precise solutions to complex differential equations, such as the Schrödinger

equation, which become computationally intractable for systems with large numbers

of particles. Approximations and models, such as Kohn-Sham density functional the-

ory [8], are commonly used to simplify calculations, but they have known limitations
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and may not capture all relevant quantum interactions, especially for strongly cor-

related materials or systems with intricate magnetic or electronic structures. More-

over, emergent phenomena, such as entanglement, superconductivity, and topolog-

ical states, introduce additional layers of complexity, requiring new mathematical

frameworks and algorithms. Thus, despite advances in both experimental techniques

and computational power, fully understanding materials under a rigorous quantum-

mechanical treatment remains a formidable challenge.

1.1.1 Quantum Materials

Although the macroscopic properties of many materials can be explained using

models based on Newtonian physics and classical electromagnetic theories, some ma-

terials exhibit properties that are characteristically quantum-mechanical in nature.

In the scientific literature, these materials are often loosely categorized as quantum

materials. Quantum materials are distinguished by properties that emerge from inter-

actions at the atomic and subatomic levels, with many even exhibiting macroscopic

phenomena that diverge significantly from those predicted by classical physics [9].

Among these are the resistance-free electron flow observed in superconductors [10] and

the unique conductive surfaces of topological insulators [11], which retain insulating

properties within their bulk. The more commonplace phenomenon of magnetism is

also a quantum effect, arising from the spontaneous ordering of a material’s electronic

spin degrees of freedom. These characteristics are potentially transformative in the

design of new kinds of devices and composite materials, especially at the nanoscopic

and mesoscopic scales.
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1.2 Motivation

Traditional models in materials science, often grounded in classical electro-

magnetic theory and mean-field approximations, have been applied successfully for

decades to explain the behavior of many different materials. However, when applied to

quantum materials, the predictive power of these models tend to fall short of explain-

ing experimental measurements. These classical models tend to rely on simplifying

assumptions, such as treating indistinguishable particles as effectively independent

and non-interacting. These assumptions are quite useful, allowing for intractably

complex interactions between particles to be reduced into effective mean-field models

that are much less computationally demanding and allow for larger systems to be

simulated without exorbitant computational costs. However, quantum materials ex-

hibit phenomena like superconductivity, quantum magnetism, and topological states,

which emerge from collective behaviors, entanglement, and electron correlations that

cannot be captured using such simplifications. As a result, understanding and pre-

dicting the properties of quantum materials require approaches that account for the

deeply interdependent and probabilistic nature of quantum mechanics, motivating

the use of more sophisticated computational methods.

1.2.1 Classical Methods

To motivate the discussion of quantum materials, we will first discuss estab-

lished computational methods which can be applied to simulate materials using ef-

fective classical models that forego a full quantum treatment of materials in favor of

simplified mean-field models. Throughout this dissertation, we refer to these methods

as classical methods. Classical methods, such as Hartree-Fock (HF) [12] and density
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functional theory (DFT) [8], are widely used mean-field approaches that approximate

complex quantum systems by reducing many-body quantum interactions between

electrons to an averaged, effective field. In these methods, the complex interactions

between electrons are simplified, with HF treating electron-electron interactions in a

way that ignores electron correlation, while DFT approximates the system’s energy

by approximating the effects of electron correlation as closed-form functionals of elec-

tron density. These techniques offer powerful tools for modeling materials and have

become foundational in materials science due to their computational efficiency and

capacity to capture a range of electronic properties. Furthermore, in the treatment

of periodic solid state crystals, various tight-binding models can also be applied, to

further simplify the crystal momentum degrees of freedom that arise in periodic sys-

tems. However, because all of these approaches rely on mean-field approximations,

they often struggle to accurately describe materials where electron correlation and

quantum entanglement play a significant role. As a result, while HF and DFT re-

main useful for many applications, fully quantum treatments are often necessary for

understanding the nuanced behaviors that arise in strongly correlated systems and

quantum materials.

To provide a more rigorous quantum treatment of systems, more computation-

ally expensive models can also be applied. Among these are popular approaches such

as the density matrix renormalization group (DMRG) [13], the complete active space

self-consistent field (CASSCF) [14], and the full configuration interaction (Full CI)

methods [15]. However, these methods generally require resources that grow expo-

nentially both with the system size and more generally with the degree of theoretical
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rigor required. As a result, they are often too expensive for periodic solid-state sys-

tems, and can only be feasibly applied to isolated molecules or toy models of spin

systems. In Figure 1.1, we illustrate the trade-off between less rigorous low-cost com-

putational methods and very rigorous high-cost methods. The trade-off for classical

methods (the red line) exhibits a roughly exponential scaling of computational cost

with respect to both the size of the system being considered, as well as the degree of

theoretical rigor that is to be applied.
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Figure 1.1: An illustration of the trade-off between theoretical rigor and computa-
tional cost when simulating materials via classical methods. Quantum materials often
require a high degree of theoretical rigor to simulate, which cannot be easily attained
through classical methods without significant computational expense. As a result,
these materials tend to occupy a region of “classical intractability".

The unforgiving nature of the exponential scaling of classical methods implies

that there exist certain systems (and certain scales at which these systems are simu-

lated) for which the computational budget required by classical methods exceeds that

of even state-of-the-art exascale supercomputers. In Figure 1.1, this is designated by

the region of “classical intractability”. A large number quantum materials lie within
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this region because existing classical methods fail to fully reproduce their properties

that are measured experimentally. In Chapter 2, we give some additional technical

details regarding these materials and explore some examples of quantum materials

where classical methods fail.

1.2.2 Non-Classical Methods

In this dissertation we will explore alternatives to Classical methods, which

we designate as Non-Classical Methods. Non-Classical methods employ emerging

hardware technologies in an effort to simulate the physics of materials with greater

precision and scale. We will primarily focus on two of these technologies: machine

learning and quantum computing.

1.2.2.1 Machine learning. Today, machine learning (ML) is a mature tech-

nology that has proven to be an indispensable tool in the study of quantum materials,

enabling researchers to overcome known limitations of classical methods on certain

difficult physical problems. Due to the wide availability of data (both experimental

and simulated), ML models can be trained to identify complex patterns in quantum-

mechanical systems, and predict material properties with remarkable speed and ac-

curacy. Especially for complex quantum materials like superconductors, magnets,

and topological materials, ML has been applied successfully to understand physical

phenomena in these systems that would otherwise require immense computational

resources. In the area of materials simulation, ML models are most commonly used

to replace expensive computational subroutines in classical simulation methods, such

as DFT. For these tasks, a large and flexible model, such as a deep neural network,

is trained on a set of known data points, and the model is used to provide accurate
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output for that given subroutine at a much lower computational cost. In the case

of DFT, for example, neural networks have been applied successfully to learn the

exchange-correlation functional of electronic density, which is not known in closed

form and is computationally expensive to even approximate numerically.

Machine learning already has an established track record in many areas of

materials science, and has proven itself as a versatile and essential tool for accelerating

material simulation and discovery. This is especially true when classical methods are

augmented with ML methods, as illustrated in Figure 1.2.

Theoretical Rigor

C
om

pu
ta

tio
na

l C
os

t

Full CI
CASSCF
DMRG
... etc.


HF (Hartree Fock)
Tight-Binding Models
Density Functional
Theory
... etc.

"Physically Exact" 

Solutions

Classical

Methods

Classical Methods

+ Machine Learning


Figure 1.2: An illustration of how the non-classical method of machine learning can
be applied to improve upon existing classical methods, allowing for increased physical
rigor. By augmenting low-cost classical methods (grey bubble) with data trained on
small-scale high-cost classical methods with quantum-level accuracy (red bubble),
more complex systems can be simulated at a much lower computational cost.

By using computationally expensive classical methods to generate small-scale

system training data, ML models have been successfully trained and applied to simu-

late systems of larger size and finer spatial resolution at low computational cost. Some
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models have also been applied for the problem of direct property prediction, bypass-

ing the computational cost of simulation altogether. As suggested in Figure 1.2,

this allows for the exploration of materials that would otherwise require expensive

simulations that inhabit the region of classical intractability.

Much like classical methods, ML methods also face some key challenges and

limitations with quantum materials. First, quantum material studies require large,

high-quality datasets, yet experimental and computational data on these systems are

often sparse and noisy, hindering model reliability. Additionally, quantum materials

tend to exhibit complex phenomena such as electron correlation and entanglement,

which are challenging for ML models to capture, except through learning domain-

specific heuristics that (at best) can only serve as effective mean-field theories. Fi-

nally, the most significant limitation of ML models is the problem of interpretability.

Although ML models can make predictions with a substantial degree of accuracy (if

given enough high-quality training data), these models frequently operate as “black

boxes,” yielding predictions without insights into the underlying physics of the mate-

rials under consideration.

1.2.2.2 Quantum computing. Quantum computing is an emerging but po-

tentially revolutionary technology that leverages the fundamental principles of quan-

tum mechanics to process information in ways that surpass the limits of traditional

computing. Unlike traditional computers that use binary bits to represent informa-

tion as 1’s and 0’s, quantum computers use qubits (quantum bits), which can exist

in superpositions of 0 and 1 simultaneously. Moreover, individual qubits can become

entangled to produce highly complex and correlated states. This enables quantum

9



computers to perform certain kinds of tasks in a manner that is highly parallelized

and at scales that are not attainable on classical hardware. For example, 8 bits on

a classical computer can be used to represent any integer from 0 to 255, whereas 8

qubits on a quantum computer can be used to encode a superposition (i.e., a proba-

bility distribution) over all possible numbers from 0 to 255. This exponential increase

in the complexity of data stored on registers of qubits can be leveraged to achieve an

exponential speedup over known classical computers for certain kinds of problems.

Although quantum computers can be applied to solve many kinds of problems,

their capabilities in the near-term are especially promising for the problem of simu-

lating quantum materials. Since the intricate electron interactions, correlations, and

entanglements in these materials arise as a consequence of quantum mechanics, quan-

tum computers can provide a much-needed computational advantage in simulating

them. This idea is shown in Figure 1.3. With the development of quantum computa-

tional algorithms such as phase estimation, Hamiltonian simulation, and variational

quantum eigensolver (VQE) methods, it has been shown theoretically that quantum

methods for material simulation should yield an exponential speedup relative to clas-

sical methods; however, this quantum advantage remains to be demonstrated in many

different practical settings.

Since quantum computing technology remains in an experimental phase, chal-

lenges still exist that must be solved to potentially realize any exponential advantage.

These challenges include the limited number of qubits available on current hard-

ware, as well as issues with qubit coherence and the error rates of single-qubit and

multi-qubit operations, which restrict the accuracy and scalability of quantum simu-

lations. Quantum computers are also highly sensitive to environmental noise, which
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Figure 1.3: An illustration of how non-classical quantum computing methods could
theoretically be applied to yield an exponential improvement over classical methods.
Materials that require exponentially-scaling computational cost to simulate on stan-
dard computers are believed to only require only a linearly-scaling cost on quantum
computers.

can disrupt calculations and degrade qubit coherence. These error syndromes are

a significant problem when modeling complex materials, which require very precise

calculations. Although there are ways of suppressing and eventually eliminating these

errors entirely through quantum error correction protocols, these protocols require a

scale and threshold of accuracy that has not yet been achieved on state-of-the-art

hardware. In addition, many quantum algorithms for material simulation are in the

early stages of development and tend to require hardware capabilities beyond what is

currently available. However, finding hardware-friendly and fault-tolerant simulation

algorithms remains an active area of research. Altogether, these technical and theo-

retical challenges limit the practical application of quantum computing in simulating

quantum materials, though ongoing advancements in hardware and algorithm design

continue to bring this potential closer to realization.
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1.3 Problem Statement

As we have discussed, classical computational methods like density functional

theory have been instrumental in advancing our understanding of materials and bridg-

ing the gap between ab initio theory and experiment. However, we have also noted the

limitations of classical methods when applied to quantum materials, where quantum

mechanical effects cannot be ignored. As a result, there is a pressing need for new ap-

proaches capable of capturing these quantum effects without sacrificing computational

efficiency. Emerging non-classical methods, particularly machine learning and quan-

tum computing, offer promising avenues to overcome these barriers, enabling more

precise simulations and potentially accelerating the discovery and design of quan-

tum materials. This dissertation seeks to explore and develop non-classical methods

based in machine learning and quantum computing as potential solutions that may

help bridge the gap between theory and experiment left by classical approaches in

quantum material research.

1.3.1 Objectives and Scope

The landscape of quantum materials is vast, including many different types of

materials. These range from high-temperature superconductors to topological mate-

rials, to exotic magnetic materials. As a result, an exhaustive survey of all quantum

material phenomena would be too wide of a scope for any one book, and would likely

constitute a few lifetimes’ worth of work. Thus, we do not aim to address each of the

pathologies of quantum materials individually in this dissertation; rather, we will fo-

cus on tools and selected methods that can be developed at a higher conceptual level

and then demonstrate how they can be applied to a few specific (but well-curated)
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examples. Additional examples will also be given that highlight the key contributions

made to the scientific body of literature in the research leading up to this disserta-

tion. Since there are two distinct branches of this work (ML methods and quantum

computing methods), we give will give a separate treatment of both areas; though

we will aim to highlight the strengths and weaknesses both in the individual con-

text of their respective state-of-the-art hardware, and on the hardware that may be

available in the future. Since quantum computing is a nascent technology, we will

also refrain from attempting to make direct comparisons between the practical com-

putational cost of classical versus quantum hardware, except in the case of idealized

fault-tolerant quantum computation and idealized classical computation, where the

two technologies can be made at least somewhat comparable.

1.3.2 Organization of this Dissertation

The remainder of this dissertation is organized as follows. In Chapter 2, we

give an overview of quantum mechanics and the electronic structure problem under

second quantization. We also provide a technical review of classical methods (such

as Hartree-Fock and DFT), and how these methods can be applied in the context of

property prediction and material discovery. We then conclude with a brief introduc-

tion to non-classical methods and provide a comprehensive literature review of these

topics. In Chapter 3, we give a technical introduction to machine learning, with a

heavy emphasis on models and deep neural network architectures that are suitable for

material property prediction from crystal structure data. In Chapter 4, we present

an atomistic graph neural network model for high-throughput superconductor discov-

ery. This model classifies materials as superconducting and non-superconducting and
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predicts the critical temperature for those classified as superconductors. In Chapter

5, we present a new physics-informed deep learning model architecture and leverage

this model to predict the electronic structure of materials. This model directly in-

corporates the structure and symmetries of solutions to the Schrödinger equation for

solid state materials, making it much more interpretable than existing models. We

also show that this model can accurately and efficiently predict the band structure of

solid state materials with complex electronic configurations.

In Chapter 6, we give a technical introduction to quantum computational

methods for the simulation of material and chemical systems. We review the gen-

eral theory of algorithms such as Hamiltonian simulation, variational quantum eigen-

solvers [], and phase estimation [], in addition to algorithms that can be run on

near-term noisy quantum hardware [16]. We conclude this chapter with detailed dis-

cussion of the problem of open quantum system simulation and its relevance to simu-

lating quantum materials. In Chapter 7, we propose a new method to simulate open

quantum systems on near-term hardware. This method leverages a time-perturbative

Kraus series representation of open quantum systems, which can significantly reduce

computational cost. We show that this method can be applied efficiently on state-of-

the-art hardware, allowing certain systems to be simulated more accurately than with

existing methods. In Chapter 8, we apply this method to simulate selected physical

systems on real trapped-ion quantum hardware. Finally in Chapter 9, we summa-

rize the key ideas, theories, and results presented in this dissertation and give some

comparative analysis of non-classical methods and a prospective outlook on future

research directions that could be pursued.
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In Figure 1.4, we illustrate the landscape of concepts discussed in the subse-

quent chapters of this dissertation with a conceptual mind map.
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Figure 1.4: A conceptual mind map outlining the non-classical methods for quantum
material simulation that are discussed in the subsequent chapters of this dissertation.
In Chapter 2, we discuss the general ideas and theory behind non-classical meth-
ods (orange node). In Chapters 3-5, we discuss machine learning-based methods for
materials discovery and simulation (red nodes). In Chapters 6-8, we discuss quan-
tum computing-based methods, and how they can be applied to accelerate material
simulation (blue nodes). Finally, in Chapter 9, we conclude the dissertation with a
discussion of potential future directions and long-term impacts of non-classical meth-
ods in materials research (teal nodes).
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CHAPTER TWO

Background and Motivation

2.1 Quantum Materials Research

2.1.1 Overview

Before we present the main body of work of this dissertation, we must first

provide some necessary context on quantum materials. In this chapter, we will specif-

ically focus on the foundations of quantum materials, discussing how their properties

are governed by quantum mechanics. We will discuss the electronic structure that

arises from solutions to the Schrödinger equation and why finding these solutions is

problem that requires exponentially growing computational resources. We will then

discuss how this manifests as outstanding challenges in the field of quantum materials

science, especially in the areas of materials simulation and discovery. Finally, we will

introduce the two branches of non-classical methods discussed in this dissertation

that address these issues, and we will conclude by identifying the key research gaps

that they address.

2.1.2 Review of Quantum Mechanics

The field of quantum mechanics arose in the early to mid 20th century to

address growing gaps in the understanding of chemical systems at the atomic scale.

Before the development of quantum theory, there existed two critical gaps in the

understanding of the nature of objects like subatomic particles. The first problem

was that of addressing the statistical versus deterministic interpretation of the nature
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of these objects in a way that was consistent with experimental observations, while

the second problem was in unifying the “particle vs. wave" interpretation of physical

objects. To describe these phenomena, quantum mechanics introduces a complex-

valued wave function ψ(x), whose square amplitude |ψ(x)|2 yields the likelihood of

observing a particle at a position x in space. The wave function uniquely describes a

quantum mechanical object up to a global complex phase (e.g. multiplication by eiθ

for 0 < θ < 2π), and it is subject to the L2 normalization condition∫
|ψ(x)|2 dx = 1 (2.1)

which evokes the probabilistic interpretation of quantum objects. The behavior of

quantum systems is governed by the Schrödinger equation, which models the non-

relativistic behavior of wave-like systems as a first-order linear operator differential

equation:

∂

∂t
ψ =

−i
ℏ
Ĥψ (2.2)

Above, i =
√
−1 is the imaginary constant, ℏ = h/(2π) is the reduced Planck con-

stant, and Ĥ is the Hamiltonian operator. The Hamiltonian is a linear operator

representing the sum of kinetic and potential energies of a wave function. For a sin-

gle particle wave function with mass m under a static external potential V (x), the

Hamiltonian is

Ĥ = − ℏ2

2m
∇2 + V (x). (2.3)
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Integrating the dynamics generated by (2.2), the time-evolution of the wave function

ψ(x) takes the form

ψ(x, t) = exp

(−it
ℏ
Ĥ

)
ψ(x, 0) (2.4)

where ψ(0) is the initial state at t = 0. Computing this operator exponential is

difficult; however the exponential can be simplified in terms of the time-independent

eigenfunctions ψn(x) of the Hamiltonian operator Ĥ:

ψ(x, t) = exp

(−it
ℏ
Ĥ

)
ψ(x, 0) =

∑
n

eitEn/ℏ
(∫

ψ∗
n(x)ψ(x, 0) dx

)
ψn(x) (2.5)

Each eigenfunction ψn has an associated eigenenergy En and arises as a solution to

the eigenvalue problem known as the time-independent Schrödinger equation:

Ĥψn(x) = Enψn(x) (2.6)

Because the operator Ĥ is Hermitian (i.e., the complex operator analogue of a sym-

metric operator or matrix), Ĥ has real eigenvalues En, which correspond to a set of

mutually orthogonal eigenfunctions ψn. The set of all pairs (ψn, En) that satisfy (2.6)

provide important information about the physical system of interest.

The eigenvalues En are called “eigenenergies,” because they represent the dis-

crete energy levels that a single wave function can found to occupy when observed.

The eigenfunctions ψn(x) represent the associated modes of the system with energy

En. They are uniquely determined up to a complex phase and the selection of an

arbitrary orthogonal basis for the subspace spanned by other eigenfunctions ψn shar-

ing the same eigenenergy En. (In this special case, we say the subspace of such

eigenfunctions is degenerate).
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The mutual orthogonality of the eigenfunctions ψn exists with respect to the

L2 inner product, namely:

⟨ψm | ψn⟩ =
∫
ψ∗
m(x)ψn(x) dx =


1, m = n

0, m ̸= n

(2.7)

Above, the bracket notation ⟨ψm | ψn⟩ signifies the L2 inner product. In the context

of quantum mechanics, it is common to employ Dirac notation, which allows for

symbolic manipulation of the left-hand and right-hand sides of the L2 inner product,

known as the “bra” and “ket” side respectively:

⟨ψ| ≡
[∫

dx ψ∗(x)

]
(“bra”)

|ψ⟩ ≡ ψ(x) (“ket”)

(2.8)

Due to the the bilinearity of the the L2 inner product, the left-hand (“bra”)

and right-hand (“ket”) wave functions can be treated as if they are linear operators.

For example, taking the product of a “bra” and a “ket” results in the L2 inner product

bracket given in (2.7). Conversely taking the product of a “ket” and a “bra” operator

results in an L2 outer product operator. This notation facilitates the expansion of a

wave function in a basis of complete orthonormal wave functions (e.g., the eigenstates

|ψn⟩), which is written symbolically as a linear combination of kets

|ψ⟩ =
∑
n

cn |ψn⟩ (2.9)

where the expansion coefficients are cn = ⟨ψ|ψn⟩. Owing to the completeness of the

basis, they satisfy
∑

n |cn|2 = 1. The complete space of wave functions spanned by

an orthonormal basis of wave functions {|ψn⟩} is known as a Hilbert space.

19



2.1.3 Quantum Mechanics of Many-Particle Systems

The quantum mechanical dynamics of single-particle systems under a static

Hamiltonian Ĥ (as given in (2.3)) is relatively straightforward to solve using numerical

techniques. However, the dynamics of multi-particle systems becomes much more

complex when many interacting particles are considered. Indeed, it has been proven

that solving for the eigenstates of general multi-particle systems and simulating their

dynamics is a classically intractable problem. Recent studies in the field of quantum

computing, for example, have shown that solving for the ground states of certain

classes of Hamiltonians is at least as computationally hard as solving NP-complete

problems, meaning the worst-case computational time required to solve for a many-

particle ground state Ψ0 scales exponentially with the number of particles in the

system. In this section, we will give a brief review of the quantum mechanics of

many-particle systems, and provide some necessary context for understanding why

the problem of finding ground state solutions is computationally difficult.

In many-particle quantum mechanics, we extend the foundational concepts

of single-particle quantum mechanics to model ensembles of interacting, but non-

distinguishable particles. Due to this non-distinguishability, the representation of a

many-particle wave function need only be concerned with how many particles occupy

each state, and of which kind. For simplicity, we will primarily focus on systems which

contain a single kind of particle and where interactions mediated by other particles

are incorporated in an effective manner.

When transitioning from single particles to ensembles of many indistinguish-

able particles, we must expand the single-particle wave function Hilbert space into

a many-particle Fock space, in which each single-particle wave function |ψi⟩ can be
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inhabited by any number of particles ni ≥ 0, called the occupation number. To denote

such a many-particle wave function |Ψ⟩ with a specific occupation configuration, we

use the occupation number formalism

|Ψ⟩ = |n1, n2, n3....⟩ (2.10)

where any unoccupied states (ni = 0) are omitted from the ket. Multi-particle ensem-

bles are therefore represented as linear combinations over all possible state occupation

numbers. The state with no particles occupied (denoted either |0⟩ or |⟩), is known as

the vacuum state, and it is canonically defined to have energy E = 0 in a specified ba-

sis. To construct a many particle state, so-called creation and annihilation operators

âi
† and âi are introduced, which respectively increase and decrease the occupation

numbers ni:

â†i |0⟩ = |1i⟩ , â |1i⟩ = |0⟩ (2.11)

The annihilation operators, when acting on the vacuum state |0⟩ produce an

empty expression:

âi |0⟩ = 0 (2.12)

The difficulty with modeling indistinguishable particles originates from the ex-

change statistics of the respective particles, which is a direct consequence of the par-

ticle’s spin degrees of freedom. According to the standard model of particle physics,

elementary particles can be partitioned into two categories: fermions, which have

half-integer spin, and bosons, which have integer spin. Mathematically, the exchange

statistics of fermions and bosons are often defined using the canonical commutation
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relations (CCRs) of their creation and annihilation operators â and â†. These rela-

tions make use of the operator commutator and anti-commutator, defined as follows:

[A,B] = AB −BA (Commutator)

{A,B} = AB +BA (Anti-commutator)
(2.13)

We summarize the fermionic and bosonic exchange statistics and CCRs of the creation

and annihilation operators (âi and âi) in Table 2.1.

Table 2.1: A table of the two types of elementary particles, according to the
Standard Model. In the CCRs column, δij denotes the Kronecker delta (δij = 1 if

i = j and 0 otherwise).

Particle Type Exchange (m ̸= n) CCRs Spin Statistics Examples
Fermions âiâ

†
j |Ψ⟩ = −(â†j âi |Ψ⟩) {âi, â†j} = δij

{âi, âj} = 0

{â†i , â
†
j} = 0

Spin 1/2
(Fermi-Dirac)

Electrons,
Quarks,
Neutrinos

Bosons âiâ
†
j |Ψ⟩ = â†j âi |Ψ⟩ [âi, â

†
j ] = δij

[âi, âj ] = 0

[â†j , â
†
i ] = 0

Spin 0 or 1
(Bose-
Einstein)

Photons,
Gluons,
Higgs boson

In Table 2.1, we note that the CCRs for fermions and bosons are identical,

except for the usage of the commutator and anticommutator, respectively. This key

difference manifests in the exchange statistics of the particle, which illustrates how

differences in the order of creation and annihilation of particles in separate states

affect the overall sign of the wave function. In the case of fermions, the many-particle

wave function Ψ accumulates a phase of −1, when creation/annihilation order is

exchanged, while in the case of bosons, the wave function is left unchanged. For two

simultaneous creation operations acting in the same mode, it can be deduced directly

from the fermionic CCRs and properties of â, â† that

{âi, âi} = {â†i , â†i} = 0 ⇒ â2i |ni⟩ = (â†i )
2 |ni⟩ = 0 (2.14)
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This result is known the Pauli exclusion priniciple and shows that no two electrons

can occupy the same state, and therefore the occupation numbers are restricted to

ni ∈ {0, 1}. For bosons, no such restriction is observed on occupation numbers:

[âi, âi] = [â†i , â
†
i ] = 0 ⇒

â2i |ni⟩ =


|ni − 2⟩ , ni ≥ 2

0, ni < 2

(â†i )
2 |ni⟩ = |ni + 2⟩

(2.15)

Consequently, any number of bosons ni ≥ 0 may occupy a given mode.

The creation and annihilation operator algebras for fermion and bosons provide

a systematic way of building a complete orthonormal Fock-space basis of occupation

configurations |n1, n2, n3, ...⟩ indexed by the occupation numbers ni of each mode.

ψn. This basis is necessary for representing wave function ensembles consisting of

combinations of multiple occupation configurations, as well as systems where the

number of particles is not a fixed quantity. A generic many-particle wave function in

Fock space is written as a superposition of multiple configurations

|Ψ⟩ =
∑

n={n1,n2,n3,...}

cn |n⟩ , (2.16)

where the complex-valued coefficients cn satisfy the normalization condition
∑

n |cn|2 =

1.

It is apparent that the dimensionality of Fock space representations grow

combinatorially with system size. For example, a system of N spin-1/2 fermions

distributed over M orbitals spans a space of dimension at least

dim(|Ψ⟩) =
(
M

N

)
, (2.17)
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Moreover, if the number of fermions is in the ensemble is allowed to vary so that the

wave function occupies the full Fock space, the dimensionality increases to

dim(|Ψ⟩) =
M∑
N=0

(
M

N

)
= 2M (2.18)

2.1.4 Chemical Many-body Hamiltonians

In many-body quantum mechanics, the Hamiltonian H is expanded as an

operator acting in the many-particle Fock space. This Hamiltonian must not only

account for the interactions described in the single-particle Hamiltonian (2.3), but also

incorporate the interactions between particles occupying different quantum states and

configurations. These interactions are most naturally expressed in terms of creation

and annihilation operators acting on the single-particle basis |ψi⟩. The most general

form of a Hamiltonian containing one-particle and two-particle interaction terms is

Ĥ =
∑
i,j

tij â
†
i âj +

1

2

∑
i,j,k,l

Vijklâ
†
i â

†
j âlâk (2.19)

where the coefficients tij are the single-particle Hamiltonian matrix elements

tij =

∫
ψ∗
i (x)

(
− ℏ2

2m
∇2 + V (x)

)
ψj(x) dx (2.20)

while the coefficients Vijkl encode two-body interactions. For chemical systems con-

sisting of interacting electrons (fermions), the two-body interaction is precisely the

Coulomb repulsion:

Vijkl =

∫∫
ψ∗
i (x)ψ

∗
j (x

′)
e2

|x− x′|ψk(x)ψl(x
′) dx dx′ (2.21)

This representation makes explicit that the complexity of a many-body problem is de-

termined both by the number of accessible single-particle modes and by the structure

of interparticle correlations.
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In the context of quantum materials, the Hamiltonian above is rarely treated in

its full microscopic form. Instead, reduced models are often introduced that retain the

relevant degrees of freedom for a given physical regime. For example, tight-binding

Hamiltonians approximate electronic interactions through an effective single-particle

Hamiltonian with hopping terms tij between localized spin-degenerate orbitals:

ĤTB =
∑
i,j

= tij â
†
i âj (2.22)

The Hubbard model extends this by only incorporating the two-body interactions

between the spin-up and spin-down electrons occupying the same spatial orbital:

ĤHub =
∑
ij

tij â
†
i âj + U

∑
i

n̂i↑n̂i↓ (2.23)

Above, n̂i = â†i âi is the orbital density operator.

The tight binding Hamiltonian (2.22) for a system with M orbitals has di-

mension dim(ĤTB) = M , because it occupies a sparse non-interacting subspace of

the full wave function Fock space. As a result, the many-body formulation of (2.6)

(e.g., Ĥ |Ψ⟩ = E |Ψ⟩) can be solved efficiently to obtain the many-particle ground

state Ψ0 with energy E0. This consists of diagonalizing the effective Hamiltonian ma-

trix (with entries Hij = tij), which requires roughly O(M3) operations on a classical

computer [17].

However, in the Hubbard Hamiltonian (2.23), the incorporation of the U terms

results in a ground state wave function |Ψ0⟩ with correlated spin states, spanning the

Fock space with dimension 2M . These correlations that span outside the single-

particle subspace are an example of the broader phenomenon of quantum entangle-

ment. In these strongly entangled states, the number of independent coefficients
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cn required to specify an arbitrary wave function increases exponentially with the

number of particles or sites.

This exponential scaling has dire computational consequences. Exact diago-

nalization of a Hamiltonian represented in this basis requires manipulating matrices

whose dimension is 2M , leading to time and memory costs that scale exponentially in

system size. Even storing the full wave function becomes infeasible beyond modest

values of N . The challenge is therefore not simply practical but structural: generic

interacting states exhibit quantum entanglement, which prevents factorization into

products of single-particle wave functions and therefore resists classical compression.

The computational hardness of many-particle quantum problems can be for-

malized within the framework of computational complexity theory. Determining

ground-state energies of general local Hamiltonians belongs to complexity classes

believed to be intractable for classical computation, and the worst-case scaling of

exact algorithms is exponential in the number of degrees of freedom. Physically, this

reflects the fact that interactions couple all configurations in Fock space, producing

correlated states whose description requires resources comparable to the size of the

space itself.

These observations motivate the central methodological developments of mod-

ern quantum materials research. Classical approaches rely on controlled approx-

imations (e.g., mean-field theory, density functional theory, tensor-networks, and

quantum Monte Carlo methods) that restrict the accessible portion of Fock space

configurations. Quantum computing, by contrast, offers a representation in which

quantum states are encoded natively (i.e., one fermion or boson per qubit), while
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machine learning provides variational parameterizations capable of capturing high-

dimensional correlations. The remainder of this dissertation seeks to capitalize on

this intersection by introducing quantum and learning-based methods to navigate the

exponentially large state spaces defined by many-body Hamiltonians and to enable

predictive modeling of quantum materials.

2.2 Key Challenges in Quantum Materials Simulation

2.2.1 Material Simulation

The simulation of quantum materials is fundamentally a problem of solving

interacting many-body Hamiltonians at scales where wave function correlation and

structural complexity are essential. In principle, the microscopic behavior of a solid-

state material is determined by the electronic Schrödinger equation under a periodic

potential generated by the atomic lattice and modified by electron–electron interac-

tions. In practice, however, direct solution of this problem is intractable for all but

select quadratic systems due to the exponential growth of the many-body Hilbert

space and the nonperturbative nature of electronic correlations [18].

A central challenge arises from the breakdown of single-particle approxima-

tions in regimes where two-body electronic interactions dominate kinetic energy and

mean-field potential energy scales. In such systems (e.g., magnets [19], Mott insu-

lators [20], heavy fermion compounds [21], and topological materials [22]) the low-

energy physics cannot be described by independent non-interacting particles. Instead,

collective effects such as localization, emergent magnetism, and topological order arise

from correlated many-body states. Accurately capturing these phenomena requires
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methods capable of representing entangled wave functions and capturing non-local

interactions.

In addition to strong correlation, realistic materials also involve multiscale

coupling between electronic, lattice, spin, and orbital degrees of freedom. Elec-

tron–phonon interactions, disorder, and external fields introduce additional dynamical

modeling complexity, while nonequilibrium processes such as transport and optical

excitation require time-dependent treatments [23]. These coupled effects significantly

increase the dimensionality of the state space and complicate the construction of

predictive models.

Existing computational frameworks address this complexity through controlled

approximations. Density functional theory (DFT) provides tractable ground-state

predictions but relies on approximate exchange-correlation functionals and often strug-

gles in strongly correlated regimes [24]. Many-body perturbation methods such as

the GW approximation [25] and dynamical mean-field theory (DMFT) [26] improve

the treatment of correlations but at substantial computational cost and with limited

scalability. Tensor-network approaches such as density matrix renormalization group

(DMRG) methods [13] efficiently represent low-entanglement states in one dimen-

sion but encounter difficulties in higher-dimensional or volume-law regimes, while

quantum Monte Carlo methods suffer from the fermionic sign problem in general

settings [27, 28].

Beyond algorithmic limitations, a practical bottleneck emerges from the cost

of generating high-fidelity simulation data. Accurate calculations are computation-

ally intensive and therefore sparse across chemical and structural space, constraining
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both benchmarking and model development. As a result, material simulation to-

day operates under a persistent tradeoff between physical accuracy, computational

tractability, and coverage of relevant design spaces. Addressing this tension is central

to enabling predictive modeling of quantum materials.

2.2.2 Material Discovery

While simulation seeks to predict properties from a given Hamiltonian or struc-

ture, material discovery inverts this process: the objective is to identify systems whose

microscopic structure produces targeted macroscopic behavior. This inverse problem

is inherently high-dimensional and ill-posed, as multiple structural realizations can

correspond to similar physical properties, and small perturbations in composition or

symmetry can drastically alter emergent material properties.

The search space for quantum materials spans chemical composition, crystal

structure, dimensionality, defects, strain, and interface effects. Each of these factors

modifies the effective Hamiltonian governing the system, often in nonlinear and poorly

understood ways. Consequently, discovery is not merely a combinatorial trial-and-

error problem but a problem of navigating a structured, high-dimensional landscape

defined jointly by atomic configurations and many-body electronic states [29,30].

Experimental validation further constrains discovery workflows. Synthesis and

characterization cycles are slow and resource-intensive, and measurements often pro-

vide incomplete information about microscopic structure. This effectively bottle-

necks the availability of labeled data and introduces uncertainty and many uncon-

trolled variables into structure-property relationships. Computational screening via

29



high-throughput ab initio methods partially alleviates this issue, but it inherits the

limitations of the simulation methods on which it depends.

A further challenge lies in generalizability. Models and heuristics developed for

known classes of materials frequently fail when extrapolated to new chemical regimes

or phases, particularly in strongly correlated or topological systems. The absence

of generalizable representations and well-curated datasets that link atomic structure

and many-body observables, while avoiding dataset sampling bias remains a major

barrier to systematic discovery [31].

These limitations are the motivating impetus for the development of predictive

frameworks capable of exploring materials spaces more efficiently. Such approaches

aim to learn structure–property relationships, construct surrogate models of under-

lying physics (e.g., constructing Hamiltonians), and guide exploration toward regions

likely to host desired chemical properties. Achieving this requires careful integration

of physically-informed modeling (e.g. via physics-informed machine learning [32])

with interpretable and verifiable inference methods to develop models that generalize

well across both materials space and Hilbert space. The emergence of machine learn-

ing and quantum computing as tools with distinct individual strengths reflects this

need, offering new, distinctly non-classical, methods for material discovery.
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CHAPTER THREE

Machine Learning Methods

3.1 Introduction

The discovery and engineering of quantum materials, systems whose macro-

scopic properties are governed by quantum mechanical phenomena, remain central

challenges in condensed matter physics and materials science. Traditional materials

modeling approaches, ranging from empirical interatomic potentials to first-principles

electronic structure calculations, have enabled profound advances; however, they are

limited by either accuracy or computational scalability. In parallel, the growth of

curated materials databases and high-performance computing infrastructure has cre-

ated unprecedented opportunities for data-driven modeling. These advances have

culminated in the birth of the field of materials informatics, which seeks to apply

techniques in machine learning, data science, computational chemistry, and solid

state physics and bridge the gap between the foundational theory of materials, and

material experiments carried out in the laboratory.

In particular, machine learning (ML) has emerged as a powerful tool for ac-

celerating materials modeling. In electronic structure modeling, ML is typically

employed for the task of constructing surrogate models for quantum mechanical

observables [33–35] or identifying hidden structure in high-dimensional materials

spaces [36–38]. In atomistic modeling, ML techniques are particularly powerful be-

cause they provide flexible, nonparametric approximations to complex many-body

functions such as the potential energy surface, the electronic Hamiltonian, or derived
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quantities including band structures and topology [39,40]. When properly constrained

by physical symmetries and quantum mechanical structure, these models can achieve

both predictive accuracy and transferability.

In this chapter, we give a brief introduction to machine learning and review the

role of machine learning in materials research, with an emphasis on atomistic mod-

eling of quantum materials. We focus on four themes: (i) high-throughput material

discovery, (ii) integration with ab initio electronic structure methods, (iii) invariant

and equivariant learning architectures, and (iv) quantum-informed modeling strate-

gies that embed physical structure directly into ML frameworks. We then introduce

the key contributions made by this dissertation research in the context of machine

learning-based non-classical methods.

3.1.1 Fundamentals of Machine Learning

Machine learning (ML) is a framework for constructing parametric or non-

parametric models that approximate unknown functions from data. Formally, one

seeks to approximate a target mapping

f ⋆ : X → Y , (3.1)

given a finite dataset

D = {(xi, yi)}Ni=1, (3.2)

where xi ∈ X are inputs and yi ∈ Y are corresponding outputs. In materials science,

X may represent atomic configurations, compositions, or crystal structures, while Y

may denote scalar properties (e.g., formation energies), vector quantities (e.g., forces),
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or more structured objects (e.g., Hamiltonian matrices). At its core, supervised learn-

ing constructs a parameterized model fθ(x) with parameters θ, and determines θ by

minimizing a loss functional,

L(θ) = 1

N

N∑
i=1

ℓ(fθ(xi), yi) , (3.3)

where ℓ is typically a norm-based discrepancy measure such as the mean squared

error:

ℓMSE(ŷi, yi) = ∥ŷi − yi∥2 (3.4)

Optimization of a desired loss functional L is performed using gradient-based

methods, most commonly stochastic gradient descent (SGD) and its variants [41].

When fθ is differentiable with respect to θ, and the loss function ℓ is also differ-

entiable, analytical (or numerically approximated gradients ∇θL can be efficiently

computed via differentiation. The gradient ∇θL indicates the “direction” in which an

infinitesimal change in the parameters θ will yield the greatest increase in L:

∇θL(θ) =
1

N
∇w {ℓ(fθ(xi), yi)}

=
1

N

N∑
n=1

∂ℓ

∂ŷ
(fθ(xn), yn) · ∇θfθ(xi)

(3.5)

The intuition behind gradient descent methods is that, provided the functional

loss landscape L(θ) is sufficiently smooth within the vicinity of the current config-

uration θ, iterative adjustments can be made to θ, in the direction of the greatest

decrease of L. Small iterative adjustments to θ can be made, such that the loss

functional decreases to a local minimum. The magnitude of these adjustments (the

learning rate η, chosen 0 < η ≪ 1) is a scalar value selected to be large enough to

33



ensure convergence, but not so large as to overstep local minima:

θ(t+1) = θ(t) − η

∥∇θL(θ(t))∥
∇θL(θ(t)) (3.6)

This iterative scheme (or other, more optimized gradient-based methods such as Adap-

tive Moment Estimation) are applied until L converges to a local minimum.

3.1.1.1 Statistical perspectives. From a probabilistic standpoint, supervised

learning can be interpreted as estimating the conditional expectation

f ⋆(x) = E{Y | X = x}, (3.7)

under an unknown joint distribution p(x, y). Because only finite samples are avail-

able, learning involves balancing two competing objectives: minimizing training error

and ensuring generalization to unseen data. This trade-off is formalized through

the concept of the bias–variance decomposition: highly flexible models may achieve

low training error but overfit noise (resulting in high variance), whereas overly con-

strained models may underfit systematic structure (resulting in high bias). Regu-

larization techniques can be applied to mitigate overfitting by constraining model

complexity through on of a number of ways. Examples include imposing ℓ2 (sum-of-

squares) penalties on model parameters via weight decay [42], using early stopping

during optimization [43], applying dropout [44], and using informative Bayesian prior

distributions in probabilistic models [45].

3.1.1.2 Model classes. A variety of basic model classes are used in scientific

machine learning. Here, we give a brief structured review of basic models used in

machine learning, emphasizing their applications in the materials informatics litera-

ture:
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• Linear Models : Linear regression assumes

fθ(x) = wTϕ(x) + w0, (3.8)

where ϕ(x) : X → Rm is a vector feature map and w ∈ Rm is a vector of

linear weights with an optional bias factor w0 ∈ R. Despite their simplicity,

linear models can be quite powerful when paired with expressive mappings ϕ

that capture enough features that are linearly correlated with respect to the

quantity to be estimated. In the materials informatics literature, there are

extensive discussions regarding which feature maps ϕ (often called material

fingerprints) are most effective at capturing material properties and can be

computed directly from molecular or crystal structure. Although fingerprint-

ing methods such as the string-based SMILES representations [46] are popular

for predicting the properties of organic molecules, these methods often fail

when applied to solid-state systems, as systems with similar bond structure

and stoichiometry may exhibit multiple different crystal structures. Thus,

when modeling solid-state materials, all aspects of the crystal geometry must

be directly taken into account.

• Kernel Methods : Kernel methods such as support-vector machines (SVMs)

and nearest-neighbor interpolation models [47], or Gaussian process regression

(GPR) [48] models represent the predictor as a weighted sum over training

examples:

f(x) =
N∑
i=1

αik(x, xi), (3.9)
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where k(·, ·) is a positive-definite kernel (an inner product that encodes the

similarity between x and x′). Kernel methods allow for learning basic non-

linear trends in data while providing structured interpolation between known

data points. Gaussian process kernels are often used in material property

prediction models, since they provide principled uncertainty quantification of

predictions, which is particularly valuable in active learning and materials

discovery workflows [49].

• Neural Networks : Neural networks (NNs) approximate functions via compo-

sitions of affine transformations and nonlinear activation functions:

fθ(x) = WLσ
(
WL−1σ(· · ·σ(W1x))

)
, (3.10)

where σ denotes a nonlinear activation (e.g., ReLU, GELU, SiLU, etc.) [50].

Deep networks (large L) can approximate highly complex functions and scale

effectively to large datasets. In atomistic modeling, neural networks are of-

ten structured as graph-based architectures to reflect relational structure in

atomic systems.

3.1.2 Scientific Machine Learning

In scientific applications, performance depends as much on representation

as on model class. The feature map ϕ(x) encodes prior assumptions about invari-

ances, locality, smoothness, or conservation laws. These assumptions constitute the

model’s inductive bias—the structural constraints that guide learning in the finite-

data regime. For physically structured data such as atomistic systems, inductive

biases commonly enforce translation, rotation, and permutation invariance. For more
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complex mathematical objects (such as in electronic structure modeling), additional

mathematical constraints such as Hermiticity of operators, gauge consistency, and

symmetry under space group operations may be required. Embedding such symmetry

structure directly into the neural network architecture often reduces computational

complexity and improves extrapolation.

From the perspective of computational physics, machine learning is often

viewed as a universal function approximation framework. The universal approxima-

tion theorem guarantees that sufficiently wide or deep neural networks can approxi-

mate continuous functions on compact domains [51]. However, in scientific domains,

the objective is not merely approximation but physically consistent, computationally

superior, and data-efficient approximation. Consequently, modern scientific machine

learning emphasizes concepts such as symmetry preservation, the incorporation of

physical constraints, governing mathematical equations, to ensure robust generaliza-

tion beyond the training manifold [32].

These principles are particularly critical in quantum materials modeling, where

the target functions (e.g., Hamiltonians, Green’s functions, or band dispersions) pos-

sess rich mathematical structure. The remainder of this chapter explores how ma-

chine learning architectures are adapted to respect this structure in atomistic and

electronic-scale modeling.

3.2 Machine Learning in Materials Research

Machine learning in materials science spans multiple scales, from coarse-grained

structure-property correlations to atomistic and electronic-structure-level modeling.

Although machine learning has been applied to the task of high-level material property
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prediction, many of these modes are limited in their predictive capabilities, because

they do not directly incorporate atomic and electronic structure [52, 53]. Therefore,

recent research in materials research has focused on how atomic structure itself can

be used as model inputs, without relying on embedding or fingerprinting schemes to

extract descriptors of atomic or structural features.

At the atomistic level, the central task is the approximation of functions of

the form

f : {Ri, Zi}Ni=1 → O, (3.11)

where Ri and Zi denote atomic positions and species, and O may represent total

energies, forces, Hamiltonian matrix elements, band dispersions, density of states, or

other observables. Because the underlying physical laws are invariant under trans-

lation, rotation, and permutation of identical atoms, any successful ML model must

respect these symmetries either explicitly or implicitly.

In quantum materials, additional structure arises from lattice periodicity, and

strongly quantum effects, such as spin–orbit coupling, gauge freedom, and the pres-

ence of topological invariants. Consequently, models must often operate not only

on atomic coordinates but also on reciprocal-space representations, orbital bases, or

graph-structured Hamiltonians, all of which must be appropriately structured for the

learning task. The following sections review the principal methodological develop-

ments in this area.

3.2.1 High-throughput Material Discovery

High-throughput materials discovery refers to the systematic computational

screening of large chemical and structural spaces to identify candidate materials with
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desirable properties. Initiatives such as the Materials Project [54], AFLOW [55],

and the Open Quantum Materials Database (OQMD) [56] have generated extensive

repositories of DFT calculations, including relaxed geometries, formation energies,

band structures, and elastic tensors.

Machine learning accelerates this process in several ways. First, surrogate

models trained on DFT data can rapidly predict formation energies or band gaps

for previously uncomputed structures, enabling pre-screening prior to expensive first-

principles evaluation. Kernel methods (e.g., Gaussian process regression), ensemble

techniques (e.g., random forests), and neural networks have all been employed for

this purpose [57]. Descriptor-based approaches, such as pairwise Coulomb interac-

tion matrices, smooth overlap of atomic positions (SOAP) [49], and many-body tensor

representations such as atomic cluster expansions (ACE) [58], map atomic configura-

tions to fixed-dimensional feature spaces, after which standard regression models are

applied.

Second, active learning frameworks have been applied to iteratively couple

ML models with electronic structure calculations. A model is trained on an initial

dataset, uncertainty is quantified (via Bayesian methods or ensemble variance), and

new data points are selected to maximally reduce model uncertainty. This closed-loop

approach dramatically reduces the number of required first-principles evaluations.

For quantum materials, high-throughput discovery often targets topological

phases, correlated electron systems, and materials with nontrivial band topology.

Here, ML models may be trained to predict derived quantities such as Z2 invariants

or symmetry indicators from structural and compositional features. Because such
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properties depend sensitively on symmetry and spin–orbit interactions, careful en-

coding of crystallographic information is essential. Models such as DeepH [59, 60]

have been recently developed to successfully integrate the symmetries of operators

and other observables with spin-orbit coupling.

3.2.2 Ab Initio Modeling

Ab initio methods, most notably density functional theory (DFT), form the

computational backbone of modern materials science. However, DFT scales approx-

imately as O(N3) with system size and becomes prohibitively expensive for large

supercells, molecular dynamics trajectories, or strongly correlated systems requiring

beyond-DFT treatments.

Recent work in computational chemistry and materials science has applied

machine learning methods to augment ab initio modeling in several distinct ways,

the most popular of which we briefly summarize below:

• Interatomic Potentials:

Neural network potentials (NNPs) [39,61], Gaussian approximation potentials

(GAP) [62], and related approaches learn the mapping

{Ri, Zi}Ni=1 7→ Etot, (3.12)

with forces obtained via automatic differentiation of the total energy with

respect to atomic coordinates:

Fi = ∇Ri

[
Etot({Ri, Zi}Ni=1)

]
(3.13)
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When trained on DFT data, these models enable molecular dynamics simu-

lations with near-ab initio accuracy at orders-of-magnitude lower computa-

tional cost. For quantum materials, this facilitates exploration of structural

phase transitions, lattice instabilities, and finite-temperature effects.

• Electronic Structure Surrogates:

Beyond total energies, ML models increasingly target electronic observables

directly. Examples include direct prediction of band structures along high-

symmetry paths, density of states, or even Hamiltonian matrix elements in

localized orbital bases. Such models can be formulated either as regression

problems over discretized k-space grids or as operator-learning tasks in which

the Hamiltonian is represented as a graph-structured object.

• Embedding and Hybrid Methods:

Machine learning is also used to accelerate components of electronic structure

calculations, such as exchange–correlation functionals, density-to-potential

mappings, or Green’s function self-energies [63]. In correlated systems, ML

can approximate expensive many-body solvers within dynamical mean-field

theory (DMFT) or similar frameworks [64].

In each case, the principal challenge is ensuring that the learned represen-

tation preserves the mathematical structure of quantum mechanics: Hermiticity of

operators, gauge covariance, and physical constraints such as particle conservation.
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3.2.3 Invariant and Equivariant Models

A defining feature of atomistic systems is symmetry. The energy of an isolated

system is invariant under global translations, rotations, and permutations of identical

atoms:

E({Ri}) = E({RRi + t}), (3.14)

for any rotation R ∈ SO(3) and translation t ∈ R3. Forces transform equivariantly

under rotations:

Fi 7→ RFi. (3.15)

Early ML models enforced invariance by constructing handcrafted descriptors

invariant under these operations. Modern approaches instead embed symmetry di-

rectly into neural architectures. Graph neural networks (GNNs) treat atoms as nodes

and interatomic interactions as edges, naturally incorporating permutation invari-

ance [65]. Message-passing neural networks (MPNNs) propagate information locally

and can approximate many-body interactions [66].

More recently, equivariant neural networks, which are built on representations

of the rotation/reflection group O(3) or the Euclidean group E(3), have enabled mod-

els in which intermediate features transform according to irreducible representations

of the symmetries of 3D space. Such architectures (e.g., tensor field networks [67],

E(3)/O(3)-equivariant graph networks [68]) preserve rotational covariance and chi-

rality (i.e. the “handedness” of graphs embedded in 3D space) at every layer. This

is particularly important when predicting vectorial or tensorial quantities such as

forces, dipole moments, or stress tensors. In the context of learning the properties of
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solid state materials or molecules, chirality plays a crucial role in distinguishing be-

tween certain molecules and atomic coordination environments [69]. This is especially

critical for problems such as distinguishing between right-handed and left-handed

molecules such as amino acids, which exhibit radically different interactions with the

chiral amino acids present in the human body [70]. The importance of incorporating

chirality (p = ±1) as a way of distinguishing molecular structures is illustrated in

Figure 3.1.

In quantum materials, equivariance plays an even deeper role. Electronic

wavefunctions transform under symmetry operations according to irreducible repre-

sentations of the crystal’s space group. Modeling Hamiltonian matrix elements or

band structures therefore requires symmetry-aware architectures capable of respect-

ing both real-space and reciprocal-space symmetries [71]. Failure to enforce these

constraints can lead to unphysical symmetry breaking and poor generalization.

3.2.4 Quantum-Informed Models

While generic neural networks can approximate arbitrary continuous func-

tions, unconstrained flexibility often leads to models that violate physical structure.

Quantum-informed models instead embed prior knowledge from quantum mechan-

ics directly into the architecture, feature representation, or loss functional. Several

strategies are prominent:

• Physics-Constrained Outputs :

Models predicting Hamiltonians or density matrices can enforce Hermiticity,

positive semidefiniteness, or particle-number constraints by parameterizing
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Figure 3.1: Traditional GNNs operating only on adjacency matrices or Euclidean
distances and bond angles and cannot distinguish between certain chiral molecules
without explicit stereochemical encoding. Conversely, equivariant models can distin-
guish between the chirality of molecules or atomic coordination environments.
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outputs in structured forms (e.g., Hermiticity via H = A + A†). Similarly,

spectral quantities can be constrained to satisfy sum rules.

• Operator Learning :

Rather than predicting scalar observables, operator-learning approaches ap-

proximate maps between function spaces, such as

F : Vatomic → Helectronic, (3.16)

where Helectronic denotes a Hamiltonian operator in a chosen basis. This per-

spective aligns naturally with tight-binding or localized orbital representa-

tions and is particularly well suited for quantum materials in which low-energy

physics is dominated by specific orbital manifolds.

• Reciprocal-Space Learning : Because features such as band topology and as-

sociated observables (such as Berry curvature) are defined in k-space, models

that operate directly on reciprocal-space meshes or learn continuous band

representations over the Brillouin zone provide a natural framework for topo-

logical materials modeling [72]. Incorporating periodic boundary conditions

and gauge consistency across k-space is essential for stable training.

In the context of quantum materials, quantum-informed ML offers a principled

path toward models that are both expressive and physically grounded. By integrating

symmetry, operator structure, and domain knowledge, such approaches bridge the gap

between data-driven learning and first-principles theory.
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3.3 Overview of Research Contributions

Motivated by recent applications of machine learning in materials science and

informatics, in the following two chapters we present two research projects that apply

the theory and methodology introduced in this chapter. Below, we summarize the

key insights and contributions made to the scientific literature through peer-reviewed

publications:

3.3.1 High-Throughput Screening of Superconductors

Superconducting devices are crucial to emerging quantum technologies, con-

tributing to innovations in the areas of computing, metrology, and communication

systems. However, many of these devices are based on conventional BCS (Bardeen-

Cooper-Schrieffer) superconductors, which have operating critical temperatures Tc

that require expensive helium-based cryogenic cooling. This has motivated the ex-

ploration of unconventional non-BCS superconductors as an alternative platform for

these technologies, since some of these superconductors exhibit desirable properties

such as high Tc and topologically robust states. Although unconventional supercon-

ductors have been known to exist for several decades, a comprehensive theory of

superconductivity in these materials has not yet been developed, making the discov-

ery of new superconductors a challenging endeavor. In this paper, we present ongoing

work in the autonomous discovery of conventional, unconventional, and exotic super-

conductors with deep learning methods. Using experimental data from over 36,000

superconducting materials, we demonstrate that graph neural network models trained

on raw crystalline structure can be used to discover superconductors with desirable

properties such as high Tc.
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3.3.2 Quantum-Informed Neural Networks for Band Structure Prediction

Accurate electronic structure prediction underpins modern materials science

and quantum chemistry but remains computationally intensive due to the iterative

self-consistent field methods required by density functional theory (DFT). We intro-

duce Quantum-Informed Neural Networks (QuINNs), a class of symmetry-preserving,

physics-structured machine learning models designed to serve as differentiable surro-

gate quantum simulators. Unlike conventional graph neural networks that directly

regress scalar observables, QuINNs learn to construct Gaussian orbital bases and

pseudopotential parameterizations from atomic geometry, from which a physically

consistent, Hermitian Hamiltonian is assembled and diagonalized. All quantum ob-

servables—including band structures, densities of states, and electronic orbitals—are

derived from this learned Hamiltonian, preserving interpretability and enabling re-

construction of full electronic states.

QuINNs embed quantum mechanical constraints at the architectural level.

Orbitals transform as irreducible representations of the Euclidean group E(3), pseu-

dopotentials are parameterized in rotationally equivariant Gaussian bases, and the

Hamiltonian is constructed to be sparse, periodic, and block-diagonal in crystal mo-

mentum. By incorporating O(3)-equivariant graph neural networks and closed-form

Gaussian integral evaluations, QuINNs retain the algebraic structure of ab initio sim-

ulation pipelines while eliminating iterative SCF loops at inference. The resulting

models enable single forward-pass computation of electronic structure quantities and

support end-to-end differentiability with respect to atomic geometry, making them
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well-suited for inverse materials design, band structure engineering, and even quan-

tum device optimization. This framework represents a conceptual shift from black-

box property regression to structured Hamiltonian learning, offering a scalable and

physically interpretable alternative to traditional electronic structure methods.

3.3.3 Summary and Outlook

Machine learning has transitioned from a peripheral tool to a central method-

ological pillar in materials science and materials informatics. In atomistic modeling

of quantum materials, its impact is most pronounced when combined with phys-

ical structure: symmetry-aware architectures, operator-based representations, and

hybridization with ab initio methods.

Future directions of research in this area include scalable operator-learning

frameworks for many-body Hamiltonians, uncertainty quantification for deep molec-

ular dynamics and equivariant architectures, as well as future integration with quan-

tum computing platforms, leveraging the future scalability of hybrid quantum classical

methods, which we discuss in the second half of this dissertation. As datasets grow

and algorithms mature, the convergence of machine learning and quantum materials

modeling is poised to redefine computational materials design and becomes a stan-

dard computational research tool with the future development of materials-oriented

machine learning frameworks.

48



CHAPTER FOUR

High-Throughput Screening of Superconducting Materials

This chapter published as: C. Burdine and E. P. Blair, “Discovery of Novel
Superconducting Materials with Deep Learning," 2023 IEEE International Confer-
ence on Quantum Computing and Engineering (QCE), Bellevue, WA, USA, 2023,
pp. 1335-1341, doi: 10.1109/QCE57702.2023.00151. © 2023 IEEE. Reprinted, with
permission.

Superconducting devices are crucial to emerging quantum technologies, con-

tributing to innovations in the areas of computing, metrology, and communication

systems. However, many of these devices are based on conventional BCS (Bardeen-

Cooper-Schrieffer) superconductors, which have operating critical temperatures (Tc)

that require expensive helium-based cryogenic cooling. This has motivated the ex-

ploration of unconventional non-BCS superconductors as an alternative platform for

these technologies, since some of these superconductors exhibit desirable properties

such as high Tc and topologically robust states. Although unconventional supercon-

ductors have been known to exist for several decades, a comprehensive theory of

superconductivity in these materials has not yet been developed, making the dis-

covery of new superconductors a challenging endeavor. In this section, we consider

the problem of the autonomous discovery of conventional, unconventional, and exotic

superconductors with deep learning methods. Using experimental data from over

36,000 superconducting materials, we demonstrate that graph neural network models

trained on raw crystalline structure can be used to discover superconductors with

desirable properties such as high Tc.
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4.1 Introduction

Since their discovery over a century ago, superconductors have remained an

area of intense research focus in materials science. Superconducting materials are

known for exhibiting zero electrical resistance and ideal diagmagnetic behavior when

cooled beneath their critical temperature Tc. Due to these useful properties, super-

conductors have seen many different industrial applications, ranging from magnetic

resonance imaging (MRI) [73] to emerging nuclear fusion technology [74]. Supercon-

ductor research has also seen a recent boom in the area of quantum information, as

superconductor-based technologies have shown promise in realizing scalable quantum

information processors, sensors, and communication systems [75–77]. Many of these

devices use conventional Bardeen-Cooper-Schrieffer (BCS) superconductors [78]. In

BCS superconductors, the pairing of electrons in the superconducting state is known

to be phonon-mediated; however, for unconventional (i.e. non-BCS) superconduc-

tors, the electron pairing mechanisms are not yet fully understood [79]. Despite this

lack of of a supporting theory, unconventional superconductors are currently being

explored as an alternative to conventional ones because of their desirable properties,

such as high Tc and robust topological superconducting states [80]. For this reason,

the discovery of new superconductors, especially unconventional ones, remains a chal-

lenging but potentially rewarding task. Since a vast amount of experimental data has

been collected on known superconducting materials [81–83], data-driven deep learn-

ing approaches may be particularly suited to this task, allowing for high-throughput

screening of material databases to identify new potential superconductors.
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4.1.1 Related Work and Main Contribution

There have been a few previous attempts to apply various machine learning

models to the discovery of superconductors, but a majority of these models used

chemical-formula based representations of materials [82, 84, 85]. This is problematic,

as the atomic structure of superconducting materials is known to play a crucial role

in identifying them. Substantial work has also been done in identifying new BCS su-

perconductors, with ab-initio methods like Eliashberg theory and density functional

theory (DFT) being applied with great success in identifying conventional supercon-

ductors [86]. These methods incorporate both the atomic and electronic structure

of a material, but are known to be very computationally demanding, making them

unsuitable for screening large material databases. A promising alternative to these

ab initio techniques involves applying graph neural networks, a type of deep learning

model that directly predicts superconductor properties from a graph embedding of

a material’s crystal lattice. This embedding represents atoms as graph nodes and

bonds between neighboring atoms as graph edges. Graph neural network architec-

tures, such as the atomistic line graph neural network (ALIGNN) [34], have been

successfully used to predict the Tc and Eliashberg spectrum of BCS superconductors

from ab initio data [87]. However, these models have yet to be applied to the more

general problem of identifying unconventional superconductors using experimental

data. In this study, we address this issue and demonstrate that graph neural net-

works, such as the ALIGNN model, can predict superconducting Tc and identify both

unconventional and conventional superconductors from experimental data. We also

apply this model to the Materials Project database and identify over 600 potential

superconducting materials.
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4.2 Methods

4.2.1 Data Sources

The experimental data used in this study combined two large datasets of known

superconductors hosted on the Materials Data Repository [81]. The first dataset

(referred to here as Supercon v1 ) contained the chemical formulas and estimated TC of

over 14,000 known atmospheric pressure superconductors under many different doping

schemes. This dataset was originally used in a Tc prediction study by Stanev et al. [82].

The second dataset (Supercon v2 ) was generated in a study by Foppiano et al. [83],

which used a natural language machine learning model to scrape chemical formulas,

Tc, and other important parameters (such as applied pressure, substrate, etc.) for

over 20,000 superconductors from published academic papers. Although this dataset

had better representation of more recently studied heavy fermion, magnetic, and

hydride superconductors, many of the parsed formulas and Tc values were incorrect

for various reasons, such as formula incompleteness or a magnetic material’s Curie

temperature (sometimes abbreviated Tc) being erroneously reported. These entries

had to be corrected by hand or discarded entirely if an obvious correction could not

be identified.

Altogether, our combined Supercon v1 and v2 dataset consisted of roughly

36,000 materials, which we classified into the 12 non-exclusive families shown in

Fig. 4.1a. The most well-represented families in the dataset are the oxide and cuprate

families, reflecting the significant research efforts that have been made toward engi-

neering high-Tc ceramic superconductors. The alloy-based superconductors are also

well-represented in our dataset, with members ranging from conventional alloys, such

as Nb-Ti, to unconventional heavy fermionic paramagnets like UTe2 [88]. In Fig. 4.1b,
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Figure 4.1: Demographics of the combined Supercon v1 and v2 datasets. (a) The
number of superconductor data entries in our dataset for each non-exclusive family.
(b) Number of data entries containing each element of the periodic table. A majority
of entries in the dataset were oxide, cuprate and iron-based superconductors, which
reflects the significant research interest in these materials.

we visualize the number of superconductors in the dataset containing each element

in the periodic table.

4.2.2 Obtaining Crystal Structure

Superconductivity is known to be an atomic structure-dependant property,

which means that structure must be incorporated into the prediction process in or-

der make reliable predictions of whether or not a material exhibits the phenomenon.
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Since the combined Supercon v1 and v2 datasets only listed the chemical formulas

of each measured material, the structure of each superconductor had to be inferred

based on chemical formula and any additional parameters (such as pressure) in each

data entry. Structures for each superconductor were obtained by querying the Mate-

rials Project Database [54], and selecting the most similar thermodynamically stable

material structure. We considered a material structure to be thermodynamically sta-

ble if its energy above hull did not exceed 0.05 eV/atom. For superconductors with

applied pressure greater than 1 GPa, this stability requirement was not enforced and

the closest material was instead selected manually. The similarity between materials

was measured using the material composition distance metric:

d(M1,M2) =
∑
i

∣∣∣∣∣ nEi
(M1)∑

j nEj
(M1)

− nEi
(M2)∑

k nEk
(M2)

∣∣∣∣∣ , (4.1)

where nEi
(M) denotes the number of atoms of element Ei that appear in the chemical

formula of M . For each superconductor in the dataset, we attempted to find an

exact match in the Materials Project database with composition distance d = 0. If

many matches were found, the match with the lowest formation energy was selected.

Exceptions to this rule were made for some well-known materials, such as the carbon

allotrope C60, where the structure is nonambiguous.

4.2.3 Defect Materials

Many of the materials from the Supercon v1 and v2 datasets had formulas in-

dicating the presence of defects in the form of substitutions, interstitials, or vacancies

in the crystal lattice. If an exact thermodynamically stable match was found for a

defect material’s pristine structure, the positions of the lattice defects were inferred
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through combinatorial search and optimization methods. In the literature, there are

several different methods and models to predict the placement of defect sites in ma-

terials [89, 90]. For metals (which comprised a majority of our dataset), one of the

simplest models is the embedded atom method [91], where defects are placed such

that the total cohesive energy Ecoh of the metal is minimized. Under a semi-classical

treatment of defect-lattice interactions, Ecoh can be approximated as:

Ecoh =
∑
i

Gi

(∑
j ̸=i

ρaj (rij)

)
+

1

2

∑
i,j ̸=i

Uij(rij), (4.2)

where Gi(ρ) is the embedding energy function of atom i, ρaj (rij) is the spherically

averaged electron density, and Uij is the electrostatic two-atom interaction at radius

rij. If the lattice atoms are fixed and we assume an approximately linear embedding

energy function (i.e. G(ρ) = gρ), then the terms of Ecoh can be re-written as a sum

of lattice energy, and defect interaction potentials. Specifically, we write:

Ecoh = Elattice +
∑
k,l

Vk,l(rkl) +
∑
k,k′ ̸=k

Vk,k′(rkk′) (4.3)

where k is the defect site index, l is the lattice site index, and Vk,l(r) and Vk,k′ are

the defect-lattice and defect-defect interaction potentials:

Vk,l(r) = glρ
a
l (r) + gkρ

a
k(r) + Ukl(r) (4.4)

Vk,k′(r) = 2gkρ
a
k(r) + Ukl(r) (4.5)

Finding the placement of defects that minimizes (4.3) requires a knowledge of

the embedding energy coefficients gi and radial density functions ρa for each defect and

lattice atomic species. To obtain a rough initial placement of defects, we approximated

Vk,l and Vk,k′ with Gaussian pseudopotentials of the form

Vi,j(r) ≈ ḡ

√
2

π

(ni + nj)

(Ri +Rj)
exp

( −2r2

(Ri +Rj)2

)
(4.6)
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where Ri, ni are the atomic radii and number of electrons at site i, and ḡ > 0 is

the mean effective embedding energy coefficient for the entire material. We used the

Gaussian pseudopotential due its boundedness, monotonicity, and differentiability,

which facilitates the optimization of Ecoh. Since ḡ is independent of i and j, we remark

that ḡ does not need to be known to find the positions of defects that minimizes Ecoh.

To determine initial placement of substitution and vacancy defects, the pristine

unit cell was expanded into a supercell of size at least 3×3×3 that was large enough to

accommodate at least one occurrence of every defect species indicated in the chemical

formula. The positions of the supercell atoms were fixed, and (4.3) was optimized

by a genetic algorithm, where crossover and mutation operations were applied to a

large pool of sets of selected sites to produce each generation of configurations. 25%

of the the sets with the lowest Ecoh value were selected from each generation until

(4.3) showed no average improvement between subsequent generations. The same

algorithm was used to optimize the placement of interstitial defects, but the positions

of the interstitial sites were relaxed to a local minimum via gradient descent after

mutation and crossover operations were applied.

4.2.4 Structure Optimization

The introduction of defects in a material can distort the material lattice around

the defect sites, sometimes resulting in a structure that is unstable altogether. To

account for these changes and to verify the stability of generated defect structures,

we performed more rigorous structural optimization calculations using density func-

tional theory (DFT). Variable-cell relaxation calculations were performed in Quan-

tum ESPRESSO [92] using the Perdew-Berke-Ernzerhof (PBE) exchange correlation
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(a)
(b)

Figure 4.2: Visual examples of the results of genetic algorithm optimization on the
selection of defect sites. (a) Result of substituting 8 B atoms (pink) and adding an
interstitial K atom (purple) into a fictitious 4× 4× 4 simple cubic carbon supercell.
One can verify that this configuration is indeeed the global minimum of Ecoh, which
also maximizes the space between defect sites. (b) Result of adding interstitial K
atoms to transform the superconducting fulleride Cs3C60 into KCs3C60, where the
positions of the interstitial K atoms were estimated via gradient descent with respect
to Ecoh. Even with complex supercell geometries, reasonable predictions of defect
placement can be made.

functional [93] and pseudopotentials from the Standard Solid State Pseudopotential

Efficiency library (SSSP-Efficiency) [94] to optimize both the atom positions and the

lattice constant of the generated supercell. If the material had an associated pressure

in the dataset, the relaxation calculation was carried out at the indicated pressure.

The total energy and force conditions for convergence were set to 10−3 Ryd and 10−3

and Ryd/Bohr respectively. If these convergence criterion were not met, the structure

was considered unstable and not included in the final structure dataset.

4.2.5 ALIGNN Model

To make predictions from atomic structure, we used the Atomistic Line Graph

Neural Network (ALIGNN) model [34]. ALIGNN is a graph neural network model
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that has attained great success in many different material property prediction prob-

lems. Currently, it is among the top performing deep learning models on the structure-

based prediction problems in the Material Project’s Matbench model benchmarking

suite [95], and has even been applied successfully in the prediction of Tc for the limited

case of conventional BCS superconductors [87]. A key benefit of this model is that

in addition to representing a crystal lattice as a graph of atoms connected by bonds,

it also employs a second graph of bonds, where every bond pair is connected by a

bond angle. The use of this second graph (i.e. the atomistic line graph) is crucial,

as it directly incorporates the bond geometry of the material, whereas using only a

graph of atoms does not. For additional details on the ALIGNN model architecture,

we refer the reader to the original paper by Choudhary et al. [85].

4.3 Results

4.3.1 Prediction of Critical Temperature

Now, we turn our attention to the problem of predicting superconducting crit-

ical temperature. In the case of unconventional superconductors, this problem is

known to be exceptionally difficult since there are no general ab initio methods that

can predict Tc in these materials. Fortunately, the abundance of experimental Tc data

for superconductors makes deep learning-based approaches an attractive alternative

to theoretical models. However, training deep learning models on experimental data

comes with its own unique set of challenges, especially when the data was aggregated

from multiple sources. In our dataset, measurements of superconducting Tc were ob-

tained primarily from databases and academic papers. As a result, some of the Tc
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Figure 4.3: (a) Approximate distribution of the alloy, iron-based, cuprate, and hy-
dride families of superconductors in the dataset with respect to Tc. (b) Examples of
gamma distributions fitted to the empirical distributions of Tc for NbTi, LaOFeAs,
YBa2Cu3O7 (YBCO-123) and H3S, which are members of the alloy, iron-based,
cuprate, and hydride families respectively. Note that gamma distributions with mean
µ = κθ ≫ 0 bear a close resemblance to a normal distribution, justifying the W2

approximation used in (4.9).
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values reported for the same material vary significantly due to differences in exper-

imental conditions such as how the samples were prepared, and how the Tc of the

sample was measured. This effect is perhaps most dramatic in the hydrides, where

varying the pressure applied to the material in the range of 100 to 200 GPa can cause

the Tc to vary by as much as 200 K [96]. Significant variations are also present in

other superconductors such as FeSe. This material has a bulk Tc of 9K, but when it

is grown as a monolayer film on a SrTiO3 substrate, a Tc value high as 100 K can be

attained [97].

Our solution to this problem is to avoid predicting Tc directly and to instead

predict an empirical probability distribution that estimates the range of Tc values

attainable with a given material. If the empirical distribution of a material’s Tc is

positive and unimodal, a reasonable fit to the empirical distribution is given by the

gamma distribution:

f(x) = (Γ(k)θk)−1xk−1e−x/θ. (4.7)

Above, κ and θ are the scale and shape parameters that characterize this distribution.

A gamma distribution can be fit to empirical data using the central sample moment

estimators κ̂ = µ2/σ2 and θ̂ = σ2/µ, where µ and σ are the sample mean and standard

deviation. In Fig. 4.3a, we show the distribution of superconductors in the dataset

with respect to Tc, while in Fig. 4.3b we plot examples of the gamma distributions fit

to the reported Tc values.

To train the ALIGNN model to predict the distributions of Tc, we used the

squared p = 2 Wasserstein loss function, which is a measure of “distance" between
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probability distributions. It is given by:

W2(f1(x), f2(x))
2 = inf

γ(x,y)
Eγ(x,y)

[
|x− y|2

]
, (4.8)

where γ(x, y) is a joint probability distribution with marginals equal to f1(x) and

f2(y) (i.e.
∫∞
−∞ γ(x, y) dy = f1(x) and

∫∞
−∞ γ(x, y) dx = f2(y)). Equation (4.8) does

not readily admit a closed-form solution for gamma distributions, but if we assume

that the distributions f1 and f2 are approximately normal with means µ1, µ2 and

standard deviations σ1, σ2, we can use the approximation

W2(f1(x), f2(x))
2 ≈ |µ1 − µ2|2 + |σ1 − σ2|2, (4.9)

which is the reduced form of the exact solution of (4.8) for univariate normal distri-

butions [98].

Prior to training, the empirical Tc mean µ and standard deviation σ were

computed for each material, and the materials were grouped by pristine material

structure (i.e. the structure of the material without defects). These groups were

then partitioned according to an 80%-10%10% training-validation test split. The

motivation for this grouping was to maximize the independence of the training, test,

and validation data. Although grouping decreases the diversity of examples in the

training set and can result in a more pessimistic estimate of model accuracy, it is

necessary to obtain a reliable estimate of how well the model can generalize to new

materials that lie outside the support of the training data.

We trained the ALIGNN model to predict the mean µ and standard deviation

σ of the empirical distribution of Tc for each material using the loss function (4.9).

The number of training epochs and model hyperparameters were selected such that

the validation set loss was minimized. The results of evaluating the trained model on
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Figure 4.4: Log-scale plot of predicted versus actual mean Tc (i.e. µ) for supercon-
ductors in the test set. For low-temperature superconductors (T < 20 K), the model
predicted the mean of the test set Tc distributions with a standard deviation of 2.20
K. For all Tc values, the prediction standard deviation was 6.66 K, and the R2 value
was 0.887. An R2 value of 0.887 indicates reasonably good accuracy, especially con-
sidering that none of the structures in the test set shared the same pristine structure
with a training set structure.

the reserved test set are shown in Fig. 4.4, where we found the standard deviation of

the predicted µ to be ±6.66 K with an R2 value of 0.887. Most of this prediction error

can be attributed to the high variation in µ measured for high-Tc superconductors,

especially the hydrides. We also observed that predictions of mean Tc made for

superconductors in the low-Tc regime (i.e. with Tc < 20 K) had a standard deviation

of ±2.20 K. This is roughly comparable to the degree of accuracy attained in other

studies that applied graph-based models to BCS superconductors [34, 86].
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4.3.2 Identification of Novel Superconductors

Having shown that the empirical distributions of Tc can be computed with

reasonable accuracy, we now turn our attention to the problem of identifying super-

conductors. This problem is most easily interpreted as a binary classification task,

where a model is trained to maximize the accuracy of classified examples. To perform

this classification, we first modified the ALIGNN model architecture to serve as a bi-

nary classifier. Next, to generate the negative class training data, we sampled more

than 10,000 distinct materials from the Materials Project database with elements

that were drawn randomly according to the distribution visualized in Fig. 4.1b. Ran-

domly sampled materials that had a composition distance less than 0.05 from any

superconductor in the dataset were thrown out. The remaining list of randomly

sampled materials were labeled as non-superconducting in the training data. These

structures were combined with the superconducting structures in the dataset and

split into 80%-10%-10% training, validation, and test sets. As with the Tc prediction

model, structures derived from the same pristine material were grouped in order to

increase the independence of the training, validations and test sets.

The classifier model was trained on the generated data using the cross-entropy

loss function. After each epoch, the area under the Receiver Operating Characteristic

(ROC) curve was evaluated for the validation set, and the model weights that attained

the greatest area under the ROC curve (AUROC) on the validation set were saved.

Overall, it was found that the model converged to optimal classification accuracy in

roughly 30 epochs, while the training loss required roughly 80 epoch to converge.
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Figure 4.5: Results of the ALIGNN binary classifier model. (a) Test set confusion
matrix with examples of each type of correct and incorrect classification. Some of the
false positive predictions happened to be actual superconductors, but since they were
not contained in the dataset, they were considered non-superconducting. (b) ROC
curves for the training, validation and test sets, with a reported test set AUROC of
0.736. Typically, an AUROC of 0.7 or higher indicates good performance for hard
classification tasks.
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In Fig. 4.5a, we plot the confusion matrix for predictions made on the test set,

giving examples of the correct and incorrect classifications made. At the default de-

cision threshold, the classifier had an estimated true positive rate of roughly 0.52 and

an estimated false-positive rate of 0.09. Since the randomly sampled materials that

were not similar to any material in the dataset were considered non-superconducting

in the training data, there were a few of these materials that were actual supercon-

ductors but were not contained in our dataset and thus were erroneously labeled as

non-superconducting. Some of these materials resulted in false positive classifica-

tions (indicated with red text in Fig. 4.5a) even though they were in fact accurate

classifications.

The predictions reported in the confusion matrix and their corresponding true

positive and false positive rates were obtained using the model’s default classification

threshold, though the tradeoff between these rates can in fact be tuned along the

ROC curve shown in Fig. 4.5d. For the test set, we obtained an AUROC of 0.736,

suggesting that the model has a reasonable discriminative capability. Given that the

materials were grouped by pristine material prior to being partitioned into training,

validation and test sets, the AUROC being greater than 0.7 suggests that the classifier

is capable of making predictions that generalize outside the training set. This is also

supported by the presence of actual superconductors in the false positive quadrant of

the confusion matrix, as these materials were not contained in the dataset but were

nonetheless classified correctly.
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4.3.3 High-Throughput Screening

To demonstrate the feasibility of using our binary classifier to identify new su-

perconductors, we screened a collection of 40,000 metals, oxides, metallic compounds,

and hydrides from the Materials Project database. To ensure that discovered can-

didates were sufficiently different from known superconductors, only materials with

a composition distance of at least 0.1 from every superconducting material in the

dataset were considered as candidates. Our classifier identified roughly 600 candidate

superconductors consisting of mostly non-oxide materials, as most of the predicted

superconduting oxide materials were too similar to those in the dataset. Some of

the candidates have also not yet been experimentally observed. A sample of these

candidates is given in Table 4.1.

There are many different types of potential superconductors represented in

Table 4.1, including borides (HfZrB4, B3Os2, V3B100), hydrides (CH4, Ce4H11), and

heavy fermion-like metals (CeCuSb2, HoUTe3). For each candidate, we also list if

the material is predicted stable, if the material has been observed experimentally, the

material’s predicted mean Tc (using our trained Tc distribution regression model), and

the closest superconductor in the dataset with respect to (4.1). With the exception

of the identified hydride compounds, almost all of the identified candidates have an

estimated mean Tc less than 20 K. In Fig. 4.6, we visualize the Tc distribution for six

of the candidates in Table 4.1. For these six materials, the predicted distributions

of Tc values range from 1 to 60 K, with the hydride compounds H4C (crystallized

methane) and NpH3 having high mean Tc values of 15 and 51 K respectively. To be

realized experimentally, these hydride compounds will likely need to be subjected to
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Table 4.1: Sample of Identified Candidate Superconductors.

Materials
Project ID

Formula Stable Experimentally
Observed

Predicted
Mean Tc

Closest
Superconductor
in Dataset

mp-672238 CeCuSb2 Yes Yes 1.88 K Cu2Sb
mp-1025564 LuAl2Pd5 Yes No 8.12 K Pd
mp-10898 ScAlNi2 Yes Yes 1.25 K Ni3Al
mp-573601 Th7Ru3 Yes Yes 0.95 K Th
mp-28280 K5V3O10 Yes Yes 4.93 K KO3

mp-1224184 HfZrB4 Yes No 2.57 K HfB2

mp-1228895 AlGaSb2 No No 4.15 K AlSb
mp-1222266 Lu3S4 Yes No 3.63 K LuS
mp-1079796 Ti3Pd Yes No 4.24 K Ti
mp-1218331 Sr3CaSi8 No No 1.88 K Sr(Si)2
mp-1021328 H4C Yes No 50.97 K H2

mp-11494 LuPb3 No Yes 3.80 K Pb
mp-1226890 Ce4H11 Yes No 331.83 K CeH9

mp-22266 GdB6 Yes Yes 2.22 K B3

mp-1184695 Ho3Er No No 6.22 K Ho
mp-9605 Hf3Si3Ni2 Yes Yes 9.54 K Hf2Ni
mp-653995 As4Pb8Cl6O11 No Yes 13.01 K ClO4

mp-2805 LuAl3 Yes Yes 1.29 K Al
mp-1103958 GdIr3 Yes Yes 8.10 K Ir
mp-1227704 Ca3Nb4(O6F)2 No No 15.34 K Ca2NbO4

mp-643270 K3ZnH5 No Yes 20.38 K KH
mp-1216517 V3B100 No No 11.95 K B
mp-1224291 HfTaB2 No No 3.07 K HfB2

mp-1190843 NpH3 No Yes 15.42 K H
mp-292 V3As Yes Yes 2.34 K V
mp-28385 Sc5(Re2Si3)4 Yes Yes 4.74 K Re2Si
mp-862665 AcGe3 Yes No 3.04 K Ge2
mp-1220204 NdCuNi4 Yes No 4.03 K NdNi5
mp-1220417 Nb6PdRh No No 6.03 K Nb3Pd
mp-1585 V3Co Yes Yes 3.97 K V
mp-1216575 Tl4Bi No No 6.92 K Tl
mp-1091395 ZrGeOs Yes Yes 4.63 K Os2Zr
mp-1184672 HfTi3 No No 5.14 K Ti
mp-1120790 Na2VF5 Yes No 23.43 K V
mp-1224195 HoUTe6 No No 2.38 K HoTe3
mp-20603 CeTl3 Yes Yes 0.96 K Tl
mp-1196837 Ca(Al10Cr)2 No Yes 2.81 K Al
mp-12763 TbB6 No Yes 2.75 K B
mp-20109 Th2NiB10 Yes Yes 5.57 K B6Th
mp-1079348 B3Os2 Yes Yes 2.22 K OsB2
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Figure 4.6: Predicted Tc distribution of selected superconductor candidates in Ta-
ble 4.1. To generate these predictions, we used the ALIGNN Tc regression model we
trained on known superconductors.

high pressures (in the range of 10 - 300 GPa) and possibly be doped with additional

elements (such as Be in the case of CH4 [99]).

4.4 Conclusion and Future Work

To summarize, we have demonstrated use of a material structure-based deep

learning model (ALIGNN) to identify and predict the Tc of new superconductors using

experimental data from the Supercon v1 and v2 datasets. Since the experimental data

only contained the chemical formula of each measured superconductor, the crystalline

structures in the dataset had to be inferred by first retrieving the pristine structure

from the Materials Project database, predicting the rough locations of defects with

a genetic algorithm (if indicated in the chemical formula), and finally relaxing the

structure with more rigorous DFT calculations. Once we constructed the dataset, we

trained a Tc regression model and a binary classifier to predict Tc and identify new

superconducting materials. After using these models to screen the Materials Project

Database, we identified a diverse set of more than 600 candidate superconductors.
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Although this model serves as a strong proof-of-concept, there is still a need

for significant improvements to be made in both the the quality of the dataset and the

data features taken into account by the model. Currently, the model does not directly

incorporate factors such as strain, applied pressure, or features such as the substrate

on which a superconductor was grown, whether the sample was bulk or monolayer,

monocrystalline or polycrystalline, etc. The model also does not directly incorpo-

rate information regarding the band structure or electronic interactions of a material,

which are currently understood to play an important role in unconventional supercon-

ductivity, especially in iron-based, and rare earth magnetic superconductors [100,101].

Developing new deep learning models that can account for these electronic features

may be a promising direction of further investigation.
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CHAPTER FIVE

Quantum-Informed Machine Learning of Electronic Band Structure

5.1 Introduction

Electronic structure prediction lies at the heart of materials science and quan-

tum chemistry, providing crucial insight into how atoms and electrons interact to

determine the properties of matter. Traditional approaches, such as density func-

tional theory (DFT), offer principled solutions to the quantum mechanical equations

that govern these systems but remain computationally expensive, especially for large

or complex materials. The emergence of machine learning in the physical sciences

has inspired a new generation of surrogate models for accelerating quantum simula-

tions. However, many such models suffer from limitations in physical interpretability,

symmetry enforcement, or scalability. In response to these challenges, we introduce

a novel class of models, namely Quantum-Informed Neural Networks (QuINNs), that

blend rigorous quantum mechanical constraints with state-of-the-art machine learn-

ing architectures. QuINNs represent a unique, physically grounded innovation that

addresses longstanding computational bottlenecks in electronic structure modeling.

QuINNs explicitly preserve the quantum mechanical structure of solutions to

the electronic time-independent Schrodinger equation. This is achieved by using ma-

chine learning not to approximate energies or properties directly, but to predict the

local basis functions and pseudopotentials from which an electronic Hamiltonian is

assembled. Each component (atomic orbitals, potential terms, and Hamiltonian en-

tries) is derived from Gaussian basis functions with learned parameters constrained
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by symmetry. This approach stands in contrast to traditional DFT methods, which

must iteratively solve a self-consistent field problem by evaluating functionals over the

electron density, often requiring hundreds of iterations and matrix diagonalizations

per system. It also differs from neural network-based surrogate models, which often

regress energy levels or forces from raw atomic positions without a physically inter-

pretable intermediate representation, such as the electronic orbital structure in 3D

space [102,103]. In QuINNs, all physical quantities (including the band energies and

electron orbitals in 3D space) are derived through a physically meaningful Hamil-

tonian matrix. This results in models that are not only predictive, but physically

structured and interpretable.

The utility of QuINNs lies in their ability to serve as a high-fidelity, low-cost

alternative to ab initio electronic structure methods, with full support for differ-

entiable workflows. Once trained, a QuINN model can compute band structures,

density of states, Fermi levels, and various topological quantities directly from a crys-

tal structure in a single forward pass, without requiring self-consistent convergence

or numerical quadrature over the density. Furthermore, because every stage of the

computation from orbital generation to Hamiltonian construction to diagonalization

is differentiable, QuINNs can compute gradients of quantum observables with respect

to atomic geometry. This makes them ideally suited for inverse design problems

such as band gap tuning, defect placement, and lattice optimization. Existing DFT

workflows, even when accelerated with GPU-based solvers or tight-binding approx-

imations, still require expensive iterative loops and often lack the smooth differen-

tiability needed for efficient optimization. By contrast, QuINNs support end-to-end

learning and backpropagation, making them suitable for embedding within larger
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deep learning architectures, such as reinforcement learning agents, or gradient-based

materials design pipelines [104].

What makes QuINNs particularly novel is their architectural formulation,

which incorporates both the symmetries of quantum mechanics and the structure of

ab initio simulation pipelines in a learnable format. In conventional neural network

architectures, one typically maps a vector of atomic positions to a target property

(e.g., energy, force, or dipole moment). These architectures, while sometimes ac-

curate, often ignore the algebraic and geometric constraints imposed by quantum

mechanics, such as gauge symmetry, reflection symmetry, or the requirement that

Hamiltonians be Hermitian and block-diagonal in momentum space. In contrast,

QuINNs respect these constraints at every level: the orbitals transform as irreducible

representations of the Euclidean group E(3), the potential terms are expressed in ro-

tationally equivariant Gaussian bases [105]; and the Hamiltonian is constructed to be

sparse, Hermitian, and periodic with respect to the reciprocal lattice. This architec-

tural design enforces structure-preserving inductive biases that dramatically reduce

the number of parameters needed to learn quantum behavior, while retaining inter-

pretability and extensibility to new systems. This fundamentally different modeling

philosophy goes beyond empirical fitting or black-box learning, placing QuINNs in a

new category of physically structured, symmetry-informed computational models.

Moreover, QuINNs exhibit a degree of generality and extensibility that fur-

ther distinguishes them from prior approaches. Traditional tight-binding models, for

example, are limited to small numbers of orbitals per atom and typically require

hand-crafted parameterizations of hopping amplitudes and onsite energies. While

some recent graph-based machine learning models do incorporate equivariance or
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symmetry-aware attention mechanisms, they are still trained end-to-end to predict

observables and do not generate an interpretable Hamiltonian from which electronic

quantum states can be reconstructed. QuINNs, in contrast, serve as surrogate quan-

tum simulators, providing not just predictions but complete quantum mechanical rep-

resentations of materials systems. These representations can be exported, inspected,

modified, and re-used for downstream simulation tasks. The introduction of QuINNs

thus represents not merely a speedup, but a conceptual shift in how electronic struc-

ture can be modeled: from solving a series of self-consistent numerical equations to

learning a structured, physically grounded map from atomic geometry to quantum

electronic structure to macroscopic properties.

5.2 Background

5.2.1 Physics-Informed Neural Networks (PINNs)

In this chapter, we introduce the theoretical foundation of QuINN models,

which arise as an instance of a broader class of model, namely the class of Physics-

Informed Neural Networks (PINNs) [32,106]. The core idea behind PINNs is to solve

partial differential equations (PDEs) by training a neural network as a universal

approximator to some unknown or computationally complex function, with the goal

of learning either the solution to a PDE or some explicitly solvable form of the PDE

itself. The “physics-informed" aspect of PINNs arises from both (a) how the neural

network approximator is constrained so as to avoid physically unrealistic solutions,

and (b) how known physical PDEs and boundary conditions are incorporated into

the loss function to train the neural network. Approach (a) is used to incorporate
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the basic symmetries and any “hard" limitations to the neural network approximator,

while approach (b) is used to incorporate “soft" physical constraints to the model.

Consider, for example, a time-dependent non-linear PDE that admits a solu-

tion u(x, t). The PDE can be written in the form:

N̂ [u(x, t), λ] = 0 for all x ∈ Ω, t ∈ [0, T ] (5.1)

where Ω and [0, T ] represents the space and time domains of u, and N̂ is some

(typically non-linear) operator parameterized by a set of features λ. These features

λ should ideally include all quantities that are needed to obtain a unique solution to

the PDE, such as initial conditions, boundary conditions, and any additional scalar

or vector parameters related to the operator N̂ . For example, if N̂ represents the

viscous Burgers’ equation, we would use

N̂ [u(x, t), λ] =
∂u

∂t
+ u

∂u

∂x
− v

∂2u

∂x2
, (5.2)

where

λ = (u(x, 0), v) (5.3)

contains both the initial condition u(x, 0) and the viscosity parameter v [107]. In

order to train a PINN to model the solution to a PDE, a sufficiently large data set

of the form {(un, xn, tn, λn)}Nn=1 must be obtained through simulation or experiment.

We then introduce a neural network model F (x, t, λ) that computes the solution to

the PDE. The neural network inside the model F can be trained to either directly

compute the solution u(x, t), or the solution’s time derivative. In the later case, one

uses a neural network combined with a numerical integrator to compute F .

Training a PINN requires incorporating both the error of the model F (x, t)

with respect to the true solution u(x, t) (the “data” loss) in addition to the error of the
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residual of the PDE operator N̂ (the “PDE” loss). These loss functions are combined

with weights wdata and wPDE to serve as the total loss function used to train the

PINN:

Ltotal = wdataLdata + wPDELPDE. (5.4)

Using a mean square error with respect to a data set {(unxn, tn, λn)}Nn=1, the data

loss assumes the form

Ldata =
1

N

N∑
n=1

(F (xn, tn, λn)− un)
2, (5.5)

while the PDE loss assumes the form

LPDE =
1

N

N∑
n=1

(N̂ [F (xn, tn, λn), λn])
2. (5.6)

By choosing wdata and wPDE carefully, the PINN can be trained in a manner that

strikes an optimal balance between accuracy (wdata ≫ wPDE) and physical correctness

(wPDE ≫ wdata).

5.2.2 Density Functional Theory

5.2.2.1 Quantum mechanics and the Schrödinger equation. QuINN models

are a type of PINN model that are designed to solve for the ground state electronic

structure of solids in a manner that is consistent with the Schrödinger Equation.

The Schrödinger equation is a foundational equation that governs the behavior of

quantum mechanical systems, such as the electrons in a solid material. We describe

quantum-mechanical objects mathematically as a wave function, |ψ(x)⟩, whose mod-

ulus squared |ψ(x)|2 describes the probability density of the object in space. To

denote many-body ensembles of particles (such as electrons), we use the notation
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|Ψ(x)⟩. The Schrödinger equation describes the non-relativistic time evolution of

these wave functions as:

∂

∂t
|Ψ(x)⟩ = −i

ℏ
Ĥ |Ψ(x)⟩ (5.7)

where Ĥ is the many-body Hamiltonian operator, incorporating the sum of poten-

tial and kinetic energy contributions to the total energy of the system. Since the

Schrodinger equation is first-order and linear, its solution is given by

|Ψ(x, t)⟩ = exp

(−i
ℏ
Ĥ

)
|Ψ(x, 0)⟩ . (5.8)

While this solution is mathematically correct, solving for the exponential of a many-

body Hamiltonian operator Ĥ is generally not possible in closed form, unless a com-

plete and orthonormal basis of eigenfunctions |Ψn(x)⟩ with eigenvalues En of the op-

erator Ĥ can be found. To do this, one must solve the time-independent Schrodinger

equation, which is the eigenvalue problem

Ĥ |Ψn(x)⟩ = En |Ψn(x)⟩ , (5.9)

where En is the nth largest eigenvalue of Ĥ. If Ĥ models a system of interacting

electrons, we say that the lowest eigenvalue En of Ĥ is the ground state energy,

while the associated eigenfunction |Ψ0(x)⟩ is the ground state electronic structure. In

most cases, calculating the properties of atoms, molecules, and materials from first

principles requires first knowing the electronic ground state. Thus, computing this

state accurately and efficiently is crucial in the context of simulating materials and

other atomic systems. To obtain the ground state of an electronic system, we must

find the eigenstate of Ĥ with the lowest energy E0. This amounts to solving the
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variational optimization problem

Minimize: E = ⟨Ψ(x)| Ĥ |Ψ(x)⟩

Subject to: ⟨Ψ(x)|Ψ(x)⟩ = 1.

(5.10)

The the many-body wave function |Ψ⟩ that solves (5.10) is by definition the ground

state electron structure, denoted as |Ψ0⟩, with ground state energy E0.

Next, we consider the case of solid state materials and molecules. For these

systems we use the Hamiltonian

Ĥ =
∑
k,σ

∑
k′,σ′

h(k,σ),(k′,σ′)ĉ
†
k,σ ĉk′,σ′

+
1

2

∑
k,σ

∑
k′,σ′

∑
q

Vσ,σ′(q)ĉ†k+q,σ ĉ
†
k′−q,σ′ ĉk,σ ĉk′,σ′

+ Vext(x)

(5.11)

where the operators ĉ†k,σ/ĉk,σ create/annihilate an electron in a spin orbital σ with

crystal momentum vector k. For non-periodic systems like molecules, this degree of

freedom disappears, and one only needs to consider k = q = 0. The coefficients

h(k,σ),(k′,σ′) comprise the entries of the single-particle Hamiltonian for two orbitals

ϕk,σ(x) and ϕk′,σ′(x), computed as

h(k,σ),(k′,σ′) = ⟨ϕk,σ(x)|
(
−1

2
∇2 − µ+ Vext(x)

)
|ϕk′,σ′(x)⟩ (5.12)

where µ is the chemical potential and Vext(x) is the external potential induced by

the positively charged atomic nuclei (assumed to be stationary under the Born-

Oppenheimer approximation), and any external electrostatic interactions (such as

an applied electric field).

In the full Hamiltonian, Ĥ, the two-particle interaction term Vσ,σ′(q) incor-

porates the Coulomb scattering of electrons resulting in a transfer of momentum

q = k−k′. Finally Vext incorporates the external potential induced by the positively
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charged atomic nuclei (assumed to be stationary under the Born-Oppenheimer ap-

proximation), and any external electrostatic interactions (such as an applied electric

field). We note that in the equation above and in the remainder of this document, we

will assume all physical quantities are expanded in atomic units, so that ℏ = 1 and

me = 1, which increases the clarity of our notation.

5.2.2.2 Density functional theory and the ground state. In the previous

section, we introduced the many-body electron Hamiltonian Ĥ, which we expanded

in terms of the creation/annihilation operators ĉ†k,σ/ĉk,σ. For discrete systems con-

taining N orbitals (including both the σ and k degrees of freedom), we can represent

these operators as sparse matrices of size 2N × 2N . This means that the Hamiltonian

Ĥ can be represented as a 2N × 2N matrix, spanning the full Fock space of N dis-

tinct single-particle states, where each state is either occupied or unoccupied by an

electron (resulting in the 2N size). Diagonalizing this matrix is clearly intractable,

even for molecular systems of modest size. As a result, we must resort to some type

of approximation to make the problem tractable.

A powerful approach to avoid this intractability is given by density functional

theory (DFT) methods [108,109], which first consider the non-interacting Hamiltonian

ĤNI =
∑
k,σ

∑
k′,σ′

h(k,σ),(k′,σ′)ĉ
†
k,σ ĉk′,σ′ , (5.13)

where the Coulomb interaction terms are removed. Then, a mean-field treatment

of the Coulomb potential is introduced, called the Hartree functional Ĵ [n(x)]. This

potential accounts for the electrostatic Coulomb potential with respect to the electron

density n(x) in a mean field fashion:
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Ĵ [n(x)] =

∫
Ω

n(x)n(x′)

∥x− x′∥ dx′ (5.14)

The ground state energy of the many-body wave function can then can then

be exactly written in the form

E0 = ⟨Ψ0(x)| ĤNI |Ψ0(x)⟩+ Ĵ [n0(x)] + V̂xc[n0(x)] (5.15)

where |Ψ0(x)⟩ is the many-body ground state, Ĵ [n0(x)] is the Hartree functional and

V̂xc[n0(x)] is called the exchange-correlation functional, both of which are unique func-

tionals of the ground state electron density n0(x) [108]. The argument for substituting

this in place of the Coulomb interaction term can be summarized as follows:

(1) First, it can be shown that for systems with a well-defined number of elec-

trons, the ground state electron density n(x) uniquely determines the external

potential Vext and vice versa. This is a powerful result, known as the first

Hohenberg-Kohn theorem [110]. It has two major consequences:

• Since the ground state density uniquely determines the external poten-

tial, which in turn determines the ground state many-body wavefunction

|Ψ0(x)⟩, then for any quantum observable operator Ô, the expectation

value ⟨Ô⟩ = ⟨Ψ0(x)| Ô |Ψ0(x)⟩ must also be a unique functional Ô[n(x))]

of the ground state density.

• If we let Ô = Ĥ this means that the ground state energy E0 is a unique

functional Ĥ[n(x)] of the electron density. The same also applies if we let

Ô consist of only the Coulomb interaction terms with coefficents V (q) in

the original electronic Hamiltonian. In this case, the resulting functional
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is precisely the sum of the functionals Ĵ [n(x)] + V̂xc[n(x)] (i.e., the sum

of the Hartree functional and the DFT exchange-correlation functional).

In practice, this exchange correlation functional is not known to exist in

closed form, but can be approximated numerically if certain simplifying

physical assumptions are made about the electronic system of interest.

(2) Second, it can be shown that when the unique functional Ĥ[n(x)] is minimized

with respect to the electron density n(x), then the minimizing density n0(x)

is guaranteed to be the ground state electron density. This is known as the

second Hohenberg-Kohn theorem [110].

Since the non-interacting Hamiltonian ĤNI contains only single-particle terms,

it can be represented in the single particle subspace as the dense N × N matrix

h(k,σ),(k′,σ′) in contrast to the sparse 2N×2N matrix representation of the full electronic

Hamiltonian Ĥ. In this single-particle framework, one can represent the electron

density using the N × N electron density matrix ρ. The electron density matrix ρ

corresponding to a many-body wave-function Ψ(x) has entries

ρ(k,σ),(k′,σ′) = ⟨Ψ(x)| ĉ†k,σ ĉk′,σ′ |Ψ(x)⟩ . (5.16)

By definition, this density matrix is not normalized to unit trace (Tr(ρ) = 1), but

instead is normalized to the total electron number:

Tr(ρ) = ⟨Ψ(x)| N̂ |Ψ(x)⟩ =
∫
n(x) dx. (5.17)

Since the density matrix is expanded in terms of the basis of single-electron orbitals,

then we can write the electron density as

nρ(x) =
∑
k,σ

ρ(k,σ),(k,σ)|ϕk,σ(x)|2. (5.18)
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Now we can re-write the ground state optimization problem in terms of the density

matrix ρ, the single-particle Hamiltonian matrix h, and the exchange correlation

functional V̂xc:

Minimize: E = Tr(ρ h) + Ĵ [nρ(x)] + V̂xc[nρ(x)]

Subject to: ∥ρ∥ ≤ 1

(5.19)

The constraint of ∥ρ∥ ≤ 1 ensures that every electron state is occupied by at most

one electron, but does allow for fractional electron occupations. Since any states with

fractional occupations below the chemical potential µ can be fully filled with a single

electron to decrease the total system energy, the density matrix ρ0 that minimizes

the ground state energy will not have any fractional occupations. In fact, allowing

for fractional occupations while solving this minimization problem is a technique

called smearing, which in some cases has been shown speed up convergence to a

solution. Unfortunately, solving this optimization problem is quite difficult, owing to

the fact that V̂xc(x) depends on the electron density nρ(x), which in turn depends on

ρ. Therefore, one cannot simply diagonalize h to obtain the ground state. Instead,

one must resort to a number of numerical techniques that iteratively converge to the

ground state density matrix.

5.2.2.3 Using Gaussian bases. There are many different numerical meth-

ods available to solve DFT problems, with varying level of stability and robustness

of solution. Here, we will only focus one the most popular gradient-based methods,

which are used in codebases like VASP [111] and Quantum ESPRESSO [92]. Typi-

cally, the type of methods that are available for use are also dependent on the basis

of orbitals ϕk,σ(x) within which the density matrix is expanded. In periodic systems,
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for example, bases of plane-waves are preferred, whereas for molecules, bases that are

localized on atomic sites are preferred. In this section, we will focus on the use of

Gaussian function bases, which are basis sets localized at atomic sites that can be

modified (under the tight-binding approximation) to effectively model the physics of

periodic systems as well. This is the basis set that we use in QuINN models.

In periodic crystal systems, it is necessary to take into account Bloch’s theo-

rem, which states that if the Schrodinger equation is solved within the unit cell Ω of

a crystal structure to obtain a set of orbital wave functions uσ(x) satisfying the unit

cell’s periodic boundary conditions, then the solutions to the Schrodinger equation

for the entire crystal (sometimes called “crystal orbitals") can be written in the form

ϕk,σ(x) = eik·xuσ(x) (5.20)

where k is a wave number confined to the reciprocal unit cell Ω∗, and uσ(x) is nor-

malized such that ∫
Ω

|uσ(x)|2 dx = 1. (5.21)

Note that for non-periodic systems like molecules, it suffices to consider only k = 0

such that the crystal momentum degrees of freedom disappear.

A Gaussian basis of electron orbitals uses the index σ = (n, ℓ,m) and takes

the form

u(n,ℓ,m)(x) =
∑
r

(
Nb∑
b=1

cnbe
−αnb(x−r)2

)
Rℓm(x− r) (5.22)

where {cn,b, αn,b} are real Gaussian primitive coefficients with αn,b ≥ 0. In the sum-

mation above, r assumes the positions of the images of each atomic site in a lattice

(if the system is periodic), and Rm
ℓ (x) are the solid harmonic functions. Expanded

in spherical coordinates, these functions can be written in terms of the spherical
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harmonic functions Yℓm(r, θ, φ) or the associated Legendre polynomials Pℓ,m(x):

Rℓm(r, θ, φ) =

√
4π

2ℓ+ 1
rℓYℓm(θ, φ) (5.23)

=

√
(ℓ−m)!

(ℓ+m)!
rℓPℓ,m(cos(θ))e

imφ (5.24)

We observe that the solid harmonics are almost entirely real, except for the azimuthal

phase eimφ. To make them entirely real (which makes the numerical representation

simpler), we define

R̄ℓ,±|m|(x) = ((−1)mRℓ,|m|(x)±Rℓ,−|m|(x))/
√
±2, (5.25)

which instead contain sines and cosines of the azimuth. In Gaussian DFT, usually,

the real solid harmonics R̄ℓ,m are favored over the standard solid harmonics Rℓ,m,

since they yield real-valued atomic orbitals ūn,ℓ,m which can be expanded as

ū(n,ℓ,±|m|)(x) =
∑
r

(
Nb∑
b=1

cnbe
−αnb(x−r)2

)
R̄ℓ,m. (5.26)

The radial component of the orbital functions ū(n,ℓ,m)(x) uses a power of r

times a linear combination of primitive Gaussian functions (e−αr2) to approximate

the behavior of the wave function at a large distance from the position of the nu-

cleus r. Remarkably, using a sum of Gaussian functions for the radial component en-

ables the closed form evaluation of overlap integrals between neighboring atoms [105].

Specifically, the integral

S(k,σ),(k′,σ′) = ⟨ϕk,σ(x− r)|ϕk′,σ′(x− r′)⟩

=

∫
Ω

ϕk,σ(x− r)∗ϕk′,σ′(x− r′) dx

= δ(k− k′)
∑
r,r′

eik·(r−r′)
∫
Ω

ūσ(x− r)∗ūσ′(x− r′) dx

(5.27)
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admits an analytical solution that is differentiable with respect to the parameters αnb

and cnb. We discuss methods for evaluating these integrals and their derivatives in

Appendix B.

Although modeling the wavefunction at a large distance from the nucleus as a

linear combination of Gaussians is sufficient for approximating these overlap integrals

efficiently, it comes at the cost of the loss of on-site orthogonality between orbitals on

the same site with different principal quantum numbers n. This, however, is typically

not an issue if only the valence shell electrons are included in the calculation and

the Coulomb interactions between the core and valence electrons are incorporated

to form an on-site effective nuclear potential. This results in a screened ion poten-

tial Vpseudo(r), often called a pseudopotential in DFT calculations. Because Gaus-

sian orbitals only accurately model valence wave functions far away from the nuclei,

these orbitals are also sometimes called pseudo-orbitals. As shown in Figure 5.1, the

pseudo-orbitals and pseudopotentials accurately approximate the true values beyond

a sufficiently large atomic radius, ratom, which facilitates the evaluation of overlaps

between neighboring atoms at a low computational cost.

The pseudopotential Vpseudo(x) is approximately radially symmetric, except for

some small degree of anisotropy induced by the Coulomb interaction with the outer-

most shell of the core electrons. This suggests that Vpseudo can also be approximated

as a linear combination of primitive Gaussians of the form

Vpseudo(x) =
∑
r

(
nk∑
k=1

vke
−γk(x−r)2

)
(5.28)
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r

ratom

ψ(r) ∼ e−r/nψpseudo(r)

V (r) ∼ Zion
r

Vpseudo(r)

Figure 5.1: An illustration of a Gaussian approximation to a radial wave function ψ(r)
and a nuclear potential V (r). Both the pseudo-orbital (orange) and pseudopotential
(magenta) closely approximate the real wave function beyond the atomic radius ratom.

for a set of real coefficients W = {vk, γk}Nk
k=1 where γk > 0. In practice, using Nk ≥ 5

Gaussians is sufficient for obtaining accurate approximations to the effective pseu-

dopotential. This expansion of Vpseudo in terms of primitive Gaussians also facilitates

the efficient computation of the single-particle matrix form h of the non-interacting

Hamiltonian ĤNI for the valence electron shells of all atoms. Assuming that the long-

range external potential interactions and kinetic energy interactions at a site ratom

are only significant between an on-site orbital and a neighboring orbital, the entries

of h can be computed in the basis of crystal orbitals ϕk,(n,l,m) in closed form. These

coefficients assume the form

h(k,σ),(k′,σ′) =
∑
r,r′

⟨ϕk,σ(x− r)|Vext(x) |ϕk′,σ′(x− r′)⟩

+ ⟨ϕk,σ(x− r)|
(
−1

2
∇2

)
|ϕk′,σ′(x− r′)⟩ − µ

(5.29)

The external potential term expands as

⟨ϕk,σ(x− r)|Vext(x) |ϕk′,σ′(x− r′)⟩ = δ(k− k′)eik·(r−r′)1

2

[
∫
Ω

ūσ(x− r)∗
(
V

(ratom)
pseudo (x− r) + V

(r′atom)
pseudo (x− r′)

)
ūσ′(x− r′) dx

]
,

(5.30)
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where V (ratom)
pseudo is the pseudopotential associated with the atomic species centered at

r. The kinetic energy term requires more detailed treatment depending on whether

the orbitals are treated as effectively spin-paired or with spin-orbit coupling. For the

simpler spin-paired case, we expand the kinetic term in the real basis orbitals ūσ, to

obtain:

⟨ϕk,σ(x− r)|
(
−1

2
∇2

)
|ϕk′,σ′(x− r′)⟩ =

[
1

2
k2 + k · pσ,σ′(r, r′) +

1

2
p2
σ,σ′(r, r′)

]
(5.31)

where p is the matrix of orbital momentum vectors (sometimes called the optical

matrix)

pσ,σ′(r, r) = −i ⟨ūσ(x− r)| ∇ |ūσ′(x− r′)⟩ , (5.32)

which can be evaluated in closed form for Gaussian orbitals ūσ, ūσ′ using the methods

in Appendix B. In some cases, a low energy approximation can be applied that treats

the k2 and k · p terms separately from the main calculation, which greatly simplifies

the calculation of the kinetic terms. This is an approach known as k ·p perturbation

theory [112].

So far, we have shown that each component of the non-interacting Hamiltonian

matrix hij can be computed in closed form when a basis of Gaussian orbitals and

pseudopotentials is used. From this matrix, we can then compute a rough initial

estimate of the non-interacting electron occupancies of each eigenstate, which we

represent through the electron density matrix ρNI. This is achieved by diagonalizing

h = UΛEU
†, where ΛE is the diagonal matrix of energy eigenvalues and populating

the eigenstates with negative energy, which lie below the chemical potential µ. In
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the case that the overlap between adjacent site orbitals is significant such that the

orthogonality approximation of S(k,σ),(k′,σ′) ≈ I is no longer valid, one can instead

solve the generalized eigenvalue problem

hU = ΛESU (5.33)

where S is the positive semi-definite orbital overlap matrix. We then compute

ρNI = U f(ΛE) U
†, where f(E) =


1, E ≤ 0

0, E > 0

(5.34)

so that all energetically favorable states are occupied. If orbital smearing is desired,

other functions f(E) (such as the Fermi-Dirac distribution) can be applied. We note

that in the spin-paired case, it is assumed that the spectrum of h is degenerate with

respect to the spin degrees of freedom. We note that due to the orthogonality of

Gaussian orbitals with different momentum vectors k (recall S(k,σ),(k′,σ′) ∼ δ(k−k′)),

h must be block-diagonal, with each block corresponding to a momentum vector k.

This means that the diagonalization procedure can be carried out independently for

the components of h corresponding to each momentum value k. If a large discrete

mesh of k points is used to sample the first Brillouin zone (i.e. the set of low-energy

electrons), this diagonalization procedure scales as O(N) with respect to the k-mesh

size instead of as O(N3) for diagonalizing the entire matrix h all at once.

The electron density ρNI obtained from the non-interacting Hamiltonian does

not take into account the Hartree functional or the exchange-correlation functional.

One can, however, generate an improved estimate of the ground state density ρ based

on a local potential representation of the Hartree functional Ĵ [ρ] and a local ap-

proximation of the exchange-correlation functional V̂xc[ρ]. First, we observe that the
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Hartree functional for a fixed density ρ can be expanded as the potential function

VHartree(x
′, ρ) =

∫
Ω

nρ(x
′)

∥x− x′∥ dx′, (5.35)

which can be incorporated into the Hamiltonian matrix h directly as part of the

external potential. As previously discussed, the exchange-correlation functional V̂xc[ρ]

does not have a known closed form, but can be approximated through a number

of analytical and empirical formulas. One of the simplest approximations of the

exchange-correlation functional is given by the local density approximation (LDA)

functional [8, 110], given by

V̂LDA
xc [ρ] =

∫
Vxc(x, ρ)nρ(x) dx (5.36)

where Vxc(x, ρ) is typically chosen as the exchange-correlation energy of a homoge-

neous electron gas with density ρ. This has been shown to have the closed form

Vxc(x, ρ) = −3

4

(
3nρ(x)

π

)1/3

. (5.37)

Both of the Hartree and exchange-correlation potential terms VHartree and Vxc

evaluated from the non-interacting density ρNI can be incorporated into the external

potential Vext to create an effective mean-field Hamiltonian matrix heff. Its entries are

computed as follows:

heff
(k,σ),(k′,σ′) =

∑
r,r′

⟨ϕk,σ(x− r)| (Vext(x) + VHartree(x, ρNI) + Vxc(x, ρNI)) |ϕk′,σ′(x− r′)⟩

+ ⟨ϕk,σ(x− r)|
(
−1

2
∇2

)
|ϕk′,σ′(x− r′)⟩ − µ

(5.38)
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This Hamiltonian can then be diagonalized to obtain a better mean-field approxima-

tion of the density, ρeff, which approximates the effects of the background Coulomb

interactions and exchange-correlation effects.

5.2.2.4 The Gaussian self-consistent field algorithm. In the previous section,

we showed how the non-interacting Hamiltonian h was constructed and diagonalized

ρNI . We then showed that a more accurate mean-field Hamiltonian could be obtained

using the background Coulomb potential and exchange-correlation effects of the non-

interacting density ρNI to construct an effective Hamiltonian heff, which could be

diagonalized to obtain a more accurate ground state density ρeff. Naturally, this

procedure can be extended to further refine the mean-field approximation of ρ and

obtain a set of ground state electron occupations that are self-consistent with respect

to heff. Starting with ρ(0) = ρNI as the initial ground state density, one can successively

recompute the VHartree and Vxc potentials using ρ(n−1) and then construct the effective

Hamiltonian h(n), which is diagonalized to obtain ρ(n). This process is known as

the self-consistent field approach, and eventually converges to a density ρ(N) when a

criterion
∥∥ρ(N−1) − ρ(N)

∥∥ ≤ ερ is met for a desired error tolerance ε:

h→ ρNI = ρ(0) → h(1) → ρ(1) → h(2) → ρ(2) → ...→ h(N) → ρ(N) = ρself-consistent

(5.39)

Equivalently, one can also stop the self-consistent field loop when the total energy

E(n) = Tr
(
ρ(n)h(n)

)
converges with |E(n)−E(n−1)| ≤ εE for some energy tolerance εE.

To stabilize convergence, a technique called density mixing is usually employed, where

newly calculated electron densities ρ{h(n+1)} are mixed with the previous electron
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density according to the formula

ρ(n+1) = αρ{h(n+1}+ (1− α)ρ(n) (5.40)

for some mixing parameter α ∈ [0, 1].

In the case of variational Gaussian DFT where a minimal local basis of orthog-

onal pseudo-orbitals is allowed to vary with free parameters cn,b, αn,b, one must care-

fully optimize these parameters while maintaining approximate self-consistency until

convergence is reached. Optimization of these parameters can be achieved through

analytical gradients computable through the methods discussed in Appendix B.1. To

ensure that the system density matrix ρ remains approximately self-consistent while

the basis parameters C = {αn,b, cn,b} are optimized, the gradient step sizes with re-

spect to these parameters can be fixed to a small value η, ensuring that no parameters

are varied too quickly:

C(n+1) = C(n) − η
∇CE

(n)

∥∇CE(n)∥ (5.41)

In Figure 5.2, we summarize the steps involved in the SCF calculation loop, which

minimizes the ground state energy and optimizes self-consistency simultaneously.

In summary, we have outlined the foundational formalism of quantum many-

body systems and the practical approximations used to simulate them, particularly

through Density Functional Theory. By introducing the Schrodinger equation, the

variational principle, and the construction of single- and two-body Hamiltonians,

we’ve framed the motivation behind replacing the full many-body wavefunction with
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1: Initialize wave function basis parameters C(0) = {(cn,b, αn,b)}Norb
n=1

2: Initialize ρ(0) = ρNI for parameters C

3: Compute h(n) with VHartree(x, ρ
(n−1)) and Vxc(x, ρ

(n−1))

4: Diagonalize h(n) = UΛ
(n)
E U †

4: Construct the density matrix ρ(n) = U f(Λ
(n)
E ) U †.

5: Compute E = Tr
(
ρ(n) h(n)

)
6: Compute δC = −∇CE

Is ∥δC∥ ≤ εtol ? Update C := C + ηδc/∥δc∥

Converged (ρ0 = ρ, E0 = E)

No

Yes

Figure 5.2: Flowchart summary of a Gaussian DFT self-consistent field calculation,
where self-consistency and gradient-based optimization of the basis are performed
simultaneously in the same loop. Depending on the stability or scale of the problem,
the parameter η can be increased to stabilize convergence at the cost of a longer time
to convergence.

a self-consistent electron density. We have also further established how exchange-

correlation functionals and Hartree potentials are incorporated into a mean-field ap-

proximation, which is iteratively refined through the self-consistent field (SCF) al-

gorithm. These methods, though computationally demanding, form the backbone
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of ab initio electronic structure theory. In contrast to these methods, QuINNs ap-

proximate this self-consistent process through learnable, differentiable surrogates that

retain quantum mechanical structure while enabling orders-of-magnitude speedups.

The next section formalizes how QuINNs embed these constraints through symmetry-

preserving neural architectures.

5.2.3 E(3)-Equivariant Neural Networks

In addition to incorporating the principles of PINNs, the actual model archi-

tecture of QuINNs are a specialized class of neural network model called a graph neural

network (GNN) [65]. GNNs have become a powerful tool for modeling relational struc-

tures in data, particularly in the context of molecular and materials science. Standard

GNNs operate on data structures called graphs, where nodes represent entities (e.g.,

atoms) and edges encode relationships between entities (e.g., bonds). While GNNs

are effective at capturing localized properties of atomic systems [34, 113], they of-

ten cannot discriminate between the full set of three-dimensional symmetries present

in a system, such as rotations and reflections. This limitation makes it difficult for

traditional GNNs to distinguish between atomic systems that exhibit complex chiral

asymmetries, which differ only by reflection but have distinct physical and chem-

ical properties [66]. Unlike conventional GNNs, QuINNs leverage symmetries and

domain-specific constraints derived from quantum mechanics to enhance their pre-

dictive capabilities for material and molecular systems. These networks integrate

equivariant architectures, such as E(3)-equivariant neural networks, to ensure that

learned representations respect the fundamental symmetries of the underlying physi-

cal system.
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E(3)-equivariant neural networks (E(3)NNs) are an emerging neural network

architecture for handling data that is embedded as a graph (i.e., a network of nodes

connected by edges) in three-dimensional space [68]. Atomic systems like molecules

and crystals can be naturally interpreted as graphs, where the nodes are atomic nuclei,

and the edges consist of bonds between them. In addition to the existence of bonds,

the three-dimensional geometry of the atomic configuration plays a significant role

in the electronic properties present in a material or molecule. Indeed, many of the

electronic properties of solids can be quite sensitive to atomic geometry, with some

properties even emerging only in the presence of lattice strain or the introduction

of defects into the material. Nonetheless, discovering how the lattice geometry can

be directly incorporated into machine learning models has proven to be somewhat

difficult, especially for the electronic properties of molecules and solid-state materials.

This is due to the fact that obtaining a “fingerprint” of an atomic system to serve

as input to a traditional GNN is not generally possible without discarding crucial

information regarding the exact atomic geometry and any symmetries present in the

system.

E(3)-equivariant neural networks, an emerging type of symmetry-aware graph

neural network, address this issue by explicitly encoding Euclidean symmetries (i.e.,

the symmetries of 3D space) into their architecture, ensuring that learned representa-

tions and predicted features transform predictably under these transformations. The

term “equivariant” refers to the mathematical definition of equivariant functions from

group theory:

A function f : X → Y is said to be equivariant under a group G if

applying a group transformation g ∈ G to the input transforms the
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output in a predictable way:

f(Tgx) = T ′
gf(x) for all g ∈ G, x ∈ X (5.42)

where Tg and T ′
g are representations of G on X and Y respectively.

In the context of E(3)NNs, the function f is the neural network, and X and Y

consist of graphs where each node is embedded as a point in 3D space and can have

additional associated scalar, vector, and tensor features with prescribed symmetries.

Here, the group G is the Euclidean group in three dimensions (E(3)), which consists

of all translations rotations, and reflections of a graph embedded in 3D space. Since

graph neural networks can easily be made equivariant with respect to the translation

of the graph and its features (e.g. by only incorporating the displacements between

nodes), we will only consider the remaining symmetries of rotation and reflection.

Designing neural networks that are equivariant under these two kinds of symmetries

is somewhat non-trivial.

5.2.3.1 Spherical harmonics and tensor decomposition. To construct E(3)-

equivariant neural network layers, the features of a neural network are decomposed

into irreducible representations (often called irreps) of the rotation group SO(3) us-

ing spherical harmonics. The group SO(3) (called the special orthogonal group in

three dimensions) consists of all rotations that map irreducible representations to

themselves in a manner that is unitarily reversible and has determinant 1 (i.e. the

“right-hand rule” for axis order is preserved). The irreps of SO(3) provide the fun-

damental building blocks for group representations of rotations in 3D space, allowing

complex transformations to be understood in terms of simpler, non-decomposable

components.
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For the special orthogonal group SO(3), irreps are indexed by an integer ℓ,

which corresponds to the angular momentum quantum number in physics, used for

spherical harmonic representations of atomic orbitals. These irreps have dimensions

2ℓ+ 1, representing the number of independent components that transform together

under rotations. These components are indexed by the integer value m, which corre-

sponds to the magnetic quantum number satisfying −ℓ ≤ m ≤ ℓ. The group SO(3),

which includes only rotations, admits two types of irreps:

• Even Irreps (ℓ = 0, 2, 4, ...): These are symmetric under reflections and de-

scribe quantities such as scalar fields and symmetric tensors.

• Odd Irreps (ℓ = 1, 3, 5, ...): These change sign under reflections and are

associated with vector fields and antisymmetric tensors.

These are often referred to as the true tensor irreps of the group SO(3).

They describe how standard vector quantities (more generally, true tensor quantities)

transform under rotations with mutually exclusive even or odd parity. Numerically, we

represent each irrep as a feature vector f , which encodes important physical quantities

such as scalars (ℓ = 0), vectors (ℓ = 1) and symmetric rank-2 tensors (ℓ = 2). More

concretely, each feature vector f can be represented as a function expanded in terms

of spherical harmonics Yℓm:

f(r) =
∞∑
ℓ=0

ℓ∑
m=−ℓ

fℓmYℓm(r). (5.43)

95



where the components fℓm transform under SO(3) according to the Wigner-D matri-

ces D(ℓ)(R) [114]:

f ′
ℓm =

ℓ∑
m′=−ℓ

D
(ℓ)
mm′(R)fℓm′ . (5.44)

Each Wigner-D matrix corresponds to a 3 × 3 rotation matrix R ∈ SO(3), and

describes how the spherical harmonics for each angular quantum number ℓ transform

together under these operations. This structure ensures that the learned features

transform correctly under rotations, providing a principled approach for representing

the features of 3D data and for constructing equivariant neural network layers.

In some cases, one may desire to develop a neural network model whose pre-

dictions are either strictly equivariant or strictly invariant under inversion, depending

on how the physical quantities corresponding to the inputs and outputs transform un-

der symmetry. For example, if a model is being developed to classify the chirality of

molecules (i.e. either +1 or −1 based on the moleculer geometry), one would need the

output to be a scalar value y; however, true scalar quantities correspond to ℓ = 0 and

are naturally even irreps of SO(3) and thus are invariant under inversion, transform-

ing as y 7→ y. In contrast, the chirality of a molecule transforms as y 7→ −y under

inversion symmetry. In this case, we would say that y behaves as a pseudoscalar,

having even symmetry despite the fact that its dimension (d = 1) corresponds to

an even (ℓ = 0) irrep of SO(3). It is clear that for systems where the chirality and

inversion symmetries are to be respected by a neural network, a stronger form of

equivariance that respects this inversion symmetry must be imposed. In particular,

we must consider the irreps of the more general orthogonal group O(3), which consist

of rotation matrices with determinants ±1 (not just 1, as is the case with SO(3)).
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The irreps of O(3) resemble those of SO(3) and admit expansions with respect to the

spherical harmonics Yℓm with an additional parity term p, depending on whether or

not an additional −1 sign is induced by inversion. Like the SO(3) irreps, we expand

f(r) =
∞∑
ℓ=0

ℓ∑
m=−ℓ

∑
p=±1

fℓmpYℓm(r), (5.45)

however, the more general O(3) irreps transform under a 3×3 rotation and reflection

matrix R ∈ O(3) as

f ′
ℓm =

ℓ∑
m′=−ℓ

τ (ℓ)p (det(R))D
(ℓ)
mm′(R/ det(R))fℓm′ . (5.46)

where

τ (ℓ)p (s) =


|s| s ≥ 0

p(−1)ℓ|s|, s < 0

(5.47)

In Table 5.1 we summarize the O(3) irreps and give physical examples of each kind

of irrep up to ℓ = 2.

Table 5.1: Table of general irreducible representations flmp of the orthogonal group
O(3), which includes both arbitrary 3D rotations and reflections. Depending on the

physical quantities represented by the inputs, outputs, and latent features of the
model, different irreps must be chosen to ensure rotational equivariance under either

O(3) or SO(3).

Degree Dimension Even Parity Irreps
(p = +1)

Odd Parity Irreps (p = −1)

ℓ = 0 d = 1
scalar

(e.g., charge density)
pseudoscalar

(e.g. chirality/handedness)

ℓ = 1 d = 3
pseudovector

(e.g., angular momentum)
vector

(e.g., displacement)

ℓ = 2 d = 5
symmetric rank-2 tensor
(e.g., intertia tensor)

odd quadrupole moment
tensor

(e.g., magnetic quadrupole
moment)

...
... ...

...

ℓ d = 2ℓ+ 1
(flmp 7→ flmp under

inversion)
(flmp 7→ −flmp under

inversion)
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We note that irreps can also represented in the basis of real spherical harmonic

functions Ȳℓm(x), given by

Ȳℓ±|m|(x) = ((−1)mYℓ,|m|(x))± Yℓ,−|m|(x)/
√
p (5.48)

such that the corresponding Clebsch-Gordon coefficients C̄ℓm
ℓ1m1ℓ2m2

are entirely real-

valued. In computational settings, these representations are usually preferred over

the standard spherical harmonic irrep due to the fact that the representations are

entirely real.

5.2.3.2 Equivariant convolutions. Now that we have considered how to

represent Euclidean features as irreps, we must consider how convolution operations

are performed. In E(3)-equivariant neural networks, the convolutional operator must

be carefully constructed to respect the symmetries of three-dimensional space. Un-

like conventional CNNs, where convolutional filters operate over regularly spaced

grids (e.g., images), convolution in three-dimensional physical systems requires ac-

counting for continuous rotational and reflectional symmetry. In an abstract sense,

E(3)-equivariant convolutions extend traditional convolutions by integrating over the

continuous symmetry group. Given input features f : R3 → Rc, an equivariant

convolution is defined as:

(f ∗ g)(r) =
∫
R3

f(r′)g(r− r′)dr′, (5.49)

where f(r) represents the input feature irrep (expanded in terms of spherical harmonic

functions) and g(r − r′) is the convolution kernel, parameterized to ensure equivari-

ance. Unlike standard convolutional kernels in traditional deep learning, which consist

of freely trainable parameters, the kernel g(r−r′) in an E(3)-equivariant network must

be carefully structured to transform in accordance with irreducible representations of
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SO(3) and O(3). Specifically, the kernel is expanded in a basis of spherical harmonics:

g(r− r′) =
∞∑
ℓ=0

ℓ∑
m=−ℓ

gℓm(∥r− r′∥)Yℓm((r− r′)/∥r− r′∥) (5.50)

Above, the functions gℓm(∥r− r′∥) encode the radial dependence of the kernel and

contain the trainable weights of the network. These radial functions are typically

modeled using learnable multilayer perceptrons (MLPs) or radial basis functions that

are optimized during training [115].

When computing the convolution, the expansion coefficients of the input f

and the kernel g interact through the Clebsch-Gordan decomposition:

(f ∗ g)lm =
∑

l1,m1,l2,m2

C lm
l1m1l2m2

fl1m1gl2m2 . (5.51)

Here, C lm
l1m1l2m2

are the Clebsch-Gordan coefficients (also known as Wigner 3j sym-

bols), which enforce the coupling between different irreps in a way that respects

equivariance [116]. The trainable parameters of the network are contained within the

radial parts of the kernel gℓm(∥r− r′∥), meaning that the network learns how different

orders of angular components should be weighted when computing the convolution.

When the irreps of f and g contain even and odd O(3) irreps with parity p1 and p2

respectively, the same Clebsch-Gordon coefficients are used with the implied parity

connection rule. Under this rule, the Clebsch-Gordon coefficients are assumed to be

zero except when the rule

p = p1p2 (5.52)

is satisfied. In Figure 5.3, we show a diagram of the irrep connection paths for

a convolution of SO(3) irreps (f (in), g(in)) to obtain an O(3) irrep f (out). In this

diagram, irreps whose outgoing lines are joined together at a point signify a nonzero

Clebsch-Gordon coefficient where the parity connection rule above is satisfied.
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Figure 5.3: Visualization of the connection paths for the convolution of SO(3) irreps
f (in) with the irreps of an SO(3) convolution kernel g(in) to obtain O(3) irreps f (out).
Both the even (a) and odd (b) components the irreps in f (out) are shown. In this
example, the inputs and output irreps are truncated at ℓmax = 2 and are denoted
using the notation “ℓp", where ℓ is the angular number and p is either “e" (even,
p = 1) or “o" (odd, p = −1).

By leveraging convolutions of this form, E(3)-NNs can achieve strong general-

ization in tasks where inversion, rotational, and translational symmetries are essen-

tial, such as molecular property prediction and force field modeling. Here, we aim

to leverage E(3)-equivariance as a way of incorporating the symmetries of solutions

to the Schrodinger equation. This will enable QuINNs to make more accurate and

physically-informed predictions of electronic structure that are consistent with the

predictions made by more expensive DFT methods.

In summary, we have introduced the architectural foundations of QuINNs as

a class of E(3)-equivariant graph neural networks tailored for quantum systems. By

leveraging irreducible representations of the orthogonal group O(3), QuINNs encode

atomic and orbital features as tensors that transform appropriately under rotations,

reflections, and translations. Their convolutional layers respect these symmetries via

spherical harmonic decompositions and Clebsch–Gordan coupling rules, ensuring that

100



relevant physical symmetries are preserved in both intermediate and output repre-

sentations. This design allows QuINNs to model complex atomic interactions using

physically structured embeddings that generalize across orientations and crystal sym-

metries. Importantly, the output of these layers is used to parameterize pseudopoten-

tials and orbital basis functions, all of which are key ingredients in the downstream

construction of Hamiltonians and band structures. In the next section, we show how

these learned representations can be used to perform fast, interpretable, and differ-

entiable electronic structure prediction.

5.3 Quantum-Informed Neural Networks

5.3.1 Features and Capabilities

Quantum-informed neural networks (QuINNs) represent a new approach to

electronic structure prediction that integrates principles from physics-informed neu-

ral networks (PINNs) and equivariant neural networks (E(3)NNs). These models

are designed to solve the Schrödinger equation for the ground-state electronic struc-

ture of solid-state materials and molecules by expanding electronic states in localized

Gaussian bases. Unlike conventional ab initio methods, which rely on iterative self-

consistent procedures, QuINNs directly predict electronic structure solutions without

the need for gradient-based optimization or extensive training data.

A key feature of QuINNs is their ability to generate interpretable predictions

within the framework of electronic band theory, providing a direct link between ma-

chine learning-based models and traditional quantum mechanical descriptions of ma-

terials. This interpretability, combined with their end-to-end differentiability, enables
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efficient computation of gradients of electronic properties with respect to atomic ge-

ometry and other tunable parameters. As a result, QuINNs facilitate computational

optimization of material properties, such as band gaps or charge transport character-

istics, with respect to structural modifications, external fields, or defect engineering.

By leveraging a physics-informed machine learning approach, QuINNs offer a scal-

able alternative to traditional electronic structure methods while preserving physical

interpretability. This approach has the potential to significantly accelerate materi-

als discovery and device optimization by reducing the need for exhaustive parameter

searches in computational workflows. In the particular case of materials engineering,

we have identified two key workflows for which QuINNs can be leverged to improve

ab initio material design workflows:
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Figure 5.4: An illustration of two ways in which QuINNs can be applied to accelerate
computational material science workflows, either (1) through rapid prediction of elec-
tronic structure, or (2) engineering desired electronic features or material properties
with respect to controllable material parameters, such as the introduction of lattice
strain or defects.

Figure 5.4 presents two complementary workflows within the QuINN frame-

work for materials design, involving forward inference and inverse design, respectively.
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In the first workflow, given a known or theoretically proposed crystal structure, a pre-

trained QuINN model can be directly applied to predict its electronic band structure

and other relevant observables. This inference capability enables rapid screening of

materials by estimating their properties without requiring computationally intensive

ab initio calculations. The second workflow enables inverse material design, where

a desired electronic property is specified as an objective function, and a pre-trained

QuINN model employs gradient-based backpropagation techniques to iteratively ad-

just atomic geometries—such as through strain or defect engineering—until conver-

gence is reached. This approach facilitates the rational design of materials by optimiz-

ing structural parameters to achieve target functionalities, bridging the gap between

computational prediction and experimental realization.

In addition to engineering bulk materials, a key benefit of QuINNs is their com-

putational efficiency, enabling the simulation and optimization of electronic properties

of large-scale devices, such as carrier transport, optical properties, etc.

5.3.2 High-Level Summary

As previously discussed, QuINNs integrate physics-based constraints with ma-

chine learning to efficiently solve the Schrödinger equation for self-consistent electronic

structure prediction. In Figure 5.5, we present a high-level overview of the function-

ality of QuINN models:

In Figure 5.5, we show how QuINNs utilize E(3)-equivariant graph convolu-

tional layers to encode crystal structure symmetries, ensuring rotational and transla-

tional invariance in the intermediate learned feature vectors flmp, which are expanded
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Figure 5.5: An overview of the QuINN model architecture. QuINNs allow for both
the direct prediction of material properties and the optimization of atomic geometry
with respect to arbitrary functions of electronic structure.

in terms of O(3) irreducible representation (irreps) using the basis of spherical har-

monics. These layers transform information from each atom’s atomic coordination

neighborhood into a feature space that captures the fundamental symmetries of the

underlying quantum system. Additionally, atomic pseudopotentials are incorporated

into the model, enabling an accurate representation of local electronic interactions

while maintaining computational efficiency.

At the core of QuINNs is the construction of a mean-field tight-binding Hamil-

tonian h, which is assembled from localized Gaussian atomic orbitals and their inter-

actions via the kinetic and potential terms. These Gaussian orbitals are parameterized

by the set of basis parameters C = {αnb, cnb} for a fixed basis size Nb. While the basis

width parameters αnb are fixed to be identical and positive across each shell of param-

eters, the coefficients cnb corresponding to the ground state electronic configuration

are predicted by equivariant neural network layers while preserving all translation,

rotation, and reflection symmetries.

Furthermore, all of the contributions to the potential associated with each

atomic site are combined into an effective on-site pseudopotential function Vpseudo.
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This pseudopotential incorporates both the screened ion potential for the valence

shells in addition to the predicted Hartree (VHartree) and exchange-correlation (Vxc)

contributions due to valence shell occupations in the ground state. By default, these

potentials are assumed to be isotropic and parameterized by a set of parameters

W = {vk, γk}, with a fixed basis size of Nk. However, this representation can be

extended to allow for anisotropic parameterization of the potential in terms of the

spherical harmonics, just like the orbitals. This allows the model greater flexibility

to account for induced anisotropies in the atomic potential such as static dipole and

quadrupole moments.

Unlike traditional tight-binding methods that rely on empirical fitting and

non-interacting models of the electronic state, QuINNs learn an optimal Hamilto-

nian representation through a combination of data-driven optimization and physical

constraints. The Hamiltonian is structured in a block-sparse format, facilitating ef-

ficient numerical diagonalization through specialized subroutines. This step ensures

that only relevant electronic interactions contribute to the final eigenvalue problem,

significantly reducing computational overhead while preserving accuracy and physical-

consistency in band structure calculations.

Once the Hamiltonian is diagonalized for each k vector to obtain the electronic

band structure, any desired electronic property can be computed in closed form, such

as density of states, Fermi energy, and various topological invariants (such as Berry

curvature, Chern numbers, etc. [117]). These outputs provide interpretable insights

into the material’s electronic behavior and are compatible with standard band theory

frameworks. The differentiable nature of QuINNs allows for backpropagation through

the electronic structure pipeline, making it possible to compute gradients of properties
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such as the electronic band gap with respect to atomic positions and other structural

parameters. This capability is particularly useful for guiding materials design and

optimization.

In contrast with established Gaussian DFT methods, QuINNs leverage equiv-

ariant layers to make direct predictions of the local pseudopotentials and orbital basis

for each atomic site. These pseudopotentials accurately approximate the net effect

of Hartree and exchange-correlation terms derived from the predicted electron den-

sity. As a result, the self-consistent loop is no longer needed, allowing for the direct

prediction of the electronic ground state with only a single diagonalization operation.

This affords a significant computational speedup, as shown in Figure 5.6. However,

this may come at the cost of the loss of some physical accuracy, since the Hartree and

exchange-correlation potentials are not rigidly required to be self-consistent with the

predicted electron density. Instead, the self-consistency is incorporated directly into

the loss function used to train the model. This trade-off between model flexibility and

physical consistency can be fine-tuned by adjusting the weight in the corresponding

loss function term, which is a standard practice for PINN models.

5.3.3 Equivariant Parameterization of Atomic Orbitals and Pseudopotentials

In this section, we will discuss in more technical detail how the E(3) equivariant

layers in QuINNs work and how they naturally admit a parameterization of atomic

orbitals and pseudopotentials. We recall that QuINNs represent periodic atomic

structures as graphs embedded in 3D space. This graph consists of collection of

atomic positions ri and atomic “edges" (ri, rj) that connect interacting centers within

some cutoff radius rmax. Associated with each atomic center is the atomic species,
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Figure 5.6: High-level flowchart summary of how QuINNs make direct predictions
of ground state electronic structure, effectively bypassing the computational cost of
the self-consistent loops required by Gaussian DFT methods. This requires the intro-
duction of two equivariant neural network models (represented above by the orange
boxes). These consist of (1) a model to predict the optimal self-consistent basis
parameters C, and (2) a model to predict the combined effect of the ground state
VHartree(x) and Vxc(x) with respect to the basis parameters C. For computational ef-
ficiency, these two models can be fused together into a single model that outputs the
orbital parameters C and pseudopotential parameters W simultaneously, however we
show them here as separate models for conceptual clarity, illustrating the dependence
of W on C.
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indicated by a one-hot encoding of its atomic number, Zi, in addition to a vector of

(optional) scalar features ui associated with each site. These features are combined

into a single ℓ = 0,m = 0 scalar irrep feature vector f
(0)
00 , which serves as the input

to the model. A sequence of L E(3) Convolutions are then performed, producing the

intermediate irrep feature vectors f
(n)
ℓmp,i for each atomic site i in the atomic graph,

as shown in Figure 5.7(a). These convolutions are applied to each neighboring site j

in the neighborhood of site i, denoted N(i), where the distance vectors rij = rj − ri

between neighboring sites are incorporated, and the resulting convolution irreps are

summed together. This process can be summarized in three steps: First, a multilayer

perceptron (MLP) is applied to a radial feature embedding of the distance between

neighboring atoms, ∥rij∥, to obtain an edge embedding vector sij The radial feature

embedding can be computed, for example, by applying an embedding function Sn(r),

which can be a soft one-hot encoding of the distance, or a family of orthogonal

functions, such as the spherical Bessel functions jn(r) (in either case, Sn(r) must be

chosen such that lim
r→∞

Sn(r) = 0. Once the radial embedding is computed, the MLP

layer is applied with weight matrix wn,n′ and a nonlinear activation function σ(x) to

obtain the edge embedding vector sij:

sij = σ

(
MLP(r)n =

∑
n′

wn,n′Sn′(r)

)
(5.53)

Second, the irreps of the convolution kernel g is computed by evaluating the

spherical harmonic functions Yℓm(x) for the unit distance vector rij/∥rij∥. This pro-

duces an irrep feature vector yℓm,ij, which can be combined with the radial feature
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E(3) Conv

E(3) Conv

E(3) Conv

...

Orbital Basis:

Pseudopotentials:

(a)

MLP

+

(b)

Figure 5.7: Summary of the E(3)-equivariant layers used to parameterize the basis
of orbitals and pseudopotentials for each atomic site. (a): Overview of stacked E(3)

layers and intermediate irreps f
(n)
ℓmp passed between each layer. (b): Circuit diagram

of an E(3) equivariant layer containing a trainable multilayer perceptron (MLP).

vector sij to obtain the kernel irrep vectors gℓmp,ij, where the parities are taken as

p = (−1)ℓ:

gℓmp,ij = (sij)(yℓm,ij) = MLP(∥rij∥)Yℓm
(

rj − ri
∥rj − ri∥

)
(5.54)

Third, the convolved irrep feature vectors f ′ℓmp,ij are computed via the Clebsch-

Gondon coefficients Cℓm
ℓ1,m1,ℓ2,m2

and the parity connection rule p = p1p2. The resulting

irreps are then added together with f
(n)
ℓmp,i to obtain f

(n+1)
ℓmp,i :

f
(n+1)
ℓmp,i =

∑
j∈N(i)

f ′ℓmp,ij =
∑
j∈N(i)

(f
(n)
i ∗ gij) (5.55)

These three steps comprise the E(3)-convolution layer in a basic QuINN model

architecture. For deeper models, a sequence of L E(3)-convolutional layers can be
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chained together to allow the model greater flexibility. The irreps of these interme-

diate layers can include components up to a desired angular momentum ℓmax, where

higher values of ℓ correspond to more precise convolutions. In order to parameterize

the on-site atomic orbitals, the output of the final E(3) Conv layer must contain the

following irreps for each atomic site:

• A vector of positive (ℓ,m, p) = (0, 0, 1) irreps α = {αnℓb}, corresponding

to the width of the bth basis Gaussian for the nth block of the atomic or-

bitals with angular quantum number ℓ. These coefficients are invariant under

rotation and inversion.

• A vector of (ℓ,m, p) = (ℓ,m, 1) irreps c = {cnℓmb} corresponding to the

coefficient of the bth basis Gaussian for the nth block of the atomic orbitals

with quantum numbers ℓ,m. These coefficients are equivariant with respect

to rotation, and invariant under inversion.

Likewise, to parameterize the pseudopotentials, the final layer must also contain the

following irreps for each atomic site:

• A vector of positive (ℓ,m, p) = (0, 0, 1) irreps γ = {γb}, corresponding to the

width of the bth basis Gaussian in the pseudopotential. These coefficients are

invariant under rotation and inversion.

• A vector of (ℓ,m, p) = (ℓ,m, (−1)ℓ) irreps c = {cℓm} corresponding to the

coefficient of the bth basis Gaussian with quantum numbers ℓ,m. These coef-

ficients are equivariant with respect to rotation and invariant under inversion.

For most applications, including irreps up to ℓ = 2 is sufficient to account for

any induced dipole and quadrupole moments in the pseudopotential.
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In Figure 5.7, we summarize both the design of the E(3)-convolutional layers

and visualize the three-step process for computing convolutions.

5.3.4 Computing Electronic Structure

Next, we will discuss how the electronic structure can be computed from the

parameterized atomic orbitals and pseudopotentials. In order to compute the elec-

tronic structure, one first needs to construct the effective mean-field Hamiltonian h

with respect to the electron degrees of freedom k. In QuINNs, a slightly simpli-

fied version of the mean-field Hamiltonian h is introduced, which employs the tight-

binding approximation. This approximation assumes electrons are closely bound to

the atomic lattices such that the Hartree and exchange-correlation contributions to

the Hamiltonian can be decoupled into independent sub-Hamiltonians for each mo-

mentum vector k. This provides sufficient accuracy to approximate valence shell

states and low-energy conduction band states in the first Brillouin zone, which is the

set of minimum-length images of all k vectors within the reciprocal unit cell. Indeed,

it follows as a consequence of Bloch’s theorem that the electronic structure of this

zone is sufficient to represent the electronic structure of the entire crystal, and to

compute arbitrary observables of the system, on account of the periodic lattice gauge

symmetries of the system. Under the tight-binding approximation, the Hamiltonian

matrix can then be written as h(k), and its entries can be computed as:

hi,j(k) = eik·rij
[
⟨ui(x)| (Vpseudo,i(x) + Vpseudo,j(x)) |uj(x)⟩

]
+

1

2

[
k2 − 2ik · ⟨ui(x)| ∇ |uj(x)⟩ − ⟨ui(x)| ∇2 |uj(x)⟩

] (5.56)

where we assume hi,j(k) = 0 when j /∈ N(i) (orbital j is not in the neighborhood

of orbital i). Above, the first term above in brackets represents the potential term,
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while the additional pair of terms represent the kinetic contribution to the Hamilto-

nian. Both the kinetic and potential components of h(k) can be computed in closed

form. In fact, by grouping together blocks of these integrals centered on each site

n, one can more efficiently compute blocks of overlap integrals between neighboring

sites (denoted Σn,n′) than by computing each nonzero entry of h(k) individually. In

Appendix ??, we discuss in greater detail how these block integrals can be evaluated

in a closed, differentiable form.

In addition to the off-diagonal elements of h(k), the diagonal components are

also critical to accurately modeling the electronic structure, since they represent the

on-site energies of each orbital, both kinetic and potential. As shown in Figure 5.1,

the Gaussian pseudopotentials and orbitals are intended to accurately approximate

the true atomic functions beyond the atomic radius ratom. As a result, computing the

diagonal entries hi,i or hi,j when rij = 0 may produce physically inaccurate estimates

of the on-site orbital energies and can sometimes result in numerical instability with

respect to the diagonalization of on-site atomic eigenstates. Given that all on-site

orbitals are assumed to be directly orthogonal, these block components of h(k) can

be replaced by k-independent diagonal blocks, denoted by ϵn. The ϵn blocks can either

be fixed constant values obtained from experimental atomic spectrum energies, or they

can be directly predicted by another multi-layer equivariant neural network model. In

general, using fixed on-site energies should be preferred to learned energies, since they

fix the Hamiltonian and its eigenstate energies with respect to a well-defined vacuum

energy. In Figure 5.8, we visualize the construction of the sparse block Hamiltonian

h(k) for a 2D graphene lattice, where valence shell s and p orbitals are included.
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(a) (b)

Figure 5.8: Illustration of the construction of the Hamiltonian (b) for a 2D graphene
lattice (a). When computing the Hamiltonian matrix h for periodic materials, the pe-
riodic images of each site must be taken into account. The sums of the contributions
of these images (including the Bloch orbital phases eik·(r−r′)) comprise each interac-
tion block Σn,n′ , while the on-site orbital energies ϵn, ϵn′ comprise the Hamiltonian
diagonal. The blocks Σn,n′ must be computed independently for each k vector.

When the Hamiltonian matrices are diagonalized to obtain the allowed electron

energy levels for each momentum vector k, these energy levels can be interpolated

with respect to k to obtain the electronic band structure of a material. Specifically,

we diagonalize

h(k) = U(k) ΛE(k)U(k)
† (5.57)

for each vector k. Although the Hamiltonian h(k) is non-periodic with respect to

k, the allowed energies ΛE(k) have the periodicity of the reciprocal unit cell. If

the system of interest is a finite molecule, then only the k = 0 point is considered,

producing a single Hamiltonian that is free of these degrees of freedom. This k = 0

point is often denoted by Γ, and marks the center of the first Brillouin zone. For larger

cells containing many atoms, fewer k-points are needed to accurately interpolate the

band structure. In fact, in the limit of an infinitely large supercell comprised of

identical copies of a reduced primitive cell, computing the electronic structure for only

the Γ point is sufficient to obtain accurate estimates of the electronic structure. For
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Figure 5.9: Visualization of the extended unit cell crystal structure (a) and first Bril-
louin zone and reciprocal lattice vectors (b) of graphene. Since graphene has 2D
periodicity, the first Brillouin zone has two degrees of freedom, with the conventional
Γ point centered at k = 0. The remaining points k ∈ R2 can be folded into the
first Brillouin zone by computing the minimum-norm image of k with respect to the
reciprocal cell lattice vectors (shown in (b)). In (c), the band structure predicted by
a QuINN model trained on graphene electronic structure is shown as a function of k,
illustrating the dirac cones (hourglass-shaped features) that are characteristic topo-
logical features of graphene’s electronic structure and effectively massless conduction
band electrons.

small unit cells, typically the k-points must be sampled uniformly over the reciprocal

unit cell Ω∗, and the Hamiltonian must be computed for each point. One common

sampling strategy is the Monkhorst-Pack mesh, which samples k−points over uniform

grid with respect to the reciprocal lattice vectors. For example, an N1 × N2 × N3

Monkhorst-Pack mesh with a total of M = N1N2N3 points is given by:

{km}Monkhorst-Pack =

{ ∑
i=1,2,3

2ni −Ni − 1

2Ni

bi

∣∣∣∣∣ ni = 1, 2, ..., N

}
(5.58)

This mesh ensures uniform sampling of points over Ω∗ and can be used as a quadrature

for integration and interpolation over Ω∗. When combined with atomic structure, this

k-point mesh can be used to compute the electronic band structure as a function of

k. In Figure 5.9, we give an example of the band structure computed as a function

of k for the 2D material graphene. In Figure 5.10, we summarize the entire process

of how QuINNs compute electronic structure using this k-point mesh.
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Atomic Structure (e.g. CIF File) Reciprocal Cell k-Point Mesh

1: Construct atomic graph and orbital interactions (i, j) with ∥rij∥ ≤ rcutoff.

2a: Predict orbital coefficients with E(3) conv layers 2b: Predict/retrieve atomic orbital energies

3a: Compute overlap integral blocks Σij

4: Compute Hamiltonian h(k)

5: Diagonalize h(k) for each k point.

Electronic band structure E(k)

Structure data (Z1, ...., ZNatoms , r1, ..., rNatoms)

Atomic graph Atomic graph

Orbital parameters (C)
and Pseudopotentials (W )

Hamiltonian blocks (Σij)

On-site energies (ϵi)

Hamiltonian matrices (h(k1), h(k2), ..., h(kM))

Electronic bands ({En(k1), En(k2), ..., En(kM)}Nn=1)

k points (k1,k2, ...,kM ∈ Ω∗)

Figure 5.10: Data flowchart summarizing how QuINNs predict the electronic structure
of solid state materials. From the electronic structure, almost any electronic property
can be computed from first principles.
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Once the electronic structure energies E(k) are computed for a discrete k-

point mesh, the ground state electronic structure ρ0 can be computed in density

matrix form as a function of k. Specifically, for a fixed chemical potential µ = 0 and

a diagonalized Hamiltonian h(k) = U(k) ΛE(k) U(k)
†, we define

ρ0(k) = U(k) f(ΛE(k)) U(k)
†, (5.59)

where f(E) = 1 for E < 0 and 0 otherwise. In the case of spin-paired orbitals, one

should instead use f(E) = 2 for occupied states.

When modeling periodic systems, sometimes the chemical potential µ is un-

known, but the number of electrons in the unit cell is a known fixed quantity (this is

a standard assumption for most mean-field treatments of electrons in periodic solids).

In these situations, the chemical potential corresponds with the Fermi level Ef of

the material, which is the energy at which the probability of electron occupation is

precisely 1/2. More generally, Ef is defined as the average energy required to add a

single electron to the system. If the system has Nelec electrons per unit cell, the Fermi

energy EF satisfies:

Nelec = VΩ

∫ EF

−∞
D(ϵ) dϵ (5.60)

where VΩ is the unit cell volume and D(ϵ) is the density of states (DOS). The DOS

describes the number of electron states with energy ϵ per crystal unit volume, and it

is given by

D(ϵ) =

∫
Ω∗

∑
n

δ(En(k)− ϵ) dk (5.61)
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If the reciprocal unit cell Ω∗ is sampled with a fine k-point mesh, the DOS can be

approximated as:

D(ϵ) = VΩ

M∑
m=1

d(E(km)− ϵ) (5.62)

where d is a smearing delta function (a comon choice is d(ϵ) = d
dϵ
fβ(ϵ), where fβ is

the Fermi-Dirac distribution with inverse temperature β). Using this approximate

DOS, one can solve for the Fermi energy Ef , and determine crucial properties, such

as whether a given material is a metal, insulator, or semiconductor. For insulating

and semiconducting materials, the band gap can be also be directly estimated.

Finally, we can also compute the ground state expectation value of any elec-

tronic mean-field quantum observable Ô expanded as a matrix O(k) in the basis of

Bloch orbitals ϕσk(x). To do this, we compute:

⟨Ô⟩ =
∫
Ω∗

Tr(ρ0(k) O(k)) dk. (5.63)

In addition to the expectation value of observables and the density of states,

other properties derivable from the topological features of solid state electonic struc-

ture can also be computed, such as Fermi-surfaces (if they exist) and the projections

of bands and density of states onto the orbitals of each site. The projections of the

contribution of each orbital and site onto the electronic structure can be extracted

from the unitary U(k) that diagonalizes the Hamiltonian h(k). Furthermore, the

Fermi surface, an important level curve of the electronic structure in the first Bril-

louin zone that dictates the conductivity and topological properties of metals, can

be computed efficiently by evaluating the computing the band structure with high

resolution around points in the first Brillouin zone that cross the Fermi level Ef . In
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Figure 5.11: Visualizations of d-band and s-band contribution of electronic structure
of FCC palladium. (a): The band structure of bulk Pd, as predicted by a pre-
trained QuINN prototype model. The bands are shaded red in proportion to the
d-orbital contribution of each eigenstate with energy E(k). (b): Calculation of the
Fermi surface of Pd in the First Brillouin zone, illustrating the large surface-area
contribution of the d-orbitals (blue) and the s-orbitals (green). A visualization of the
canonical high-symmetry path used in (a) can be found in Figure 5.12(c).

Figure 5.11, we give examples for computing both of these quantities for bulk FCC

palladium, a metal that is commonly used as a reaction catalyst [118].

5.4 Training QuINNs

As a type of physics-informed neural network, QuINNs must be trained in a

way that affords the model a great deal of flexibility to fit the data is it trained on,

but also penalize the model for deviating from the expected solution obtained from

more physically rigorous solutions to the Schrodinger equation. In this section, we

will briefly discuss how QuINNs can be trained, and how the training data and loss

function contribute to the accuracy, equivariance, and physical consistency of the

model.
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5.4.1 Generation of Band Structure Training Data

First, we must discuss how training data is generated for QuINN models. For

solid state materials, plane-wave density functional theory methods remain the gold

standard for accurate mean-field modeling of electronic structure in periodic systems.

For materials with small unit cells, DFT calculations can be carried out efficiently

and accurately using established software such as Quantum ESPRESSO [119]. These

software systems have support for many different DFT exchange-correlation function-

als and support the incorporation of many different effects, ranging from relativistic

spin-orbit coupling to Van der Waals interactions. Most DFT codes support the cal-

culation of electronic band structure E(k) along arbitrary paths in the first Brillouin

zone (or reciprocal unit cell, if desired). Depending on the symmetries present in

the system, the first Brillouin zone can be divided into similarly shaped sub-zones,

where the band structure in each sub-zone is irreducibly isomorphic to that of an-

other sub-zone up to a rotation and possible reflection of the electronic bands. For this

reason, the band structure is often visualized as a function along a two-dimensional

path around the points that comprise the exterior of this region. This is referred to

as the canonical high-symmetry path, and the associated points at the zone corners

are called critical points. In Figure 5.12, we visualize the first Brillouin zones and

canonical high-symmetry paths corresponding to different crystal systems. The con-

vex polytope that encloses the canonical high-symmetry path is called the irreducible

Brillouin zone, and it represents the set of k-points on which the band structure must

be evaluated. For all other k ∈ R3, the band structure can be directly inferred from

the bands inside the irreducible Brillouin Zone. As a result, QuINN models only need

to be trained on k-points sampled within this zone. Furthermore, since bands often
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attain their extrema along the canonical high-symmetry path forming the exterior of

this region, fitting QuINN models to the band structure corresponding to k-points

along this path is often sufficient for obtaining accurate bands in the interior Brillouin

zone and, by extension, all k ∈ R3. Since there a finite number of 3D, 2D, and 1D

space and point groups, the number of types of irreducible Brillouin zones is finite,

and thus many DFT softwares and crystallographic software packages support the

generation of these canonical paths, such as those seen in Figure 5.12.

In addition to computing the electronic band structure, many DFT codebases

support computing the projection of the density (expanded in the basis of plane waves)

onto localized Gaussian orbitals. Specifically, for a set of atomic sites centered at a

positions ri, the projection of the density of a plane-wave electronic eigenstate ψn,k(x)

onto a localized basis of spherical harmonic orbitals is computed as the vector-valued

function π
(DFT)
n (k), which has coefficients

[π(DFT)
n (k)]ℓmi =

1

A

∫
Ω

|ψ(DFT)
nk (x)|2Yℓm(x− ri) dx, (5.64)

Above, A is a normalization factor chosen such that
∑

ℓ,m,i [πn(k)]ℓmi = 1. These

projections of atomic orbitals onto the electronic eigenstates are unique for all non-

degnerate bands (i.e. bands with unique energies En(k)). To obtain sufficient data

for training a QuINN model, the electronic bands En(k) and associated projection

vectors πn(k) evaluated along the canonical high-symmetry paths for each material

that is to be included in the training dataset.

The equivariance of QuINNs significantly reduces the number of distinct ma-

terials needed to train QuINNs, and eliminates the need to augment material data by
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Figure 5.12: Example visualizations of the first Brillouin zone, which is the set of
minimal-image k vectors in the reciprocal unit cell Ω∗ of 3D periodic materials. Zones
are shown for materials with (a) hexagonal, (b) base-centered orthorhombic, (c) face-
centered cubic, and (d) body-centered cubic structures. For each Brillouin zone, the
canonical high-symmetry path and critical points are shown. Due to the equivariance
of the model and the lattice gauge-invariance of the Hamiltonian, a model trained
on the electronic structure enclosed by these high-symmetry paths within the first
Brillouin zone is sufficient for obtaining accurate electronic structure at all crystal
momentum vectors k ∈ R3.
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including rotations, reflections, translations [115,120]. Furthermore, due to the natu-

ral lattice gauge invariance of the tight-binding Hamiltonian, one also does not need

to include any symmetry-reducible supercells in the training data. However, because

QuINNs treat each element independently, one must ensure that all element bond

pairs for which accurate predictions are desired must be represented in the training

data. In addition, structures of different dimensionality (such as 2D thin films ver-

sus bulk 3D structures) must also be included in the training data, to ensure that

the dimensionally-dependent orbital anisotropy is correctly learned. Once sufficient

training data is obtained via DFT calculations or other first-principles methods, each

structure in the training set will consist of the following:

• An atomic structure graph with atomic species {Zi}Natoms
i=1 and positions {ri}Natoms

n=1 .

If the structure is periodic, the lattice vector matrix A must be included, in

addition to the interatomic distance vectors rij for each periodic image.

• A canonical high-symmetry path consisting of irreducible Brillouin zone k

points {km}Mm=1.

• The electronic band structure for the first N eigenstates along the high-

symmetry path {En(k)}Nn=1.

• The electronic band structure projection vector {πn(k)}Nn=1 along the high-

symmetry path, where the entries [πn(k)]ℓmi correspond to the projection of

the electronic eigenstate onto the spherical harmonic orbital Yℓm at site i.
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5.4.2 Gradient Descent Optimization

QuINN models are trained to fit a dataset by minimizing the average value of

a loss function across all structures through gradient descent. The key operation in

gradient decent operation is the computation of the gradient of the loss function with

respect to the E(3)-convolutional layer weights. These gradients can be computed

efficiently in closed form, provided that the calculation of the electronic structure can

be written as the composition of functions whose derivatives are known in closed form.

If implemented using the primitive functions supported in an automatic differentiation

software framework (such as the popular PyTorch [121] or TensorFlow [122] machine

learning libraries), gradients can be computed automatically and efficiently through

backpropagation. The basic loss function employed by QuINNs is of the form

LQuINN = wbandsLbands + wprojLproj (5.65)

which closely resembles the loss function of a PINN. This consists of two weighted

components: the electronic band loss Lbands and the projection loss Lproj. The band

loss corresponds to the data loss function in PINNs, which measures the error of

each predicted energy level in the electronic structure along a canonical irreducible

Brillouin zone path {km}Mm=1. Using the mean square error criterion, the band loss

takes the form

Lbands =
1

NM

N∑
n=1

M∑
m=1

(E(pred)
n (km)− E(true)

n (km))
2. (5.66)

In addition to predicting accurate band structure, the contribution of each site

and atomic orbital must be incorporated into the loss. This is achieved by ensuring

that the occupation probabilities of each eigenstate are orthogonal and consistent

with respect to the projections obtained with DFT. This ensures that QuINN models
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“learn" which bands are associated with each site and orbital for each k point. These

projections can be read out as vectors π(pred)
n (k) from the rows of the adjoint unitary

matrix U †(k) corresponding to the band energy En(k). The entries of these vectors

are given by

[π(pred)
n (k)]ℓmi = |[U †(k)n]ℓmi|2 (5.67)

where ℓ,m denote the projection onto the corresponding orbital at site i. The projec-

tion loss function Lproj is then computed by evaluating the norm squared of the dif-

ference between the projection vectors πn computed by DFT and the QuINN model.

Since the projections are only uniquely defined for non-degenerate energies En(k),

one must be careful when defining the projection loss to ensure it is not sensitive

to the non-uniqueness of degenerate eigenstates. One way of handling degeneracy is

to continuously “soften" the projection loss when the predicted energies are close to

degenerate values. This is achieved by using a Lproj loss function of the form

Lproj =
1

NM

N∑
n=1

M∑
m=1

χ(∆E(pred)
n (km))

∥∥π(pred)
n (k)− π(true)

n (k)
∥∥2 (5.68)

where ∆En is the band gap factor, computed as

∆En = min(|En+1 − En|, |En−1, En|), (5.69)

and where χ(∆E) is the softening function

χ(∆E) = 1− exp

(
−(∆E)2

2ε

)
(5.70)

for a small energy gap ε.

Next, we consider the problem of how the gradients of the loss function LQuINN

are computed with respect to the model weights. The E(3)-equivariant layers in

QuINNs are constructed from simple matrix and tensor operations with non-linear
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activation functions, so backpropagation can be applied using methods from standard

neural networks. However, backpropagating gradients through the computation and

subsequent diagonalization of the k-dependent Hamiltonian matrices h(k) warrants

some more detailed discussion, since computing derivatives for these operations is

non-trivial, and requires some special treatment to avoid gradient instability issues.

First, as a consequence of the Hellmann-Feynmann theorem, partial derivatives

of the eigenvalues of a parameterized Hamiltonian hλ(k) with parameter λ are given

by

∂

∂λ
En(k) = ⟨ψn(k)|

∂hλ
∂λ

(k) |ψn(k)⟩ (5.71)

and therefore the gradient of Lbands (which only includes band energy error) with

respect to model weights W can be computed in terms of the band matrix ΛE =

diag(E0, E1, ..., EN) obtained for each k point:

∂Lbands

∂W =
∂Lbands

∂ΛE(k)

(
U(k)

∂ΛE
∂W

(k)U(k)†
)
. (5.72)

Likewise, extending Hellmann-Feynmann with first-order eigenstate perturbation the-

ory, the derivatives of the eigenstates |ψn⟩ of a Hamiltonian hλ with parameters λ

take the form

∂

∂λ
|ψn(k)⟩ =

(∑
n′ ̸=n

1

En(k)− En′(k)
⟨ψn(k)|

∂hλ(k)

∂λ
|ψn′(k)⟩

)
|ψn(k)⟩ . (5.73)

When the eigenstates are degenerate, these gradients are not well-defined. However,

due to the presence of the softening function χ(∆E), the projection error of degenerate

eigenstates is suppressed, resulting in stable projection gradients. For non-degenerate

eigenstates, the gradients are only well-defined modulo a complex phase of |ψn(k)⟩.

For this reason, it is preferable to only compute gradients with respect to the modulus
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squared of the eigenstate vectors, which is guaranteed to be independent of the rep-

resentation of the eigenbasis. This is why the projection loss is computed in terms of

the modulus-squared projection vectors πn. In terms of the entries of the projection

vectors πn, gradients with respect to a Hamiltonian parameter λ can be computed as[
∂

∂λ
πn(k)

]
ℓmi

= 2Re

{
[ψ∗
n(k)]ℓmi

[
∂

∂λ
|ψn(k)⟩

]
ℓmi

}
. (5.74)

By combining all of the formulas above, the gradients of Lproj with respect to model

weights W can be computed in closed form.

5.4.3 Training QuINNs

QuINN models are trained by minimizing the supervised loss function LQuINN

over a dataset consisting of atomic structures and their corresponding electronic struc-

ture, consisting of both energy bands E(k) and orbital projections πn(k) along the

canonical high-symmetry Brillouin zone path. Training begins with symbolic repre-

sentations of materials encoded as atomic graph objects, which are then compiled

into backend-specific tensor representations of these graphs for differentiable compu-

tation. Each graph encodes atomic positions, species, bonding topology, and lattice

information, which are passed along with a sequence of crystal momentum (k) points

to the model.

Optimization of LQuINN is performed using standard gradient-based methods

(e.g., adaptive moment estimation [123]), and models are trained over epochs using

data loaders that stream batches of graph–bandstructure pairs. Due to the non-

homogeneity of the atomic structure graphs, training must be done with small batch

sizes, where each graph’s Hamiltonian h(k) is diagonalized separately and the losses

are pooled manually. Due to the practical memory constraints during training, a
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smaller batch size is generally preferred. The training loop tracks both training

and validation losses and includes safeguards against numerical instability during

diagonalization. Throughout the process, PyQuINN preserves compatibility with

the backend autograd system that is used, enabling end-to-end differentiability and

integration into larger or more application-specific learning pipelines.

Together, the design of the QuINN architecture and its training paradigm en-

able the surrogate modeling of quantum materials in a way that is both expressive

and physically grounded. Unlike standard crystal graph GNNs, which may approx-

imate properties directly from atomic graph topologies, QuINNs learn structured

latent representations—such as orbital overlaps and pseudopotentials—that can be

assembled into full Hamiltonians. Training proceeds by minimizing a supervised loss

over predicted vs. true band structures, optionally including projection data, allowing

the model to learn accurate representations of material-specific electronic structure.

Because all operations in the QuINN pipeline are differentiable, the model supports

not only forward prediction but also inverse design through gradient-based optimiza-

tion. These capabilities make QuINNs a powerful tool for tasks ranging from high-

throughput screening to automated discovery of materials with targeted electronic

properties.

5.5 The PyQuINN package

To facilitate the development and exploration of QuINN model architectures

we have developed a software package called PyQuINN, which provides many con-

venient tools for building, training, and deploying QuINN models to solve electronic

structure and material property prediction problems, both in industry and research
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Figure 5.13: Examples of validation set predictions made by a QuINN prototype
model (K-GNN) on single-element electronic structure datasets. Results are com-
pared with ab initio DFT calculations of electronic band structure along canonical
high-symmetry paths and show strong agreement, highlighting the generalizability
of QuINN models to new atomic structures. For each figure, a QuINN model was
trained on a dataset consisting of all known thermodynamically stable structures of
the corresponding element. These datasets were obtained from the Materials Project
database and partitioned using a 90%/10% train/validation set split. Visualizations
of each high-symmetry path in the first Brillouin zone are shown above in Figure 5.12.
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settings. The framework is written in the Python programming language is is de-

signed to be backend-agnostic, allowing for the implementation of certain complex

operations (such as training, inference, etc.) using various backend implementations

of the model architecture. Although it is not listed publicly on the Python package

index, the package can be installed from source code using the pip Python package

manager. The primary backend for PyQuinn is the popular PyTorch machine learn-

ing framework [121], which supports automatic differentiation for various composable

functions and allows users to define their own QuINN model layers. PyTorch’s prim-

itives also allow for efficient compilation of models to be trained on both CPU and

GPU hardware. In this section, we give a brief summary of the PyQuINN framework

and how it can be used to develop QuINNs to solve electronic structure problems.

5.5.1 Overview

PyQuINN is a Python framework for symbolic and differentiable modeling of

quantum materials, designed to facilitate the rapid prototyping and deployment of

machine-learned models for electronic structure prediction. At its core, this package

provides the AtomGraph data structure, which represents atomic systems as sym-

bolic graphs that represent an atomic configuration in 3D space with periodicity.

These graphs can be constructed from standard crystallographic formats such as CIF

files [124] and enriched with on-site and global feature data. PyQuINN supports

the symbolic manipulation of these graphs, allowing researchers to programmatically

build atomic structures in an easy-to-manipulate fashion prior to compilation into

backend-specific representations (instances of the BackendAtomGraph object) that

can serve as inputs for various machine learning frameworks, such as Pytorch. The
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Figure 5.14: Illustration of the high-level features of the PyQuINN framework, show-
ing the integration of the core PyQuINN framework with material databases such as
the Materials Project, and DFT software such as Quantum ESPRESSO. The core
framework provides access to data structures like AtomGraph and BandStructure
which can be manipulated and compiled to serve as data structures in various back-
end frameworks, like PyTorch, which supports automatic differentiation and training
of models on both CPU and GPU hardware.

package also provides utilities for visualizing atomic structures and computed band

structures, and it includes helpful interfaces for importing/exporting atomic struc-

tures and electronic structure data from materials databases such as the Materials

Project and ab initio tools such as Quantum ESPRESSO. These high-level features

of the PyQuINN framework are illustrated in Figure 5.14.

5.5.2 Data Structures

To make the generation, curation of QuINN models easier, the core PyQuINN

package supports primitive data structures that can be constructed directly using the

Python interface, or saved/loaded in a variety of established file formats. Below, we

briefly summarize each of these data structures and how they can be used to more

efficiently develop QuINN models:
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• The AtomGraph primitive in the PyQuINN package serves as a high-level,

symbolic representation of atomistic systems, encoding both structural and

electronic features in a graph-based format suitable for quantum-informed

machine learning workflows. At its core, an AtomGraph encapsulates atomic

species, fractional or Cartesian coordinates, periodic boundary conditions,

unit cell geometry, and optional node- and graph-level features that describe

properties such as atomic orbitals or target observables. Symbolic structures

(where symbols are used in place of elements in a particular group) are also

supported. AtomGraph structures can be constructed from crystallographic

files (e.g., CIF [124]), programmatically manipulated (e.g., edge pruning, fea-

ture augmentation), and compiled into backend-specific numerical represen-

tations for efficient computation. When compiled with the compile() func-

tion, an AtomGraph is transformed into a BackendAtomGraph (such as the

TorchAtomGraph when using the PyTorch backend), which maps the sym-

bolic representation into differentiable tensor formats. This backend graph

includes neighbor lists, unit cell image tracking, and support for tensor op-

erations on arbitrary devices. The compiled graph salso upports in-place

inference with QuINN models defined in the respective backend and can be

serialized, transferred across devices, or exported back to a symbolic Atom-

Graph via the extract() method. Through this abstraction, AtomGraph

enables seamless transitions between symbolic modeling, differentiable sim-

ulation, and visualization or export of structures, orbitals, and electronic

observables, facilitating a simplified workflow for materials discovery.
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• The BandStructure primitive in the PyQuINN package provides a symbolic

representation of the electronic band structure of a material, capturing the

dispersion of electronic energy levels along momentum space paths. It en-

codes arrays of k-points, corresponding energy eigenvalues (bands), and op-

tional projection data that quantify the orbital or atomic contributions to

specific bands. Designed to be interoperable with other PyQuINN primi-

tives like AtomGraph, the BandStructure object supports import from exter-

nal data sources and export to common file formats, as well as resampling

utilities to align disparate datasets in k-space or band index. When com-

piled, a BandStructure is transformed into a backend-specific object (such

as TorchBandStructure), which maps the electronic structure data into Py-

Torch tensors suitable for differentiable computation and hardware accelera-

tion. These compiled objects preserve all semantic fields—including k-point

paths, energy eigenvalues, projection weights, and chemical potential, sup-

porting standard tensor operations for integration into QuINN model training

pipelines. Users can detach, copy, move the data across hardware devices, or

extract the data back into a symbolic BandStructure form for visualization or

post-processing. This dual symbolic/numeric interface makes BandStructure

a central component in workflows involving model-based band structure pre-

diction, electronic structure learning, and topological material analysis.

• The BandStructureModel module in PyQuINN implements a learnable, dif-

ferentiable model for predicting electronic band structures from atomistic

inputs. It wraps a variety of different QuINN models of varying complexity
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and provides methods to compute Hamiltonians, band energies, and orbital-

resolved band projections given a compiled AtomGraph and a set of crystal

momentum (k) points. The model supports both forward prediction (bands,

band projections) and end-to-end training via a custom loss function that in-

corporates optional projection targets. It includes a fit routine for supervised

learning from datasets of atomic structures and target band structures, along

with utilities for computing and projecting Bloch states, calculating chemical

potentials, and evaluating losses. Designed for integration into backend ma-

chine learning frameworks (such as PyTorch), the module enables physically

informed training and inference of band topology and dispersion in complex

materials.

In Figure 5.15 we present a flowchart that summarizes how these primitive

data structures can be used to predict and plot the electronic band structure using

the functionality of a desired backend machine learning framework.

5.5.3 Data Visualization

PyQuINN provides lightweight yet expressive visualization capabilities for in-

specting atomic structures, orbital configurations, and electronic band structures.

These tools enable users to render atomic geometries with annotated species and

bonds, visualize localized and extended electronic orbitals in real or reciprocal space,

and plot computed band structures along high-symmetry paths with optional or-

bital or atomic projections. Integrated with standard Python plotting libraries like

Matplotlib [125] and Plotly [126], PyQuINN’s visualization modules support both

interactive analysis during model development and rendering of high-quality figures
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Figure 5.15: Flowchart of a basic band structure prediction workflow in the PyQuINN
framework, illustrating the separation between data I/O, QuINN primitives, and
backend-specific primitives (e.g., primitives using Pytorch data types). This allows for
a more modular and extensible framework, which is unified via the interface provided
by primitives data structures, such as AtomGraph and BandStructure.

for publication or presentation. This helps users interpret model outputs, verify data

integrity, and explore structure–property relationships in quantum materials. In Fig-

ure 5.16, we show some examples of the interactive plots that can be generated using

the Plotly Python library.
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(a)

(b)

(c)

Figure 5.16: Examples of interactive visualizations generated with PyQuINN and the
Plotly Python library. (a): Interactive electronic band stucture for bulk graphene,
predicted by a QuINN model. (b): Interactive 3D visualization of an sp2-hybridized
Bloch eigenstate in bulk graphene, showing the formation of a π-bond. (c): Interactive
3D visualization of a hydrogen-saturated graphene nanoribbon.
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CHAPTER SIX

Quantum Computational Methods

6.1 Introduction

In this section, we will give a basic review of quantum computing and quan-

tum information theory, as applicable to the field of quantum chemical and material

simulations. We start with a pedagogical introduction that provides a basic summary

of the background of quantum computing and the foundational concepts needed to

understand it. We then briefly discuss the differences between classical and quantum

computation, and contextualize these differences by summarizing key results in com-

putational complexity theory, and giving examples of relevant complexity classes that

categorize the kinds of physical problems efficiently solvable on quantum computers,

but not on classical ones. (For readers already familiar with quantum computing,

this introduction section or even this entire chapter may be skipped.)

After the introduction, we review the key algorithms employed in the sim-

ulation of quantum materials, specifically focusing on algorithms for Hamiltonian

simulation and eigenvalue spectral estimation. We then highlight open research areas

(particularly in the simulation of open quantum systems) and provide a summary of

the contributions to the field made by the work presented in this dissertation.

6.1.1 Background of Quantum Computing

6.1.1.1 Qubits and quantum gates. The quantum computer is an emerg-

ing computational paradigm that exploits coherent superposition, entanglement, and
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contextuality to process information in a Hilbert space whose dimension scales ex-

ponentially with the number of qubits [127]. Unlike classical computation, which

manipulates bit strings in {0, 1}n, quantum computation operates on wave function

state vectors in H = (C2)⊗n with time-evolution generated by controllable Hamilto-

nians. Typically, each subspace C2 corresponds to a qubit (a quantum bit), which

encodes a quantum superposition of orthogonal 0 and 1 classical bit states. Qubit

wave functions are subject to the same normalization conditions as standard quantum

wavefunctions, and are represented with the Dirac notation

|ψ⟩ = α |0⟩+ β |1⟩ (6.1)

where α, β ∈ C with |α|2+|β|2 = 1. Often, it is easier to represent individual quantum

states (|ψ⟩ and qubit basis states (|0⟩ , |1⟩) as vectors in the computational basis

|0⟩ =

1

0

 , |1⟩ =

0

1

 , (6.2)

so that

|ψ⟩ =

α
β

 . (6.3)

Quantum operators (represented as matrices) act linearly on these vectors.

For example, the Pauli operators are represented as

X =

0 1

1 0

 , Y =

0 −i

i 0

 , Z =

1 0

0 −1

 . (6.4)

In a quantum computer, combining n qubits together yields the exponentially-

growing tensor-product space

Hn = (C2)⊗n, (6.5)
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whose dimension is 2n. Basis states are written as

|x⟩ = |x1⟩ ⊗ · · · ⊗ |xn⟩ = |x1x2 · · ·xn⟩ , xi ∈ {0, 1}. (6.6)

An arbitrary state therefore takes the form

|Ψ⟩ =
∑

x∈{0,1}n
cx |x⟩ ,

∑
x

|cx|2 = 1. (6.7)

When a quantum computation is carried out on a quantum computer an initial

state |ψ(t)⟩ at a time t = 0 is manipulated through the time-evolution operator Û(t):

|ψ(t)⟩ = ˆU(t) |ψ(0)⟩ . (6.8)

Specifically, Û(t) is generated by carefully controlling the qubit state with a time-

varying Hamiltonian Ĥ(t). The time-evolution according to the Schrodinger equation

is:

Û(t) = exp

(
− i

ℏ

∫ t

0

Ĥ(t) dt

)
(6.9)

An important property of Û(t) is that is unitary, meaning it implements a reversible

and orthonormal operation (I = Û †Û = Û Û †). The set of controllable unitary opera-

tions performable on a set of qubits are called quantum gates, and they are analogous

to the logical gates (e.g., AND, OR, NOT, etc.) performable on a classical com-

puter. For example. since the Pauli operators (6.4) are unitary, they are realizable

as single-qubit quantum gates, called Pauli gates. The Pauli X gate, corresponds to

the classical NOT gate, but the Pauli Y and Z operations correspond to quantum

phase flips not producible on classical bits. Another example of a single-qubit gate

is the Hadamard operator H, which prepares an equal superposition of the |0⟩ and

|1⟩ states, or the paramererized phase shift operator P (θ), which induces a complex
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phase θ ∈ [0, 2π) on the |1⟩ state:

H =
1√
2

1 1

1 −1

 , P (θ) =

1 0

0 eiθ

 (6.10)

The quantum gates (6.4) and (6.10), when combined together in sequences, are suffi-

cient for realizing all unitary single-qubit operations, as their matrix representations

generate the 2-dimensional special unitary group SU(2).

In addition to single-qubit gates, multi-qubit gates are essential for creating

correlated states on a quantum computer that exhibit quantum entanglement between

qubits. The canonical two-qubit gate used in quantum information is the conditional-

NOT gate CX , which conditionally performs a Pauli X gate (the quantum NOT) to

a target qubit when a control qubit is in the |1⟩ state. A CX targeting the rightmost

qubit (i.e., controlled by the leftmost qubit) in a two-qubit Hilbert space has the

following matrix representation and action on the two-qubit basis:

CX =



1 0 0 0

0 1 0 0

0 0 0 1

0 0 1 0


⇒



CX |00⟩ = |00⟩

CX |01⟩ = |01⟩

CX |10⟩ = |11⟩

CX |11⟩ = |10⟩

(6.11)

Remarkably, by combining the single-qubit gates (6.4) and (6.10) along with

the two-qubit Cx gate (6.11) any arbitrary unitary in SU(2n) on n qubits can be imple-

mented exactly in a finite number of at most O(2n) gates. Much like how the classical

NAND gate is sufficient to universally compute any function f : 0, 1n → {0, 1}n, the

universal quantum gate set {X, Y, Z,H, P (θ), Cx} is sufficient to realize any unitary of
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the form (6.9) corresponding to the time evolution of a quantum-mechanical system.

Indeed, this potential for the universal simulation of quantum mechanical systems

was one of the first proposed advantages of quantum computation [128].

Furthermore, it has even been shown that if the gates in any universal gate

set can only be natively executed on a quantum computer up to a precision of at

most δθ = ±π/8, one can still accurately approximate a quantum gate sequence of

consisting of any sequence of m constant-qubit gates from another universal gate set

to a desired precision ε using a sequence of O(m logc(m/ε)) natively executable gates.

This result is known as the Solovay-Kitaev Theorem [129, 130]: put simply, it means

that one can not only “transpile” sequences of any universal gate set into another set

of universal gates executable on another quantum computer, but do so efficiently.

For this reason, quantum computation is capable of universally simulating ex-

ponentially large quantum states using a finite number of qubits. It is an especially

promising technology for simulating exponentially large quantum mechanical systems

(such as molecules and materials), for which classical simulations would run out of

memory. While most modern quantum computers, support the universal gate-based

model of quantum computation, is also worth mentioning that some computational

devices do not support the traditional gate-based model. For example, quantum an-

nealing processors support thousands to tens of thousands of qubits, but are only

capable of finding approximate solutions to structured optimization problems. Simi-

larly, quantum photonic processors have recently emerged as another potential quan-

tum quantum platform, but are not as effectively universal due to the weakness of

photon interactions and non-linearities present in entanglement gates. These issues

can be circumvented through various polynomial-overhead entanglement preparation

140



schemes, such as Knill-Laflamme-Milburn (KLM) [131], though significant engineer-

ing challenges persist that make such schemes difficult to realize in practice [132].

While we acknowledge that these alternative platforms are emerging as viable

computational platforms, we will focus almost exclusively on the standard gate-based

model of quantum computation in the remainder of this dissertation.

6.1.1.2 Measurement. While quantum computers are capable of preparing

exponentially large quantum states that are intractable on classical computers, only

a limited amount of information can be learned about a computed quantum wave

function |ψ(t)⟩. Indeed, a state prepared on a number of qubits can be measured

on a quantum computer, resulting in the wave function spontaneously and randomly

“collapsing” to one of each possible classical bit string state |xi⟩ with probability

P (xi) = |cxi |2. Even though the computed distribution P (xi) may be exponentially

complex, one can only produce one bit-string sample xi from this wavefunction at the

end of a computation.

Consequently, quantum computation is an inherently random process; how-

ever, for certain structured computational problems, one can use quantum gates to

prepare a distribution P (xi) where the “correct" answer is measured with high prob-

ability, or where through multiple subsequent measurements, one can obtain useful

information about the final wave function |ψ(t)⟩ without knowing it in its entirety.

Thus, the process of quantum computation can be broken down into four

stages stages: (1) State initialization, (2) quantum computation, (3) measurement,

(4) post-processing of measured results. In many cases, the measurements processed

in stage (4) are accumulated from multiple measurements obtained by iterations of
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stages (1)-(3). In the literature, each iteration of stages (1)-(3) is referred to as a

shot. We briefly discuss each of these stages below:

(1) State initialization: Canonically, all qubits on the device are initialized to

the |0⟩ state in the system, such that |ψ(0)⟩ = |000 · · · 0⟩. On modern noisy

intermediate-scale quantum (NISQ) computers, state preparation requires

careful calibration, and can be an imperfect process, requiring techniques

like error mitigation to counteract the effects of state preparation noise [133].

(2) Quantum Computation: In this stage, a sequence of quantum gates native

to the quantum computer is applied, analogous to the logical gates in classi-

cal computation, preparing a final quantum distribution |ψ(t)⟩. On modern

NISQ quantum hardware, each gate induces a small amount of noise into

the wavefunction, limiting the number of operations that can be performed

before the detrimental effects of noise dominate. This has motivated signifi-

cant research efforts toward developing practical algorithms suitable for NISQ

devices [16].

(3) Measurement : The wave function is measured, resulting in wavefunction col-

lapse, producing a qubit bitstring xi with probability P (xi) = |cxi |2. In some

cases it common to estimate the expectation value of some Hermitian ob-

servable O. This can be achieved by performing multiple measurements in

different Pauli bases. This is achieved by applying H and P (θ) transforma-

tion prior to measuring each qubit, a process that we will discuss in later

sections.

142



(1) State Preparation

(2) Quantum Computation

(3) Measurement

|0⟩ H Z

|0⟩

Figure 6.1: Basic quantum circuit diagram structure (read left-to-right) illustrating
state initialization, quantum computation, and measurement. The blocks H and Z
indicate Hadamard and Pauli Z gates. The two-qubit gate “•−⊕” denotes a Cx gate
with control qubit “•” and target qubit “⊕”.

(4) Post-Processing : The results of each measurement are combined through

post-processing on a classical computer to produce an estimate of the desired

outcome of the computation (e.g., the ground state energy E0 of a physical

system). In most situations, one can obtain as precise an estimate of an

observable as desired by carefully adjusting the number of repeated shots per

measurement taken.

The steps (1)-(3) in a quantum computation can be succinctly summarized

through a quantum circuit diagram, such as the one shown in Figure 6.1.

6.1.2 Fundamentals of Quantum Computation

Quantum computation derives its power from three distinctly non-classical

features of quantum mechanics: (1) superposition, (2) entanglement, and (3) contex-

tuality. Each reflects a structural property of Hilbert space and operator algebras,

and together they underpin quantum computational advantage. In this section, we

briefly review these three foundational concepts and provide an overview of each basic

principle:
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(1) Superposition: The principle of superposition follows from the linearity of

quantum mechanics. If |ψ⟩ and |ϕ⟩ are valid states in a Hilbert space H, then

any normalized linear combination

|χ⟩ = α |ψ⟩+ β |ϕ⟩ , |α|2 + |β|2 = 1, (6.12)

is also a valid state. For a single qubit,

|ψ⟩ = α |0⟩+ β |1⟩ , (6.13)

with |0⟩ = (1 0)T and |1⟩ = (0 1)T in the computational basis.

For an n-qubit system, the tensor-product structure yields

|Ψ⟩ =
∑

x∈{0,1}n
cx |x⟩ , (6.14)

where |x⟩ labels computational basis states and
∑

x |cx|2 = 1. The dimen-

sion of this space grows as 2n, allowing coherent amplitude encoding across

exponentially many configurations.

Crucially, computational advantage does not arise from parallel evaluation

alone, but from interference. Under unitary evolution, amplitudes combine

constructively or destructively:

|Ψ′⟩ = U |Ψ⟩ . (6.15)

Algorithms such as phase estimation and amplitude amplification (discussed

in the subsequent sections) exploit structured interference to concentrate
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probability weight onto desired outcomes while suppressing others. Super-

position therefore enables a form of global amplitude processing that has no

classical analogue.

(2) Entanglement : Quantum entanglement characterizes correlations that cannot

be described by product states. A bipartite state |ψ⟩AB is separable if it can

be written as

|ψ⟩AB = |ϕ⟩A ⊗ |φ⟩B . (6.16)

Otherwise, it is entangled. For example, the state prepared prior to measure-

ment in Figure 6.1 is:

∣∣Φ+
〉
=

1√
2
(|00⟩ − |11⟩) . (6.17)

This state is entangled, because no single-qubit factorization exists. In many

cases, quantum entanglement reflects the non-factorizability of the global

wavefunction with respect to subsystem partitions. Operationally, it pro-

duces correlations that violate Bell inequalities and cannot be reproduced by

local hidden-variable models [134,135]. In many-body systems, entanglement

structure governs computational complexity: states obeying area laws admit

efficient tensor-network representations, whereas volume-law entangled states

generally do not.

From a computational perspective, entanglement enables nonlocal correlation

processing across qubits. Universal gate sets combine single-qubit rotations

with entangling gates (e.g., Cx) precisely because entanglement is necessary

to generate the full unitary group on (C2)⊗n. Without entangling operations,

145



quantum circuits reduce to independent single-qubit evolutions and are effi-

ciently classically simulable.

(3) Contextuality : Contextuality formalizes a deeper nonclassical feature: the

outcome of a measurement cannot, in general, be assigned independently of

the measurement context. More precisely, there exists no assignment of pre-

determined values to all observables that preserves functional relationships

between commuting operators. This is captured by the Kochen-Specker the-

orem [136].

In computational terms, contextuality arises from the noncommutativity of

operator algebras. If A and B do not commute, [A,B] ̸= 0, then measure-

ment outcomes depend on the order and grouping of measurements. This

structure prevents a global classical description in terms of joint probability

distributions over all observables.

Recent resource-theoretic formulations identify contextuality as a necessary

ingredient for both polynomial and exponential quantum computational speedup

in certain models. For example, the set of quantum Clifford circuits that act

on stabilizer subspaces of quantum states admit efficient classical simulation.

In terms of the quantum gates (6.4),(6.10), and (6.11) introduced above, Clif-

ford circuits employ only the limited gate set

GClifford = {H,X, Y, Z, Cx, P (π/2)} (6.18)

and satisfy the the criterion that for any tensor product of Pauli gates P ∈

{X, Y, Z}⊗n (sometimes called a Pauli string), GPG† ∈ {X, Y, Z}⊗n up to a
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complex phase for all G ∈ GClifford. The result that any such circuit consisting

of gates in GClifford can be efficiently simulated on a classical computer is

known as the Gottesman–Knill Theorem [137].

the addition of non-Clifford small-phase-angle operations P (θ) for θ ∈ (0, π/4]

introduces contextuality and renders the model universal. Thus contextuality

distinguishes classically simulable subtheories from those capable of universal

quantum computation. These small-angle gates are essential for operations

such as the quantum Fourier transform (discussed in the next section), which

is an essential subroutine in all known quantum algorithms that provide an

exponential advantage over their classical counterparts.

Superposition enables coherent amplitude encoding, entanglement distributes

correlations across subsystems, and contextuality precludes a consistent classical

hidden-variable description of measurement statistics. Together, these principles

expand the accessible state space and dynamical transformations beyond classical

probabilistic computation.

A universal gate set consisting of arbitrary single-qubit rotations together with

an entangling gate such as Cx gates generates a dense subset of SU(2n). (As men-

tioned earlier, the Solovay-Kitaev theorem guarantees efficient approximate transpi-

lation to any other such universal gate set.) Within this framework, quantum algo-

rithms engineer interference patterns across entangled states in a way that cannot be

efficiently reproduced by classical stochastic processes.

These structural features of quantum computation (linearity, tensor-product

composition, and noncommutative operator algebras) form the mathematical founda-

tion of quantum computational advantage, which is especially relevant in the case of
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simulating quantum materials an a level of near-exact physical precision. In the next

section we review basic concepts in Quantum Complexity Theory, which seeks to cat-

egorize computational problems and classify them based on whether or not quantum

computers can simulate them with reduced resource requirements (time, space, etc.)

relative to classical computers.

6.1.3 Quantum Complexity Theory

From a complexity-theoretic standpoint, the class BQP (Bounded-Error Quan-

tum Polynomial Time) contains problems believed to be intractable for classical

computers, including discrete logarithms and integer factorization via Shor’s algo-

rithm [138]. Of more direct relevance to condensed matter physics and materials sci-

ence, quantum computers are also naturally suited to simulate quantum many-body

systems because their state space matches the tensor-product structure of interacting

quantum degrees of freedom [139]. Here we give a brief survey of these classes, and

aim to provide basic intuition regarding the kinds of computational problems they

include.

6.1.3.1 Fundamental Complexity Classes: P , NP , BPP , BQP , and QMA.

Computational complexity theory studies the intrinsic difficulty of computational

problems by classifying them according to the resources required to solve them. The

most central resource is time– specifically, how the number of elementary computa-

tional steps scales with the size of the input. Problems whose solution time grows

at most polynomially with input size are regarded as efficiently solvable. This notion

gives rise to several foundational time-complexity classes, which are introduced below:

(1) Deterministic Polynomial Time (P ):
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The class P consists of all decision problems solvable in polynomial time by

a deterministic Turing machine. Informally, these are problems for which a

classical computer can produce a definite yes/no answer in time scaling as nk

for some fixed constant k, where n is the input size.

Examples include graph connectivity and shortest-path problems. The class

P is widely regarded as capturing the notion of “efficient classical computa-

tion.”

(2) Nondeterministic Polynomial Time (NP ):

The class NP contains decision problems for which a proposed solution

can be verified in polynomial time by a deterministic classical computer.

Equivalently, NP consists of problems solvable in polynomial time by a non-

deterministic computer (one that can “fork" into any number of independent

but parallel branches of computation simultaneously).

The key conceptual distinction here is between “finding” a solution and “veri-

fying” one. For example, given a candidate solution to a Boolean satisfiability

instance, verifying that it satisfies all clauses is efficient, even though no effi-

cient algorithm is known for finding such a solution in general. The famous

P versus NP problem asks whether every efficiently verifiable problem is also

efficiently solvable—that is, whether P = NP . It is widely conjectured that

P ̸= NP , though this remains unproven [140].

(3) Bounded-Error Probabilistic Polynomial Time (BPP ):

The class BPP extends P by allowing classical algorithms to use randomness.

A problem is in BPP if it can be solved in polynomial time by a probabilistic
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Turing machine that produces the correct answer with probability at least

2/3 for every input. The specific constant 2/3 is arbitrary; any constant

strictly greater than 1/2 yields an equivalent class, since independent repe-

titions reduce the error probability exponentially. It is widely believed that

randomness does not increase the power of efficient classical computation in

an essential way, and that P = BPP , though this equality has not been

proven [141].

(4) Bounded-Error Quantum Polynomial Time(BQP ):

The class BQP is the quantum analogue of BPP . It consists of decision

problems solvable in polynomial time by a quantum computer with bounded

error probability. Formally, a problem lies in BQP if there exists a uniform

family of polynomial-size quantum circuits that outputs the correct answer

with probability at least 2/3.

Quantum computation differs fundamentally from classical probabilistic com-

putation due to superposition, entanglement, and interference. These features

enable algorithms such as Shor’s factoring algorithm [142] and Grover’s search

algorithm [143], which demonstrate provable speedups over the best known

classical methods for certain problems. The relationship between BQP and

NP remains unknown. In particular, it is not known whether quantum com-

puters can efficiently solve NP -complete problems, through it is generally be-

lieved that quantum computers cannot efficiently solve all problems in NP ,

and that also there exist certain problems in BQP that are harder than

NP [144].
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(5) Quantum Merlin-Arthur (QMA):

The class QMA is the quantum generalization of NP . In NP , a classi-

cal prover (“Merlin”) supplies a classical witness that a deterministic verifier

checks efficiently. In QMA, Merlin provides a quantum state as a witness, and

a polynomial-time quantum verifier (“Arthur”) checks it with bounded error

probability. Thus, QMA captures problems for which a quantum proof can be

efficiently verified by a quantum computer. Many natural problems in quan-

tum many-body physics (such as determining ground state energies of general

Hamiltonians from scratch) are known to be complete for QMA [145,146].

The containments

P ⊆ BPP ⊆ BQP ⊆ QMA and NP ⊆ QMA (6.19)

are known, though several of these inclusions are believed to be strict. As discussed

above, the precise relationships among BQP , NP , andQMA still remain central open

questions in complexity theory. The literature consensus regarding the relationships

between these classes is visualized in Figure 6.2.

Together, these classes delineate the landscape of efficient classical computa-

tion, efficient randomized computation, efficient quantum computation, and efficiently

verifiable classical and quantum proofs. Understanding their relationships is funda-

mental to assessing the true power of quantum information processing. In Table 6.1,

we summarize each of these complexity classes, giving examples of canonical compu-

tational problems contained in each.
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QMA
NP

P

BPP

BQP

Figure 6.2: Common intuition regarding the relationships between the complexity
classes P , BPP , BQP , NP , and QMA. It is widely conjectured (though unproven)
that P = BPP . Both NP and BQP are known to be contained in QMA, while
the precise relationship between BQP and NP remains unknown: it is not known
whether either class contains the other or whether they are distinct. The question of
whether P = NP remains one of the most significant open problems in theoretical
computer science, and it is widely believed that P ̸= NP . Quantum computational
advantage concerns the relationship between BQP and classical efficient computation
(e.g., P or BPP ), and does not depend on the resolution of the P versus NP question.

6.2 Quantum Computing for Quantum Material Simulation

In this section, we steer our discussion from general quantum computation to

specific case of simulating physical quantum systems. We recall that for interacting

electronic systems described by Hamiltonians of the form

H =
∑
ij

hpqâ
†
i âj +

1

2

∑
ijkl

Vijklâ
†
i â

†
j âkâl, (6.20)

classical exact simulation scales exponentially in system size due to Hilbert space

growth and entanglement structure. Tensor network approaches provide efficient
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Table 6.1: Summary of selected classical and quantum complexity classes.

Class Random Full Name Definition Examples of
Problems

P × Polynomial
Time

Deterministic clas-
sical algorithm run-
ning in time O(nk)
for some constant k.

Primality testing,
classical linear al-
gebra operations.

BPP ✓
Bounded-Error
Probabilistic
Polynomial
Time

Polynomial-time
probabilistic classical
algorithm accepting
YES instances with
probability > 1/2.

Randomized
counting prob-
lems (e.g., #P-
style comparisons
of the number of
solutions to prob-
lems in P), sam-
pling problems.

NP ×
Nondeterministic
Polynomial
Time

Solutions verifiable in
polynomial time by a
deterministic classi-
cal computer given a
classical witness.

Unstructured opti-
mization problems,
brute force search.

BQP ✓
Bounded-Error
Quantum Poly-
nomial Time

Polynomial-time
quantum algorithm
with error probability
≤ 1/3 (amplifiable).

Integer factor-
ing, discrete log-
arithms, period-
finding algorithms.

QMA ✓ Quantum Mer-
lin–Arthur

Quantum analogue
of NP: polynomial-
time quantum veri-
fier with access to a
polynomial-size quan-
tum witness.

Quantum opti-
mization problems
(e.g., finding the
ground state of
non-local Hamilto-
nians).

representations only when entanglement obeys area laws. Quantum hardware, by

contrast, encodes fermionic Fock space into qubit registers via transformations that

directly map creation annihilation operators (â† and â) to multi-qubit gates and ob-

servables. When Hamiltonians such as (6.20) satisfy certain sparsity and locality

constraints, they admit polynomial-depth circuits for both time evolution and eigen-

value estimation. In summary, quantum algorithms for materials simulation promise
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polynomial to sub-exponential scaling for many important problems, such as ground-

state energy estimation, spectral function estimation, and dynamical response, all of

which are quantities central to the study of correlated electron systems and quantum

materials.

6.2.1 Complexity of Electronic Structure Methods

Electronic structure theory seeks to determine properties of many-electron

quantum systems, most notably ground-state energies and correlation functions. At

its core lies the many-body Schrödinger equation, whose Hilbert space dimension

grows exponentially with system size. This exponential growth underlies the compu-

tational difficulty of the problem.

From a complexity-theoretic standpoint, one typically considers the following

decision problem: given a Hamiltonian H and two real numbers a < b (separated

by an inverse-polynomial promise gap), determine whether the ground-state energy

E0 satisfies E0 ≤ a or E0 ≥ b. For general quantum Hamiltonians with local in-

teractions, this problem is complete for the class QMA, the quantum analogue of

NP [147]. Thus, unless QMA = BQP , no efficient quantum algorithm exists for

solving arbitrary instances of the electronic structure problem.

This result is often contrasted with classical spin systems. For example, deter-

mining the ground state of certain classical Ising spin glasses is NP -complete, mean-

ing that while a proposed configuration can be verified efficiently, no polynomial-time

algorithm is known to find one in general [148]. The quantum generalization ele-

vates the difficulty from NP to QMA, reflecting the added complexity of quantum

superposition and entanglement.
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Practical electronic structure methods navigate this worst-case hardness by

imposing structure or approximation. Mean-field methods such as Hartree-Fock [12]

and Kohn-Sham density functional theory [108] reduce the many-body problem to self-

consistent single-particle equations that can be solved in polynomial time for fixed

basis sets, though convergence guarantees and accuracy are not universal. Tensor-

network approaches such as density matrix renormalization group (DMRG) methods

exploit area-law entanglement structure and are efficient for one-dimensional gapped

systems, but their cost scales exponentially in higher-dimensional or highly entan-

gled regimes [13]. Finally, methods such as full configuration-interaction (Full CI)

and complete active space self-consistent field (CASSCF) methods exactly solve the

electronic structure for the full Fock space, or a carefully selected subspace thereof,

which requires exponentially growing computational resources [15].

In addition to deterministic classical algorithms, randomized classical algo-

rithms, including quantum Monte Carlo [27], can approximate expectation values in

polynomial time per sample and thus resemble algorithms in BPP for sign-problem-

free systems. However, the fermionic sign problem generically induces exponential

variance, preventing worst-case polynomial guarantees for systems with complex elec-

tronic structure [28].

Quantum algorithms such as Hamiltonian simulation and phase estimation

(discussed in the subsequent sections) lie in BQP and provide exponential speedups

for certain spectral estimation tasks, such as factoring integers and solving discrete

logarithms. Nevertheless, because the general local Hamiltonian problem is QMA-

complete, these algorithms do not always circumvent worst-case complexity barriers

without additional physical structure or promises. However, it has been shown that if
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one employs an efficient classical method (e.g., Hartree-Fock) to produce an approx-

imate ground state |Φ0⟩ of a sparse local Hamiltonian with the promise of satisfying

⟨Φ0|Ψ0⟩ < 1/2, then quantum phase estimation can be used to solve the ground state

decision problem in polynomial time [149].

To conclude, the conditions under which quantum advantage (a strong expo-

nential speedup over classical computational methods) can be achieved in electronic

structure problems are highly dependent on the structure of the physical Hamiltonian

of interest. Under standard physical assumptions such as locality of strong interac-

tions and that quantum computations are initialized with a sufficiently close “guess”

of the ground state electronic structure, it is widely accepted that practical quantum

advantage can be realized for most physical systems [139]. In Table 6.2, we summa-

rize the known computational complexity calculations of various popular electronic

structure methods, both classical an quantum. The methods contained in the class

BQP capture these physical systems for which advantage is achievable.

The hierarchies of the computational complexity classes shown in Figure 6.2

emphasize a central message: the computational intractability of electronic structure

is not merely a limitation of classical algorithms or electronic structure solvers, but

it instead emerges in the formal complexity of many-body quantum systems them-

selves. While solving for the electronic structure of arbitrary complex Hamiltonians is

still exponentially difficult, even on quantum computers, the combination of classical

methods and quantum methods can likely produce an exponential quantum speedup

for most systems, such as molecules and solid state materials.
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Table 6.2: Computational Complexity classes of decision-problem formulations of
popular electronic structure methods for quantum chemistry and materials science.

Class Time to Solve
(ground state energy)

Time to Verify
(ground state energy)

Electronic Ground
State Methods

P O(nk) (classical) O(nk) (classical) Hartree-Fock, Mean-
field Theories, DFT

BPP
O(nk) (classical, p <
1/3 of failure) O(nk) (classical)

Sign-Problem-Free
Quantum Monte-Carlo
methods.

NP 2O(n) (classical) O(nk) (classical) Full CI, CASSCF,
DMRG

BQP
O(nk) (quantum, p <
1/3 of failure) O(nk) (classical)

Quantum Eigensolvers
(with phase estimation
and classical initializa-
tion)

QMA
2O(n) (quantum, p <
1/3 of failure)

O(nk) (quantum, p <
1/3 of failure)

VQE, Quantum Eigen-
solvers (no initializa-
tion)

6.2.2 Quantum Algorithms for Electronic Structure

Quantum simulation aims to compute properties of quantum many-body sys-

tems using a controllable quantum device whose Hilbert space scales exponentially

with the number of qubits. In electronic structure and condensed matter physics, the

central object of interest is the many-body Hamiltonian (6.20).

For quantum chemistry in a basis of N spin orbitals, the number of terms

scales as O(N4) in the worst case, though symmetry and integral screening reduce

this in practice. Quantum algorithms for such Hamiltonians fall into three primary

categories:

(1) Variational quantum algorithms (optimized for modern noisy quantum hard-

ware)

(2) Hamiltonian simulation (implementing e−iHt to evolve a prepared wave func-

tion |ψ⟩),

157



(3) Eigenvalue and spectral estimation (extracting Ek from H; efficient, but dif-

ficult to implement on modern noisy hardware).

These categories represent a trade-off between being realizable on modern

quantum hardware and being computationally efficient. For example, variational

quantum eigensolver (VQE) methods have been identified as the flagship application

of near-term noisy quantum hardware [150]; however, to attain a true quantum com-

putational advantage on future fault-tolerant hardware, methods like quantum phase

estimation will likely become standard.

6.2.2.1 Mapping Hamiltonians to Qubit Operators. Before reviewing how

the three methods enumerated above contribute to quantum computational advantage

for chemistry problems, we must review how fermionic Hamiltonians can be mapped

to both observables and operators that can be applied and measured on quantum

computers. We recall that the general form of a second-quantized electronic Hamil-

tonian can be written in the form (6.20), consisting of sums of products of fermionic

creation and annihilation operators â†, â. These operators can be represented in many

ways, provided they satisfy the anti-commutative canonical commutation relations

{âi, â†j} = {â†i , âj} = δij, {âi, âj} = {â†i , â†j} = 0 (6.21)

and that one can define a unique vacuum state |0⟩ satisfying â |0⟩ = 0.

The most intuitive ways of representing a set of N âi annihilation operators is

through a direct 1-1 mapping of the full Fock space occupation number basis, that is:

|n1, n2, ...nN⟩ ⇔ |n1n2...nN⟩ , (6.22)

158



so that the zero state |00...0⟩ is the vacuum state, and when any qubit reads |1⟩,

it corresponds to an electron occupying the respective mode. Then, to create and

annihilate an electron from the vacuum state, one can apply the σ+ and σ− operators

σ+ =

0 1

0 0

 , σ− = (σ+)† =

0 0

1 0

 (6.23)

to the coresponding qubit. However, these operators alone are fully commutative

instead of anti-commutative. To ensure that the CCRs (6.21) are completely satisfied,

we must employ a phase encoding of the of the operators to force them to anti-

commute. The simplest such encoding is the Jordan-Wigner mapping [151], defined

as follows:

âi ↔ σ−
i ⊗

(
i−1⊗
n=1

Zn

)
,

â†i ↔ σ+
i ⊗

(
i−1⊗
n=1

Zn

) (6.24)

These operators, while non-unitary, can be written as a linear combination of two

unitary operations, each consisting of tensor products of the form

Pj = σ1 ⊗ σ2 ⊗ ..⊗ σn (6.25)

where each σn ∈ {I,X, Y, Z} is either one of the Pauli operators in (6.4) or the

identity operator I. These composite operators Pi are called Pauli strings. Under the

Jordan Wigner mapping, one obtains:

âj =
1

2
P

(X)
j +

i

2
P

(Y )
j =

1

2

[
Xi ⊗

(
i−1⊗
n=1

Zn

)]
+
i

2

[
Yi ⊗

(
i−1⊗
n=1

Zn

)]
(6.26)

In addition to Jordan-Wigner, there exist other encodings, such as parity map-

pings, or the slightly more efficient Bravyi-Kitaev mapping [152,153], which integrates

aspects of both the parity and Jordan-Wigner mappings. These methods all admit

representations of âi in terms of a weighted sum of Pauli strings. Since the product of
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any number of Pauli strings is also a Pauli string, it follows that one can represent a

Hamiltonian consisting of products â†, â operators as products of linear combinations

of Pauli operators, which expand into a larger linear combination of Pauli strings.

Thus, any Hamiltonian can be represented in the form

Ĥ =
∑
j

cjPj. (6.27)

The Pauli strings Pj can each be estimated as expectation values of a wave

function |ψ(t)⟩ computed from some quantum circuit by transforming the wave func-

tion into a basis that diagonalizes Pj (requiring at most a single H and P (θ) gate) and

then taking a linear combinations of measured |0⟩ and |1⟩ probabilities from multiple

computational shots. Alternatively, the Pj can be implemented as quantum gates via

sequences of single-qubit Pauli operations.

6.2.2.2 Variational Quantum Algorithms. Variational algorithms are popu-

lar, due to the fact that they require relatively shallow circuits, and are therefore ideal

for execution on near-term NISQ hardware. For tasks such as computing the ground

state electronic structure of molecules and certain quantum spin lattice structures, the

variational quantum eigensolver method is by far the most popular, and is believed

to be one of the few quantum algorithms that offer some near-term practical quantum

utility. In this section, we give a brief review of VQE and its implementation.

When compiling quantum circuits for VQE, one typically assumes that fermionic

operators have already been mapped to linear combinations of Pauli operators in the

form (6.27). This allows for one to efficiently estimate the expectation value of a

Hamiltonian wave function |ψ⟩ represented on th The key quantum utility of VQE
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is the quantum computation of a carefully parameterized wave function |ψ(θ)⟩ (hav-

ing parameters θ) that closely approximates the true ground state of a quantum

Hamiltonian using a full Fock-space representation of ψ that would otherwise require

exponential growth in memory to represent on a classical computer.

The goal of VQE is to approximate the ground state energyE0 = min
ψ

⟨ψ| Ĥ |ψ⟩.

VQE accomplishes this through a variational ansatz, which is a parameterized quan-

tum circuit that prepares a the trial state |ψ(θ)⟩ = U(θ) |0⟩. In many cases, the

ansatz is structured to preserve the symmetries and average particle count so that

the expected number of electrons are included in the Hamiltonian; however, hardware-

efficient ansätze have also been developed to exploit the gates that are efficiently ex-

ecutable on NISQ hardware. These ansätze are a popular choice for certain modern

chemistry problems [154].

The VQE algorithm works by repeatedly evaluating the total energy Etotal =

⟨ψ(θ)| Ĥ |ψ(θ)⟩ and iteratively optimizing the parameters θ using a classical opti-

mizer until Etotal converges. This closed optimization loop is summarized in Fig-

ure 6.3. Often, to ensure the algorithm converges quickly, the quantum wave function

is initialized to match the approximate wave function computable in polynomial time

via classical mean-field methods like Hartree-Fock or DFT. This initializes the wave

function as a product of single-qubit states

|Φ⟩ = |Φ1⟩ ⊗ |Φ2⟩ ⊗ ...⊗ |ΦN⟩ (6.28)

which can be prepared efficiently from the vacuum state |00...0⟩ using only single-

qubit gates.
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...
...

|Φ1⟩

U(θ)
|Φ2⟩

|ΦN⟩

}
E(θ) = ⟨H⟩ =∑j cj⟨Pj⟩

Classical Optimizer

⟨Pj⟩

Etotal

θ

Figure 6.3: Optimization loop of the variational quantum eigensolver (VQE) method
initialized with the mean-field approximate state |Φ⟩.

Although we will not give a detailed theoretical discussion of how ansätze are

designed, it is worth remarking that the success of the VQE method hinges largely on

the expressiveness and efficiency of the chosen ansatz. Chemically motivated ansätze

like UCCSD (unitary coupled cluster with single/double excitations) [155] embed

known structure of electronic wavefunctions into the quantum circuit, often yielding

significantly improved convergence relative to purely hardware-driven parameteriza-

tions.

This problem of slow convergence is also seen more broadly in the landscape

of variational quantum algorithms, and is known as the barren plateau problem. The

barren plateau problem occurs when the energy (or variational “cost function”) land-

scape of a variational quantum circuit becomes extremely flat. In such cases, changing

a parameter produces almost no measurable change in the energy, so the optimizer

has little information about which direction will lower the energy further, even if

quantum gradient-based optimizers are used. As the number of qubits or the depth

of the circuit increases, this flatness can become more severe: the gradients of the
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energy with respect to the parameters become exponentially small. In practice this

means that a very large number of measurements would be required just to determine

whether a small change in a parameter increases or decreases the energy.

One way to understand this behavior is to note that very deep or highly flex-

ible quantum circuits can generate states that resemble essentially random states in

Hilbert space [156]. For such random states, expectation values of physical observables

tend to cluster around a typical value, making the total energy largely insensitive to

small parameter changes. The resulting landscape therefore resembles a vast, nearly

level plateau with very little slope to guide the optimization. For this reason, much

current research focuses on designing structured ansätze and initialization strategies

(often inspired by quantum chemistry methods such as coupled cluster theory [157])

that restrict the search to physically meaningful regions of the Hilbert space and

thereby help avoid these flat landscapes [158].

6.2.2.3 Hamiltonian Simulation. Like variational quantum optimization

methods, Hamiltonian simulation is also seen as one of the problems where practical

computational speed-ups can be realized on near-term quantum computers. In this

section, we give a review of the basic techniques (both for near-term and future quan-

tum hardware) which are used to simulate the time-evolution of quantum chemical

Hamiltonians. We recall that the time-dependent Schrödinger equation (with ℏ = 1)

i
d

dt
|ψ(t)⟩ = H|ψ(t)⟩, (6.29)

has formal solution

|ψ(t)⟩ = e−iHt|ψ(0)⟩. (6.30)
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Thus, implementing the unitary operator

U(t) = e−iHt (6.31)

is equivalent to simulating real-time quantum dynamics. The quantum advantage of

Hamiltonian simulation stems the fact that time evolution in Hilbert space dimen-

sion 2N can be performed with resources polynomial in N , provided N has suitable

structure (namely, locality or sparsity) [139]. This is because most physically relevant

Hamiltonians exhibit k-locality, meaning the Hamiltonian is finite and can be reduced

to a linear combination of Pauli strings

Ĥ =
N∑
j=1

cjPj, (6.32)

where each string Pj acts non-trivially (i.e., with X, Y, Z Pauli operators) on at most

k qubits. For mean-field lattice models, N typically scales linearly with system size;

however, for arbitrary Hamiltonians in full second quantization, N scales polynomially

in orbital count.

Ultimately, the complexity of Hamiltonian simulation does not just depend

on the number of Pauli strings N in the Hamiltonian; rather, it is dependent on the

number of non-commuting groups of Pauli strings. To illustrate this concept, we will

first consider the case where the Hamiltonian decomposes into two non-commuting

pieces,

H = A+B, (6.33)

contrary to to the behavior of scalars (which always commute under products), if two

operators do not commute then

e−i(A+B)t ̸= e−iAte−iBt. (6.34)
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This is problematic; however, for a sufficiently small timestep δt it can be shown that

the approximation

e−i(A+B)δt = e−iAδte−iBδt +O(δt2). (6.35)

gives a good approximation in the limit of small δt. Dividing total time t into r steps

(t = rδt) we find that

e−iHt ≈
(
e−iAt/re−iBt/r

)r
, (6.36)

with total error ϵ scaling as

ϵ ≈ O
(
t2

r
∥[A,B]∥

)
, (6.37)

where [A,B] = AB−BA denotes the operator commutator. Thus, for general Hamil-

tonians decomposed into L non-commuting groups of Pauli operators Hℓ =
∑

j cjPj,

it can be shown that

e−iHt ≈
(

L∏
ℓ=1

e−iHℓt/r

)r

. (6.38)

In the literature, this is is known as a Suzuki-Trotter product formula, and the process

of decomposing a Hamiltonian into an approximate time-evolution scheme is known

as Trotterization. Higher-order Suzuki-Trotter formulas have also been derived, whcih

systematically cancel leading commutator errors at the cost of requiring more complex

quantum circuits. Although we will not prove it here, we note that for any commuting

group of k-local Pauli operators Pj (satisfying [Pi, Pj] = 0) the exponential of Hℓ =∑
j cjPj can be computed efficiently using a polynomial number of gates [159].

In addition approximating time evolution via small time slices, other ap-

proaches exist which encode the Hamiltonian into a larger unitary operator (block
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encoding) and then apply polynomial transformations using the quantum signal pro-

cessing (QSP) [160] or quantum singular value transform (QSVT) [161, 162] algo-

rithms. The resulting query complexity scales as

O (αt+ log(1/ϵ)) , (6.39)

where ϵ is the desired error tolerance and α bounds the operator norm of H. Impor-

tantly, the dependence on precision is only logarithmic, and the scaling in t is linear

and provably optimal; however realizing these algorithms is exceptionally difficult

on modern noisy hardware, though some randomized approximations to this process

have been proposed that may be feasible on NISQ hardware [163].

6.2.2.4 Quantum Phase Estimation. The quantum phase estimation (QPE)

algorithm is one of the central subroutines in quantum computing and provides the

foundation for several quantum algorithms, including BQP-complete problems, such

as Shor’s discrete logarithm and integer factoring algorithms [164]. In the context

of quantum simulation, QPE can also be used to determine the eigenvalues of a

Hamiltonian by exploiting the relationship between time evolution and wave function

phase accumulation [165]. In this section, we will provide a very basic overview of

the QPE algorithm, mentioning some of its applications in quantum chemistry.

The most essential component in the QPE algorithm that yields an exponen-

tial advantage over comparable classical algorithms is the inverse quantum Fourier

transform (QFT). The QFT is the quantum analogue of the discrete Fourier trans-

form, acting on the amplitudes of a quantum state to reveal phase information in the

computational basis. For an M -qubit state |x⟩ = |x0x1...xM−1⟩, the QFT maps it to
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the superposition

|x⟩ 7→ 1√
2M

2M−1∑
k=0

ei2πxk/2
M |k⟩ (6.40)

effectively encoding the integer x into the relative phases of the computational basis

states. In matrix form, this transformation is written

QFT =
1√
2M



1 1 1 · · · 1

1 ω ω2 · · · ωN−1

1 ω2 ω4 · · · ω2(N−1)

...
...

... . . . ...

1 ωN−1 ω2(N−1) · · · ω(N−1)(N−1)


, ω = e2πi/. (6.41)

An M -qubit QFT transformation can be implemented efficiently on a quan-

tum computer using a sequence of Hadamard gates and controlled phase rotations,

requiring only O(M2) gates. Similarly, its inverse (QFT †) can be applied with an

identical number of operations by applying the inverse of the QFT gates in the reverse

order.

Now we return to our discussion of the QPE algorithm. Suppose we are given

a unitary operator U and an eigenstate |ψ⟩ satisfying

U |ψ⟩ = e2πiϕ|ψ⟩, (6.42)

where ϕ ∈ [0, 1) is an unknown phase. The goal of quantum phase estimation is to

determine an approximation of ϕ to n bits of precision. The algorithm accomplishes

this by encoding the phase into the amplitudes of a register of control qubits through

controlled applications of powers of U .

The procedure begins with two registers: an n-qubit control register initialized

in the state |0⟩⊗n and a second register prepared in the eigenstate |ψ⟩. Hadamard
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gates are applied to the control qubits to create a uniform superposition,

1

2n/2

2n−1∑
k=0

|k⟩. (6.43)

Each control qubit then applies a controlled power of the unitary operator to the target

register. Because |ψ⟩ is an eigenstate of U , these operations imprint phase factors

e2πiϕ2
k onto the amplitudes of the control register. The resulting state encodes the

phase ϕ in the relative phases of the computational basis states.

Finally, an inverse quantum Fourier transform is applied to the control register,

converting the phase information into a binary representation that can be read out

by measurement. With high probability, the measurement outcome provides an n-bit

binary estimate of ϕ. Figure 6.4 illustrates the standard quantum circuit for phase

estimation, for an initial state |ψ⟩ where ψ is initialized close to an eigenstate ψn

(⟨ψ|ψn⟩ ≈ 1).

. . . ...

· · ·

· · ·

|0⟩ H

QFT−1
|0⟩ H

...

|0⟩ H

|ψ⟩ U20 U21 U2M−1

Figure 6.4: Quantum circuit for the M -qubit quantum phase estimation. algorithm.
Controlled powers of the unitary operator encode the eigenphase into the control
register, after which an inverse quantum Fourier transform is applied before measure-
ment.
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In quantum chemistry applications, the unitary operator is typically chosen as

the time-evolution operator

U = e−iHt, (6.44)

where H is the electronic Hamiltonian. This subroutine is usually implemented

though a controlled version of some Hamiltonian simulation algorithm, such as a

Trotterized product formula.

If the input state |ψ⟩ has significant overlap with an eigenstate |ψn⟩ of H,

the measured phase yields the corresponding energy eigenvalue. In this way, QPE

provides a direct route to high-precision energy estimation, although it generally

requires deeper circuits and longer coherence times than variational approaches. As

a result, phase estimation is impractical on modern NISQ hardware, but is believed

to be feasible on future quantum hardware that is fully fault-tolerant.

6.3 Simulation of Open Quantum Systems

In this section, we pivot to the harder problem of simulating open quantum

systems on quantum computers. These systems arise when a quantum system of

interest interacts with an external environment. In the idealized setting of closed-

system quantum mechanics, the state of a system is described by a wavefunction |ψ⟩

whose time evolution is governed by the Schrödinger equation. This description as-

sumes that the system is perfectly isolated from its surroundings, so that its evolution

is unitary and information is preserved, and thus its time-evolution is reversible. In

realistic physical settings, however, such isolation is rarely achievable. Interactions
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with external degrees of freedom are (such as phonons, electromagnetic fields, or mea-

surement apparatus) can exchange energy and information with the system, leading

to irreversible phenomena such as decoherence and energy dissipation.

To describe these effects, it is convenient to adopt the density matrix formal-

ism. The state of the system is represented by a density operator ρ, which generalizes

the wavefunction description to allow for statistical mixtures of quantum states. If

the system S interacts with an environment E, the combined system evolves unitarily

under a joint Hamiltonian HSE. The effective state of the system alone is obtained

by tracing out the environmental degrees of freedom,

ρS = TrE(ρSE), (6.45)

where ρSE is the density matrix of the combined system and environment. Because

information about the environment is discarded in this partial trace, the resulting

dynamics of ρS are generally non-unitary and can exhibit irreversible behavior such

as decoherence.

In most models of the time-evolution of open quantum systems, it is common

to assume that time-evolution is Markovian (e.g., information lost to the environment

is never recovered, rendering the environment “memoryless”). In this limit quantum

systems evolve according to the Lindblad master equation

dρ

dt
= −i[H, ρ] +D(ρ), (6.46)

where the term −i[H, ρ] unitarily evolves ρ under the Schrödinger equation and D is

the Lindblad dissipator [166], expanded as

D(ρ) =
∑
i

γi

(
LiρL

†
i −

1

2

{
L†
iLi, ρ

})
(6.47)
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where the Li are Lindblad operators that model environment-mediated transitions in

the system state with coupling coefficients γi > 0.

In many applications of quantum simulation, particularly in quantum chem-

istry, one is not primarily interested in the full many-body wavefunction of a large

molecular system but rather in the properties of a smaller, chemically active region

embedded within a larger environment. Quantum embedding methods exploit this

observation by partitioning the total Hilbert space into multiple strongly-correlated

subsystems Sj containing the degrees of freedom of interest and their associated envi-

ronments E representing the surrounding electronic structure. The total Hamiltonian

may then be written schematically as

Ĥ =
∑
i

ĤSj
+ ĤE + ĤSjE, (6.48)

where HSjE describes the coupling between a subsystem and the surrounding envi-

ronment. Even if the combined system evolves unitarily, the effective dynamics of

the subsystem alone are generally non-unitary due to entanglement and information

exchange with the environment.

This perspective is particularly important for hybrid quantum-classical algo-

rithms such as the variational quantum eigensolver (VQE), where the number of

qubits available on near-term devices may limit the size of the system that can be

treated explicitly. Quantum embedding approaches therefore attempt to simulate a

small correlated subsystem on a quantum processor while representing the surround-

ing environment through an effective bath or embedding potential. In this framework,

physically meaningful observables associated with the subsystem are obtained from
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the reduced density matrix

ρS = TrE(ρSE), (6.49)

which is constructed by tracing out the environmental degrees of freedom. Local

expectation values then follow from

⟨OS⟩ = Tr(ρSOS), (6.50)

allowing properties of the embedded region to be recovered without explicitly repre-

senting the full many-body environment on the quantum device.

As we will discuss in the following two chapters, quantum simulation ap-

proaches usually require the dilation of the density operator into a larger Hilbert

space, and then applying either Trotterized evolution or block-encoded simulation

via the QSVT. Since the digital time-evolution of the density matrix of an n-qubit

system acts in a space of dimension 4n, efficient encoding requires exploiting spar-

sity and structure in dissipative operators, and constitutes a significant challenge in

quantum algorithm design.

6.4 Overview of Research Contributions

This dissertation develops scalable digital simulation algorithms tailored to

quantum materials with environmental coupling and constrained hardware resources.

In the followig two chapters, we present published work on the digital quantum sim-

ulation of open quantum systems, with an emphasis on designing algorithms suitable

for NISQ hardware. Below, we briefly review the key contributions of this work:
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6.4.1 Trotterless Simulation Algorithms for Open Quantum Systems

Traditional simulation relies on Trotterization of the Lindblad dynamics in

(6.46) and subsequent simulation by approximating the exponential of the time, evo-

lution operator. In this paper, we examining the decomposition of such exponentials

into the form

et(H+L). (6.51)

where H and L model effective Hamiltonian evolution and Linblad dissipative evo-

lution. This work explores ways in which certain structured Hamiltonians satisfying

the commutator relations involving H and L can actually admit representations that

avoid Trotterization altogenter, allowing for the distribution of system dynamics over

many short circuits, allowing for efficient “Trotterless” simulation suitable for NISQ

devices.

6.4.2 Applying Open Quantum System Simulation Methods to Trapped-Ion NISQ

Hardware

Trapped-ion platforms have demonstrated state-of-the art accuracy in pro-

cessing quantum information with all-to-all connectivity and high-fidelity gates. This

work applies the theory developed in previous published work to simulate selected

open quantum systems on real quantum hardware. It employs measurement-based

tomographic readout of quantum density matrices and the characterization and in-

version of device noise channels to mitigate the effects of noise in the simulation

results.
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CHAPTER SEVEN

Trotterless Methods for the Simulation of Open Quantum Systems

This chapter published as: Burdine, Colin, and Enrique P. Blair. “Trotterless Simu-
lation of Open Quantum Systems for NISQ Quantum Devices.” Advanced Quantum
Technologies, Oct. 2024, p. 2400240., doi: 10.1002/qute.202400240.

The simulation of quantum systems is one of the flagship applications of near-

term NISQ (noisy intermediate-scale quantum) computing devices. Efficiently simu-

lating the rich, non-unitary dynamics of open quantum systems remains challenging

on NISQ hardware. Current simulation methods for open quantum systems employ

time-stepped Trotter product formulas (“Trotterization") which can scale poorly with

respect to the simulation time and system dimension. Here, we propose a new sim-

ulation method based on the derivation of a time-perturbative KrausThe simulation

of quantum systems is one of the flagship applications of near-term NISQ (noisy

intermediate-scale quantum) computing devices. Efficiently simulating the rich, non-

unitary dynamics of open quantum systems remains challenging on NISQ hardware.

Current simulation methods for open quantum systems employ time-stepped Trotter

product formulas (“Trotterization") which can scale poorly with respect to the simu-

lation time and system dimension. Here, we propose a new simulation method based

on the derivation of a time-perturbative Kraus operator series representation of the

system. We identify a class of open quantum systems for which this method pro-

duces circuits of time-independent depth, which may serve as a desirable alternative

to Trotterization, especially on NISQ devices.
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7.1 Introduction

The quantum computer is an emerging technology with the potential to greatly

accelerate progress in the fields of chemistry, physics, and materials science [16,139].

One of the most extensively researched near-term applications of quantum computing

is the simulation of physical systems, since state-of-the art NISQ (noisy intermediate-

scale quantum) hardware has enabled accurate simulations of various kinds of sys-

tems [167]. Recently, significant effort has been devoted toward the representation and

simulation of closed many-body quantum systems, such as spin-lattice systems [168],

fermionic systems [169, 170], and bosonic systems [171, 172]. However, relatively few

studies have investigated the time evolution of open quantum systems, which ex-

hibit complex non-unitary dynamics due to interactions with an environment. Since

quantum computation is inherently unitary, efficiently simulating the non-unitary dy-

namics of open systems on quantum computers remains a challenging yet important

problem, especially on state-of-the art NISQ hardware [173].

7.1.1 Related Work

Many different approaches have been taken to simulate open quantum sys-

tems, such as explicitly modeling the environment [174, 175], numerically evolving

the non-unitary dynamics of the system [176–182], harnessing device noise to model

the environment [183], or representing the system’s dynamics in closed form, either

as an arbitrary quantum channel [184] or a Kraus representation [185–187]. Varia-

tional approximations of the steady states of open systems have also been successfully

demonstrated [188]. In a majority of these studies [177–183, 185–187], systems are

considered under the Born-Markov approximation, in which environmental coupling
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is weak and correlations are assumed to decay rapidly such that the system exhibits

Markovian dynamics (i.e. the environment is effectively “memoryless"). The dynam-

ics of Markovian systems are governed by one of a number of master equations, such

as the stochastic Schrödinger equation [189] or the Lindblad equation [166]. The most

common and readily generalizable approach to simulating Markovian systems is the

use of Suzuki-Trotter product formulas (“Trotterization") [190, 191]. This approach

uses discrete-time numerical methods to compute the time evolution of sparse non-

commuting components of the Hamiltonian and any non-Hermitian operators that

model environmental interactions [177,192]. However, Suzuki-Trotter-based methods

require quantum circuits that increase linearly with the time evolution period and

quadratically with the system dimension [159, 177, 178]. This is problematic, espe-

cially if these methods are to be realized on NISQ devices, where factors such as

device topology and noise must be taken into account [167].

Motivated by the constraints of modern quantum hardware, significant strides

have been made toward finding representations of open quantum systems that either

allow for quantum resource-efficient Trotterization or avoid Trotterization altogether.

In a few cases, Trotterless methods for the time-evolution of open systems have been

found [185–187], though these methods only apply to only a limited number of toy

example systems, where the dynamics admit a known closed-form Kraus representa-

tion. For arbitrary open quantum systems, computing a minimal Kraus representa-

tion through established methods is known to be classically hard [193, 194], since it

requires constructing and then diagonalizing the system’s Choi matrix. For a system

of dimension d, diagonalizing the Choi matrix requires O(d6) operations to derive
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the d2 Kraus operators corresponding to just a single evolution period t. Nonethe-

less, due to the inherent non-uniqueness of Kraus representations, it has remained an

unexplored question whether there exist specific classes of systems for which Kraus

representations can be derived (or even approximated) efficiently. It also remains to

be seen if such representations may facilitate new NISQ-friendly simulation methods.

7.1.2 Main Results

In this paper, we make preliminary steps toward identifying and characterizing

systems which admit “Trotterless" representations. More specifically, we identify a

general class of Born-Markov open quantum systems described by the Lindblad master

equation that admit a type of Kraus operator representation that we refer to as a

“time-perturbative Kraus operator series". In this series representation, each Kraus

operator can be written as a closed-form function of time. We show that the time

evolution of systems that admit this representation can be computed to a desired

order of accuracy for any evolution period t ≥ 0 using a series of parameterized

quantum circuits (one per Kraus operator) with a gate complexity independent of t.

The closed-form t-independent property of these circuits makes them ideal candidates

for execution on NISQ computers, since they do not employ Trotterization or other

quantum digital simulation methods. This concept is illustrated in Figure 7.1.

To characterize the dynamics of Lindblad-type open quantum systems, we

introduce the effective Hamiltonian superoperator H and Lindblad superoperator L.

We show that H and L can be used to identify this class of systems, provided that

the following three general conditions are met:
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Figure 7.1: Overview of approaches to simulating Markovian open quantum systems.
When Trotter-based methods are applied, deep circuits are required with O(t) gate
complexity. For complex systems, each Trotter step (δt) may require many gates
to numerically approximate. On NISQ devices, this results in noise and Trotter
approximation error. For certain kinds of systems, our time-perturbative Kraus se-
ries approach distributes the complexity of the simulation over many short circuits,
thereby reducing the effect of noise.
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(1) The system’s effective Hamiltonian dynamics exp(tH) can be simulated effi-

ciently via a quantum circuit with gate complexity independent of t.

(2) The system’s Lindblad operators Ln are sparse and can be implemented

through a quantum circuit of bounded gate complexity.

(3) The system’s H and L superoperators satisfy the commutation relation [H,L] =

αL+ c for real scalars α, c ≥ 0.

As a more concrete case, we show that systems with a Hamiltonian H and a

set of sparse Lindblad operators {Ln}NL
n=1 that satisfy the commutation relations

(i) [H,L†
nLn] = 0 (for all Ln)

(ii) [L†
nLn, L

†
n′Ln′ ] = 0 (for all Ln, Ln′)

(iii) [H,Ln] = νLn

(for some ν ∈ C with Im(ν) ≥ 0, for all Ln)

(iv)
∑

n′ γn′ [L†
n′Ln′ , Ln] = λLn

(for some λ ∈ C with Re(λ) ≤ 0, for all Ln)
all satisfy conditions 1-3 above and can be simulated with a series of quantum circuits,

each of which has time-independent gate complexity at most O(d2), where d is the

dimension of H. Although this series generally consists of an infinite number of

circuits, we show that accurate approximations of the final state can still be made

if the series is truncated to a finite number of circuits. This allows for a tunable

trade-off between desired accuracy and number of circuits. We also show that for

some systems, exact solutions can be obtained with a finite number of circuits.

179



Finally, we show that two widely studied open quantum systems, the multi-

qubit continuous-time Pauli channel and the damped quantum harmonic oscillator,

both satisfy conditions 1-3 and can be simulated efficiently with a series of “Trot-

terless" quantum circuits with t-independent depth. Both of these systems play a

crucial role in modeling the Markovian decoherence of spin-1/2 fermionic systems

and bosonic systems respectively.

7.2 Background

7.2.1 Lindblad Equation

In this paper we consider non-relativistic open quantum systems under the

Born-Markov approximation. The time evolution of these systems forms a dynamical

semigroup, and the master equation that generates their non-unitary dynamics can

be written in the Lindbladian (also known as the diagonalized GKSL) form [166]:

dρ

dt
= − i

ℏ
[H, ρ(t)] +

∑
n

γn

(
Lnρ(t)L

†
n −

1

2
{L†

nLn, ρ(t)}
)
. (7.1)

Above, H is the system Hamiltonian and the Ln are Lindblad operators with

corresponding damping parameters γn ≥ 0. These operators are often imposed phe-

nomenologically on the system, since a large number of Lindblad operators (sometimes

even an infinite number [195]) are usually needed to model the Markovian dynamics

of the total unitary evolution of a system and environment. For example, in systems

with quadratic Hamiltonians expressed in terms of bosonic creation and annihilation

operators b̂†n, b̂n, i.e:

H =
∑
n

cnb̂
†
nb̂n, (7.2)
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the operators b̂n are often used as the Lindblad operators Ln with appropriate choice of

damping γn to model spontaneous emission and decay within the system. However, in

the simulation of other systems, more complex Lindblad operators (e.g. depolarizing

and dephasing operators) have been applied to model various forms of environment-

induced decoherence. These kinds of Lindblad operators are seen in the continuous-

time Pauli channel, which is used to model unbiased qubit decoherence in quantum

information processors.

7.2.2 Kraus Operators

It can be shown that the time evolution of a system ρ(t) satisfying (8.1) gener-

ates a completely positive trace-preserving (CPTP) map Et, which forms a quantum

channel for each time evolution period t ≥ 0 [166]. This channel can be represented

non-uniquely as a sum of time-dependent Kraus operators:

ρ(t) = Et(ρ(0)) =
∑
i

Ki(t)ρ(0)K
†
i (t). (7.3)

The Kraus operators Ki(t) must satisfy the constraint∑
i

Ki(t)Ki(t)
† = 1 (7.4)

for t ≥ 0 Also, the time-dependence of the Kraus operators must be such that the

time evolution map Et satisfies the dynamical semigroup property

Et2(Et1(ρ)) = E(t1+t2)(ρ), (7.5)

where E0 ≡ I (the identity map).
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7.2.3 Superoperator Formalism

Before proceeding, we must introduce the superoperator notation that we will

use throughout the remainder of this paper. A superoperator is an operator that acts

linearly on the space of operators. In this case, we will focus on superoperators that

act linearly on the “vectorized" density matrix, ρ⃗, given by

ρ⃗ =
∑
i,j

⟨ei| ρ |ej⟩ (|ei⟩ ⊗ |ej⟩), (7.6)

where the kets |ei⟩ form a complete orthonormal basis. It can be shown that super-

operators acting by a left and right operator of an n × n density matrix ρ can be

represented as an n2 × n2 matrix equal to the Kronecker product of the left-acting

operator and the transpose of the right-acting operator, which acts linearly on ρ⃗. For

example, a superoperator D that acts on an operator ρ through left and right multi-

plication by the respective matrices A and B† has the superoperator representation

(A⊗B), where B denotes the complex conjugate of B. This gives rise to the following

correspondence between operator and superoperator representations:

D(ρ) = AρB† ⇔ Dρ⃗ = (A⊗B)ρ⃗. (7.7)

This correspondence is quite useful, since it lifts the dynamics of a system’s density

matrix into a larger space where the dynamics can be written as a matrix-vector

product.

7.3 Theory

In this section we will introduce our proposed framework for simulating open

quantum systems that satisfy conditions 1-3. First, we will give an overview of our

general framework for characterizing the dynamics of open systems in terms of the

algebra of the effective Hamiltonian superoperator H and the Lindblad superoperator
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L. Next, we will show how a Kraus series can be derived from H and L when the

commutation relation in condition 3 is satisfied. We will also give examples of how

useful identities in the Lindblad operator algebra can be applied to further reduce the

complexity of the Kraus series. Finally, we will show how each Kraus operator in the

series can be realized as a quantum circuit. A summary of this procedure is shown

in Figure 7.2. At the end of this section, we will also give more detailed analysis of

the convergence of the Kraus series, and describe how the series can be truncated to

a finite number of terms while still providing accurate results.

7.3.1 General Framework

We will begin by using the correspondence in (7.7) to convert the right hand

side of (8.1) into superoperator form. To simplify this process, we first introduce the

effective Hamiltonian operator VH and scaled Lindblad operators Vn:

VH = H − iℏ
2

∑
n

γnL
†
nLn (7.8)

Vn =
√
γnLn (7.9)

Next, we introduce the effective Hamiltonian superoperator H and Lindblad

superoperator L:

H =

(−i
ℏ
VH

)⊕2

(7.10)

L =
∑
n

(
√
γnLn)

⊗2 =
∑
n

V ⊗2
n (7.11)

In (7.10), (7.11), and throughout the remainder of this paper, we use the

notational shorthand

A⊕2 ≡ A⊗ I + I ⊗ A (7.12)
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Open Quantum System

Superoperator Algebra 

Kraus Operator Series Mapping 
 
 

Lindblad Operator Algebra 

Quantum Circuit Mapping 

Reduced

Figure 7.2: A summary of the steps required to realize open quantum systems satis-
fying conditions 1-3 as a series of quantum circuits. By exploiting the superoperator
algebra, a Kraus series representation of a system can be found. This series can then
be simplified using product and commutator identities of the Lindblad operator al-
gebra (if any exist). Finally, each Kraus operator is mapped to a quantum circuit,
which has depth independent of the time evolution period t.
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to denote the conjugated Kronecker sum and

A⊗2 ≡ A⊗ A (7.13)

to denote the conjugated Kronecker product.

It is worth remarking that the effective Hamiltonian superoperator H does not

generate a unitary evolution of the density matrix, though it can be written in a form

that evolves ρ in a manner analogous to that of unitary evolution under the effective

Hamiltonian VH :

etHρ⃗ ⇔ (e−itVH/ℏ)ρ(e−itVH/ℏ)† (7.14)

The dynamics of (7.14) are non-unitary because the damping terms −iℏ
2

∑
n γnL

†
nLn

in (7.8) are skew-Hermitian with non-positive purely imaginary eigenvalues. As a

result, the trace and purity of ρ are not preserved with time. However, in the no-

damping limit where γn → 0, these terms vanish and H generates unitary dynamics.

Evolving the system under H alone is insufficient to account for the direct

action of the environment on the system. To completely account for this action, we

must also incorporate the Lindblad superoperator L, given in (7.11). If we combine

the action of H and L on a vectorized density matrix ρ⃗, we obtain a linear super-

operator equivalent to the right hand side of the Lindblad equation (8.1), which is

completely positive and trace-preserving:

dρ⃗

dt
(t) = (H + L)ρ⃗(t). (7.15)
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We can verify that the equivalence of (7.15) to (8.1) holds by expanding H

and L to obtain (7.16), and checking the operator-to-superoperator correspondence

in (7.7):

H + L =

(
−i
ℏ
(H ⊗ I − I ⊗H)− 1

2

∑
n

γn(L
†
nLn ⊗ I + I ⊗ Ln

†
Ln)

)

+

(∑
n

γn(Ln ⊗ Ln)

)
.

(7.16)

Since (H + L) acts linearly on ρ⃗, the time-evolution of the system is given by

ρ⃗(t) = Etρ⃗(0) = et(H+L)ρ⃗(0), (7.17)

where Et is the time evolution superoperator that satisfies (7.5). From equation (7.3),

it follows that et(H+L) must be equal to a sum of time-dependent Kraus operators

Ki(t), which means that such a representation satisfies the equation

Et =
∑
i

Ki(t)
⊗2 = et(H+L). (7.18)

Finding a set of Ki(t) in a closed matrix form that satisfies this for all t ≥ 0 is

a nontrivial task, as it amounts to decomposing an operator exponential into a sum

of terms that factor as a conjugated Kronecker product (i.e. Ki(t)
⊗2).

7.3.1.1 Existing approaches for obtaining a Kraus decomposition. A stan-

dard approach to obtain a Kraus decomposition from the Lindblad equation is out-

lined in [193] and [194]. This approach makes use of the Hermitian supermatrix

formalism first developed by Choi [196], which requires computing the superopera-

tor exponential Et = et(H+L) and constructing the Choi matrix T (t) associated with

evolution over a time period t. In block-matrix form, the Choi matrix is constructed

186



as

T (t) =


Et(E11) Et(E12) . . .

Et(E21) Et(E22) . . .

...
... . . .

 , (7.19)

where Et is evaluated on all density matrix basis elements Eij = |ei⟩ ⟨ej| for a set

of kets |ei⟩ that form a complete orthonormal basis. If a system has dimension d,

the Choi matrix has dimension d2 × d2. For CPTP maps generated by the Lindblad

equation, the Choi matrix is Hermitian positive definite and can be diagonalized in

the form

T (t) = U Ξ U † =
d2∑
m=1

ξmumu
†
m. (7.20)

From the eigenvalues ξm ≥ 0 and the eigenvectors um of the Choi matrix, a set of d2

Kraus operators Km(t) are obtained by “unvectorizing" each um into a d× d matrix

operator and multiplying by
√
ξm such that

(Km(t))ij =
√
ξm(um)i+dj. (7.21)

Although the Choi matrix is useful for characterizing CPTP maps, using it to derive

Kraus representations of a system presents some practical challenges. First, diag-

onalizing an arbitrary d2 × d2 Choi matrix requires O(d6) operations on a classical

computer, which is very undesirable, especially for N -qubit systems where d = 2N , or

systems with d = ∞. Second, the Kraus operators that are recovered from the Choi

matrix can not always be written as a closed function of time, which means that the

Kraus operators Km(t) must be recalculated separately for each evolution period t.

Finally, because obtaining this Kraus decomposition requires computing Et = et(H+L),

one might as well bypass the Kraus representation altogether and instead numerically
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evolve the initial state under Et. On a classical computer, this is achieved through

numerically solving the Lindblad equation. On quantum computers, this is most

commonly achieved by evolving the “vectorized" density matrix ρ⃗ under Et as if it

were a quantum state vector |ρ⃗⟩ of size d2:

|ρ⃗(t)⟩ = Et |ρ⃗(0)⟩ . (7.22)

7.3.1.2 Existing approaches for simulating Et on a quantum computer.

Several methods have been proposed for simulating Et on a quantum computer (e.g.

see [177, 179, 180, 187]). A significant majority of these methods approximate the

exponential et(H+L) by splitting the expanded form of H + L in (7.16) into two or

more non-commuting terms, whose exponentials individually are easy to realize as

quantum circuits. Then, by applying the Trotter product formula (or higher-order

Suzuki-Trotter formulas [191]) one can obtain an approximation of Et in terms of

the exponential of each part of H + L individually [190]. This method is sometimes

referred to as “Trotterization". For example, with a small time step δt, one can apply

the second order Suzuki-Trotter approximation

Eδt = eδt(H+L) = e(δt/2)He(δt)Le(δt/2)H +O((δt)3). (7.23)

An approximation formula the full time-evolution superoperator Et is then obtained

by dividing the evolution period t into n discrete time steps (δt = t/n) and repeatedly

applying (7.23), resulting in

Et =
[
e(t/2n)He(t/n)Le(t/2n)H

]n
+O(t3/n2). (7.24)

If both eδtH and eδtL can be realized efficiently as unitary quantum circuits, then the

final state of the density matrix encoded in a dimension d2 state vector (as shown in
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(7.22)) can be obtained by using (7.24) or a higher-order Trotter formula. However,

this is problematic, as it requires repeatedly applying the eδtH and eδtL quantum

circuits. In addition, the encoding of the density matrix as a statevector |ρ⃗⟩ requires

twice as many qubits to represent the system, requiring twice as many gates to evolve

both the “left side" and “right side" of ρ(0). For these reasons, we consider Trotter-

based methods to be less desirable for NISQ computing applications. This motivates

our search for classes of systems that admit non-minimal Kraus representations which

do not require diagonalizing the Choi matrix, but nonetheless satisfy (7.18) and the

standard Kraus operator properties (7.3), (7.4), and (7.5).

7.3.1.3 The environmental interaction picture. In this paper, we take a

different approach to solving for a Kraus representation of the system that does not

require the diagonalization of the Choi matrix. Instead, we solve for an infinite series

of Kraus operators which are derived by applying the Zassenhaus product formula to

the right-hand side of (7.18). The Zassenhaus product formula expands et(H+L) as

the product of exponentials of commutators of H and L as follows:

et(H+L) = etHetLe−
t2

2
[H,L]

× e
t3

6
([H,[H,L]]+2[L,[H,L]])e−

t4

24
(...)...

= etH
∞∏
m=1

exp (tmCm) .

(7.25)

For m > 1, Cm is a degree m homogeneous Lie polynomial, whereas for m = 1 we

define C1 = L. The exponents Cm can be obtained by recursively applying the Baker-

Campbell-Hausdorff formula, or through one of the methods outlined in [197] or [198].

In Table 7.1, we list the commutator exponents Cm up to m = 5.
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Table 7.1: Table of the Zassenhaus formula commutator exponents Cm in (7.25) up
to m = 5.

m Cm
1 L
2 −1

2
[H,L]

3 1
6
([H, [H,L]] + 2[L, [H,L]])

4 − 1
24
([H, [H, [H,L]]] + 3[L, [H, [H,L]]] + 3[L, [L, [H,L]]])

5

1
120

([H, [H, [H, [H,L]]]] + 4[L, [H, [H, [H,L]]]]) +
6[L, [L, [H, [H,L]]]] + 4[L, [L, [L, [H,L]]]]) +
6[[H,L], [H, [H,L]]] + 12[[H,L], [L, [H,L]]])

Equation (7.25) re-frames the right hand side of (7.18) as the evolution of a

product of Zassenhaus commutator exponentials (
∏∞

m=1 exp(t
mCm)) under the effec-

tive Hamiltonian superoperator H. This motivates the introduction of the environ-

ment action superoperator

Aenv(t) =
∞∏
m=1

et
mCm , (7.26)

which incorporates the cumulative effect of the Lindblad superoperator L acting on

the system over a time period t > 0. We can interpret Aenv(t) as a superoperator that

evolves the system in the “environmental interaction picture", which is related to the

Schrödinger picture by the non-unitary (but nonetheless invertible) transformation

etH. It immediately follows that the time-evolution superoperator Et can be written

in the form

Et = etHAenv(t). (7.27)

If both etH and Aenv(t) can be realized efficiently on a quantum computer, then

the time evolution of the entire system can be computed efficiently by first evolving

ρ(0) in the environmental interaction picture using Aenv(t) and then transforming
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Figure 7.3: Illustration of the relationship between the evolution of the system in the
Schrödinger picture and the environmental interaction picture. In the environmental
interaction picture, the system is evolved with the superoperator Aenv(t), which is not
trace-preserving. This evolved state can be transformed back to the Schrodinger pic-
ture through evolution under the effective Hamiltonian, which takes the form (7.14).
The state Aenv(t)ρ⃗(0) is shown larger than the others to emphasize that the trace
of the density matrix is not preserved in the environmental interaction picture. The
transformation etH renormalizes the trace and returns the system to the Schrödinger
picture.

back into the Schrödinger picture as suggested in Figure 7.3. However, computing

Aenv(t) for arbitrary systems may be quite difficult, since it requires computing the

product of all Zassenhaus exponentials of the form exp(tmCm). In the next section

we will show that when a system satisfies certain superoperator commutation rela-

tions, these commutator exponentials reduce to a tractable form, which allows for the

derivation of a closed form series expansion of Aenv(t).
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7.3.2 Derivation of Kraus Operators

In Section 8.1, we claimed to have found a class of systems which admit a

Kraus operator series representation, and we characterized them as satisfying three

general conditions (conditions 1-3). For now we will defer the discussion of conditions

1 and 2 to a later section and focus on condition 3, which requires that a system’s H

and L superoperators satisfy the commutation relation

[H,L] = αL+ c (7.28)

for α, c ∈ R≥0. We will proceed by first deriving closed form Kraus operators for

systems satisfying condition 3, and then show how they can be simulated with quan-

tum circuits. To facilitate the derivation, we will consider the following two cases

separately:

Case (I): [H,L] = c (for c ≥ 0) (7.29)

Case (II): [H,L] = αL+ c (for α > 0, c ≥ 0) (7.30)

7.3.2.1 Case (I) Kraus representation. For case (I) systems, we apply the

commutation relation (7.29) to the Zassenhaus formula (7.25) and observe that all

commutator exponents Cm vanish except for C1 = L and C2 = − c
2
.

et(H+L) = etHetLe−
ct2

2 (7.31)

Substituting the non-vanishing Cm terms into (7.26), we see that the environment

action superoperator is

Aenv(t) = e−ct
2/2etL. (7.32)
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Expanding the etL in Aenv(t) as a Taylor series, we obtain

Aenv(t) =
∞∑
m=0

tm

m!
A(m)

env (t), (7.33)

where each term A(m)
env can be further expanded as a sum over all product sequences

of m Lindblad operators:

A(m)
env (t) = e−

ct2

2 Lm (7.34)

= e−
ct2

2

(
N∑
n=1

V ⊗2
n

)m

(7.35)

= e−
ct2

2

∑
k⃗∈{1,2,...,NL}m

(
m∏
j=1

[√
γk⃗jLk⃗j

])⊗2

(7.36)

Each of the (NL)
m summation terms in (7.36) is indexed by a vector k⃗ ∈ {1, 2, ..., NL}m.

This vector indicates which m (out of the total NL) Lindblad operators are applied,

and in which order.

By combining equations (7.27), (7.33), and (7.36), we can write the time evo-

lution of the system as a time-perturbative Kraus series that satisfies (7.18). This

series takes the superoperator form

ρ⃗(t) =
∞∑
m=0

∑
k⃗∈{1,2,...,NL}

Km,⃗k(t)
⊗2ρ⃗(0), (7.37)

which is equivalent to

ρ(t) =
∞∑
m=0

∑
k⃗∈{1,2,...,NL}

Km,⃗k(t)ρ(0)K
†
m,⃗k

(t). (7.38)

The Kraus operators in the series are indexed by both a time-perturbative order m

and a vector k⃗ corresponding to a sequence of Lindblad operators in the expansion

of A(m)
env . The Kraus operators for the case (I) system are

K
(I)
m,⃗k

(t) = e
−it
ℏ VH

√
tme−

ct2

2

m!

m∏
j=1

(√
γk⃗jLk⃗j

)
. (7.39)
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In the case of a single Lindblad operator L1, the index vector k⃗ can be removed and

the Kraus operators reduce to the much simpler form

K(I)
m (t) = e

−it
ℏ VH

√
(γ1t)me

− ct2

2

m!
Lm1 (7.40)

for m = 0, 1, 2, ... etc.

7.3.2.2 Case (II) Kraus representation. For case (II) systems, we apply the

commutation relation (7.30) and observe that Cm ∝ tmL for all commutator exponent

terms m > 2 in the Zassenhaus expansion. In particular, it can be shown that (7.25)

collapses to

et(H+L) = etHe(t+αg(t,α))Lecg(t,α), (7.41)

so we obtain

Aenv(t) = e(t+αg(t,α))Lecg(t,α), (7.42)

where g(t, α) (derived in [197]) has the closed form

g(t, α) = −e
−αt + αt− 1

α2
. (7.43)

Following the same procedure as in case (I), we expand Aenv(t) as the series

Aenv(t) =
∞∑
m=0

(t+ αg(t, α))m

m!
A(m)

env (t), (7.44)

where

A(m)
env (t) = ecg(t,α)

∑
k⃗∈{1,2,...,NL}m

(
m∏
j=1

[√
γk⃗jLk⃗j

])⊗2

. (7.45)

After simplifying each term, we obtain a Kraus series of the form (7.38) where

the Kraus operators K(II)
m,⃗k

(t) are given by

K
(II)
m,⃗k

(t) = e
−it
ℏ VH

√
(1− e−αt)mecg(t,α)

αm m!

m∏
j=1

(√
γk⃗jLk⃗j

)
. (7.46)
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Order Kraus Series TermsEnvironment Interactions

Figure 7.4: Illustration of the mapping between the environment action superopera-
tor Aenv(t) and the Kraus operator series of the form (7.38) for systems satisfying the
superoperator commutation relation (7.28). In the environmental interaction picture,
each sequence of m Lindblad operators (which models a specific mode of environmen-
tal interaction) corresponds to an order m term in a Kraus series that evolves the
system in the Schrödinger picture.

In the case of a single Lindblad operator L1, the Kraus operators reduce to

K(II)
m (t) = e

−it
ℏ VH

√
γm1 (1− e−αt)mecg(t,α)

αm m!
Lm1

(7.47)

for m = 0, 1, 2, ... etc.

7.3.3 Interpreting and Simplifying the Kraus Series

We have derived a time-perturbative Kraus series representation of the system

where each Kraus operator Km,⃗k(t) can be interpreted as the evolution of an ordered
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sequence of Lindblad operators (i.e.
∏

i Lk⃗i = Lk⃗1Lk⃗2 ...Lk⃗m) under the system’s effec-

tive Hamiltonian. For the m = 0 Kraus operator, this sequence is empty and thus

corresponds to evolution under the effective Hamiltonian only:

K0(t) = e−itVH/ℏ. (7.48)

The remaining Kraus operators contain nonempty sequences of m > 0 Lindblad

operators. Each sequence can be interpreted as a mode of environmental interaction

in which a number of physical processes occur in a specific order, such as particle

exchange with the environment, environment-mediated transitions in state, or the

creation and subsequent annihilation of virtual particles within the system. Through

this lens, the terms of the Kraus series can be viewed in a manner analogous to

the particle-path interpretation that arises from the time-perturbative treatment of a

scattering process [199]. However, accounting for all order m modes of interaction in

a system with many Lindblad operators requires a number of Kraus operators that

grows exponentially withm unless one can simplify the Kraus series using commutator

and product identities associated with the Lindblad operators.

The most straightforward simplification case to consider is when the Lindblad

operators commute (i.e. [Li, Lj] = 0, or more generally [L⊗2
i , L⊗2

j ] = 0). This allows

for the set of index vectors k⃗ to be grouped into equivalent sets according the number

of times each Lindblad operator appears in the sequence
∏

i Lk⃗i . Letting ℓ⃗ denote a

representative from each of these sets of k⃗ vectors for every order m, the Kraus series

can be reduced to

ρ⃗(t) =
∞∑
m=0

∑
ℓ⃗

cm,ℓ⃗K
⊗2

m,⃗l
ρ⃗, (7.49)
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where cm,ℓ is a multinomial coefficient

cm,ℓ =

(
m

n1(ℓ⃗), n2(ℓ⃗), ..., nNL
(ℓ⃗)

)
(7.50)

which counts the number of ways n1(ℓ⃗), n2(ℓ⃗), ..., nNL
(ℓ⃗) instances of the respective

operators L1, L2, ..., LNL
can be ordered to create an equivalent product sequence of

length m = n1(ℓ⃗) + n2(ℓ⃗) + ... + nNL
(ℓ⃗). This reduces the number of Kraus series

terms of each order m by a factor roughly proportional to (NL)
m/m! for m > NL.

The time-perturbative Kraus series can also be reduced by incorporating prod-

uct identities of the form LiLj = Lk. This most commonly occurs when a system’s

Lindblad operators form a multiplicative group up to multiplication by a constant.

When the Lindblad operators are either nilpotent or are endowed with a finite group

structure, it is possible to derive very useful power formulas of the form Lni = θI

(or more generally (L⊗2
i )n = |θ|2I⊗2), where θ is some constant and I is the identity

operator. These can be used to reduce the Kraus series to a finite number of terms

up to a maximum order n. For example, with case (I) systems containing a single

Lindblad operator L1 satisfying Ln1 = θI, we can reduce the the infinite series of

Kraus operators of the form (7.40) down to the finite sum of Kraus operators

K(I)
m (t) = e

−it
ℏ VH

√
F θ
n,m(γ1t)e

− ct2

2 Lm1 (7.51)

for m = 0, 1, 2, ..., n − 1. A similar form can be found for case (II) systems. Above,

F θ
n,m(x) denotes the generalized hyperbolic function

F θ
n,m(x) =

∞∑
k=0

θk

(nk +m)!
xnk+m, (7.52)
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which can be computed in closed form (following the method in [200]) using the

formula

F θ
n,m(x) =

1

n
θ−

m
n

n−1∑
k=0

ω−mk
n exp

(
ωknθ

1
nx
)
, (7.53)

where ωn = ei2π/n is an n-th primitive root of unity.

7.3.4 Representing Kraus Operators as Quantum Circuits

So far, we have shown that open quantum systems satisfying the commutation

relation (7.29) or (7.30) admit a Kraus series representation, yet it remains to be

discussed how the representations can be realized as quantum circuits. Since the

Kraus operators Ki(t) for a system are generally non-unitary, they must first be

expanded to unitary operators to be implemented on a quantum computer. These

expanded unitary operators can be viewed as acting on a representation of the system

plus an ancillary environmental subsystem. This expansion is usually achieved though

either a Stinespring dilation or a Sz.-Nagy dilation of the Kraus operators.

7.3.4.1 Stinespring dilations. The most common of unitary dilation methods

is the Stinespring dilation [201], which uses the total unitary evolution of a set of

system qubits which become coupled with a set of environmental qubits. It represents

the total system as the tensor product of the system and environmental degrees of

freedom, and requires finding a unitary Utot(t) that satisfies

Trenv(Utot(t)(ρsys ⊗ ρenv)Utot(t)
†) =

∑
i

Ki(t)ρsysKi(t)
†, (7.54)

where ρenv = |ϕ⟩ ⟨ϕ|env is a pure state of rank one and ρsys is an arbitrary initial state.

If the initial state ρsys is pure (i.e. Tr
(
ρ2sys

)
= 1), we can decompose ρsys =

|ψ⟩ ⟨ψ|sys and simulate the evolution of the entire system by evolving |ψ⟩sys only. This

198



is done by applying Utot(t) to the system state |ψ⟩sys and environment state |ϕ⟩env

as shown in Figure 7.5, after which quantities such as state occupation probabilities

or the expectation values of observables can be estimated by measuring the system

qubits only. This effectively traces out the environment subsystem in a manner that

is consistent with (7.54).

|ψ⟩sys
Utot(t) Utot(t)(|ψ⟩sys ⊗ |ϕ⟩env)|ϕ⟩env

Figure 7.5: Quantum circuit diagram of a Stinespring dilation circuit simulating a
system initialized in the pure state |ψ⟩sys.

In the case that ρsys is not pure, we can still simulate its evolution by diago-

nalizing it in the form

ρsys =
∑
j

pj |ψj⟩ ⟨ψj|sys (7.55)

and then preparing a purification of ρsys via a set of ancillary prep qubits indexed by

an orthonormal basis |ej⟩:

ρsys ∼
∑
j

√
pj(|ψj⟩sys ⊗ |ej⟩prep). (7.56)

This prepares a superposition of |ψj⟩sys states that can used in place of |ψ⟩sys in

circuits such as Figure 7.5.

7.3.4.2 Sz.-Nagy dilations. Unlike a Stinespring dilation, a Sz.-Nagy dilation

represents the total system as the direct sum of the system and the environmental

degrees of freedom for each individual Kraus operator [202]. The unitary Sz.-Nagy
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dilation of a Kraus operator Ki(t) is given by

UKi
(t) =

 Ki(t) DK†
i
(t)

DKi
(t) −Ki(t)

†

 (7.57)

where DKi
(t) is the defect operator of Ki(t), defined as

DKi
(t) =

√
I −Ki(t)†Ki(t). (7.58)

Representing UKi
on a quantum computer requires only a single ancillary qubit.

This qubit distinguishes the system degrees of freedom from the environmental degrees

of freedom by its measured value (|0⟩ for the system, and |1⟩ for the environment). To

compute expectation values of system observables Ôsys with respect to the system’s

final state ρ(t), one must construct a quantum circuit representation of UKi
(t) for each

Kraus operator Ki(t) as shown in Figure 7.6 and then compute the corresponding

expectation values for each circuit while filtering out any |1⟩ measurements in the

ancillary qubits. This is done by defining the filtered observable

Ô′ = (Ôsys ⊗ |0⟩ ⟨0|anc) (7.59)

and measuring the expectation value ⟨Ô′⟩Ki(t) on both the system and Sz.-Nagy an-

cillary qubits for each Kraus circuit Ki. The measured expectation values for each

Kraus operator circuit are then added together (on a classical computer) to recover

the system expectation value

⟨Ôsys⟩ρ(t) =
∑
i

⟨Ô′⟩Ki(t), (7.60)

where ⟨O′⟩Ki(t) is defined as

⟨O′⟩Ki(t) = Tr
(
Ô′UKi(t)(ρ(0)⊗ |0⟩ ⟨0|anc)U

†
Ki(t)

)
. (7.61)
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If any ancilla qubits are used aside from those needed to realize the Sz.-Nagy

dilations contained in a circuit (for instance, qubits used to prepare the purification of

the mixed state in (7.56)) these qubits are ignored and not measured in the evaluation

of ⟨Ô′⟩Ki(t).

|ψ⟩sys
UKi(t)

Ki(t) |ψ⟩sys ⊗ |0⟩anc
+DKi(t) |ψ⟩sys ⊗ |1⟩anc|0⟩anc

Figure 7.6: Quantum circuit diagram of a Sz.-Nagy dilation quantum circuit for the
Kraus operator Ki(t).

A key advantage of using Sz.-Nagy dilations is the lower representation com-

plexity. Indeed, it is known that if the representation of a given Kraus operator is

minimal, both the minimality and uniqueness (up to a unitary transform) of the rep-

resentation UKi
(t) is guaranteed, per the Sz.-Nagy dilation theorem [202]. As a result,

Sz.-Nagy dilations typically require fewer two-qubit entangling gates to implement in

comparison to Stinespring dilations, as the dimension of the dilated unitaries in the

form of (8.14) tend to be orders of magnitude less than those of a Utot(t) unitary that

explicitly models environmental interactions. The disadvantage of using Sz.-Nagy di-

lations, however, is that they split the system dynamics over many quantum circuits,

requiring one circuit per Kraus operator, which may be undesirable for systems with

many Kraus operators. On NISQ devices, we argue that Sz.-Nagy dilations are prefer-

able to Stinespring dilations, due to their lower gate complexity, which mitigates the

effect of simulation noise, thereby allowing for more complex systems to be simulated.
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7.3.4.3 Representation of case (I) and case (II) Kraus operators.. Now we

will focus on the problem of representing the Kraus operators for the special cases (I)

and (II), for which we derived the closed forms of (7.39) and (7.46) respectively. A

key assumption we have made for these systems (as stated in condition 2 in the Intro-

duction) is that the effective Hamiltonian dynamics (i.e. exp(tH)) can be efficiently

represented as a quantum circuit of t-independent gate complexity. In light of (7.14),

this means that it is an equivalent condition for e
−it
ℏ VH to be efficiently realizable with

t-independent gate complexity. One such realization is given by the Sz.-Nagy dilation

UH(t) =

 e
−it
ℏ VH D

exp(−it
ℏ VH)

†

Dexp(−it
ℏ VH) −(e

−it
ℏ VH )†.

 (7.62)

Now that we have addressed how UH(t) can be represented, we can realize a

full Kraus operator Km,⃗k(t) of the form (7.39) or (7.46) as a quantum circuit by first

applying a sequence of Sz.-Nagy dilations UA
k⃗i

(each of which apply a re-scaled form

Ak⃗i of the respective Lindblad operators Lk⃗i) followed by UH. The general layout of

this circuit is shown in Figure 7.7.

UK
m,k⃗

(t)

|ψ⟩sys
UA

k⃗m
... UA

k⃗2
UA

k⃗1
UH(t)

×|am,k⃗(t)|2

|0⟩⊗(m+1)
anc

∣∣∣∣
|0⟩⊗(m+1)

anc

Figure 7.7: Quantum circuit diagram for the general multi-step implementation of the
case (I) and case (II) Kraus operators Km,⃗k(t). First, a sequence of scaled Lindblad
operators Ai are applied according to the index ordering i = k⃗m, k⃗m−1, ..., k⃗1. Finally,
UH is applied and system and ancilla qubits are measured. When the ancillas all read
|0⟩ the measured probabilities (or expectation values) are re-scaled by |am,⃗k(t)|2. If
any of the ancillas are not |0⟩, then the probability of that state is discarded.
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The re-scaling of the Lindblad operators is necessary, since it is not generally

guaranteed to be the case that ∥Li∥ ≤ 1. Thus, we define the re-scaled Lindblad

operators as

Ai =
Li

∥Li∥
(7.63)

and use them to construct the Sz.-Nagy dilations UAi
, as shown in Figure 7.7. This

can be done with standard unitary decomposition methods. While scaling is necessary

to make the Li operators realizable as quantum circuits, it requires that any measured

observables under the final wave function must be subsequently unscaled by a squared

factor (|am,⃗k(t)|2) to obtain the correct value. The factor am,⃗k(t) is time-dependent,

because we also use it to incorporate all of the remaining time-dependent scalar values

contained in the closed-form Kraus operators. Specifically, for the general case (I)

Kraus operators of the form (7.39), we use

a
(I)
m,⃗k

=

√
tme−

ct2

2

m!

m∏
j=1

√
γk⃗j

∥∥∥Lk⃗j∥∥∥, (7.64)

and likewise for the case (II) Kraus operators of the form (7.46), we use

a
(II)
m,⃗k

=

√
(1− e−αt)me−cg(t,α)

αmm!

m∏
j=1

√
γk⃗j

∥∥∥Lk⃗j∥∥∥. (7.65)

When the expectation values of a filtered observable Ô′ are measured for each

of the Kraus circuits UK
m,k⃗

(t), the results must be recombined with weights |am,⃗k(t)|2

on a classical computer to recover the time-dependent expectation value of the original

system observable:

⟨Ôsys⟩ρ(t) =
∑
m

∑
k⃗

|αm,⃗k(t)|2⟨Ô′⟩UK
m,k⃗

(t). (7.66)

7.3.4.4 Representations of systems satisfying commutation relations (i)-(iv).

So far, we have shown in a general way how the class of systems satisfying conditions

203



1-3 admit a time-perturbative Kraus series representation where each Kraus operator

can be simulated with circuits of t-independent complexity. We will now focus on

a subclass of these systems, which one can recognize immediately without analyzing

the superoperator dynamics of H and L. These are the systems which satisfy the

commutation relations (i)-(iv) proposed in the introduction, which we will now prove

satisfy conditions 1-3.

First, we will establish that a system satisfying the commutation relations (iii)

and (iv) satisfies the commutation relation in condition 3. We expand [H,L] in terms

of VH and the Vn operators defined in (7.8) and (7.9), and we obtain

[H,L] =
∑
n

−i
ℏ

(
[VH , Vn]⊗ Vn − Vn ⊗ [VH , Vn]

)
. (7.67)

After expanding [VH , Vn] and applying (iii) and (iv), we obtain

[VH , Vn] =
∑
n′

√
γn

(
[H,Ln] +

−iℏγn′

2
[L†

n′Ln′ , Ln]

)
(7.68)

=
√
γn

(
νLn +

−iℏλ
2

Ln

)
(7.69)

= (ν − iℏλ/2)Vn. (7.70)

Substituting (7.70) into (7.67) and simplifying yields the commutation relation

[H,L] = (2 Im[ν]/ℏ− Re[λ])L (7.71)

which shows that the system satisfies condition 3 with α = 2 Im[ν]/ℏ−Re[λ] ≥ 0 and

c = 0.

With regards to condition 2, we argue that as long as a system’s Lindblad

operators Ln can be truncated to a bounded matrix form, then the Ln can be re-

scaled per (7.63), and can be subsequently realized as a dilated unitary operation.
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This satisfies condition 2. The only condition that remains to be shown is condition

1, namely that etH can be simulated using a circuit of t-independent gate complexity.

Using (7.14), we have already shown that it suffices to show exp(−itVH/ℏ) can be

realized via the Sz.-Nagy dilation (7.62) with t-independent gate complexity, which

we will proceed to prove. From (i) and (ii) it immediately follows that VH commutes

with its Hermitian adjoint ([VH , V †
H ] = 0) and hence is a normal operator. This means

that exp
(−it

ℏ VH
)

can be diagonalized in the form

e
−it
ℏ VH = UW (t)Λ(t)U †, (7.72)

where W (t) and Λ(t) are diagonal matrices with entries of the form e−itωi and e−tλi

respectively for real scalars ωi, λi. From the positive semi-definiteness of all L†
nLn

terms in VH , we also know that λi ≥ 0 for all i (which reflects the fact that exp
(−it

ℏ VH
)

is a contraction). SinceW (t) and Λ(t) are diagonal, they can easily be implemented by

parameterized quantum circuits. W (t) is unitary, which means no ancilla qubits are

required to realize it, whereas Λ(t) must be implemented through a Sz.-Nagy dilation

UΛ(t). Finally, the diagonalizing unitary U can be implemented through a number of

unitary decomposition methods such as the Quantum Shannon decomposition [203],

which can decompose an N -qubit unitary into a quantum circuit with at most O(4N)

gates. We show the full quantum circuit diagram for realizing UH(t) in Figure 7.8.

Since the parameterized unitaries W (t) and UΛ(t) have 2N degrees of freedom

for N qubits, their circuit implementations must contain at least 2N parameterized

gates, ideally in such a manner that computing the gate parameters for a specific time t

is computationally efficient. In Figure 7.9 we show a quantum circuit that implements

W (t) using a vector of 2N real parameters θ⃗ = (θ0 θ1 ... θ2N−1)
T corresponding to
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UH(t)

|ψ⟩sys U†
UΛ(t)

W (t) U e
−it
ℏ VH |ψ⟩sys ⊗ |0⟩anc

+ (...) |ψ⟩sys ⊗ |1⟩anc|0⟩anc

Figure 7.8: Quantum circuit diagram for computing UH(t) when the commutation
relations (i) and (ii) are satisfied and exp

(−it
ℏ VH

)
admits the decomposition (7.72).

Since W (t) and Λ(t) are diagonal, they can easily be represented by parameterized
quantum circuits such as those shown in Figure 7.9 and Figure 7.10 respectively.

W (t)

θ1 θ3 θ5 θ7

θ2 θ6

θ4

|ψ⟩sys
× eiθ0

global
phase

Figure 7.9: Quantum circuit diagram for an arbitrary N = 3 qubit diagonal unitary
operator W (t) implemented through a sequence of controlled phase gates. Since the
global phase factor eiθ0 has no effect on measurement outcomes, the parameter θ0 is
often ignored.

controlled phase gates, where the control qubits of each θn phase gate are the “1" bits

of the binary representation of n. The parameters θ⃗ that realize a W (t) with diagonal

elements of the form e−itωn can be computed according to the matrix equation

θ⃗(t) = tQN ω⃗ (7.73)

where ω⃗ = (ω0 ω1 ... ω2N−1)
T and QN is the N -qubit parameter transform matrix,

given by:

QN =

 1 0

−1 1


⊗N

. (7.74)
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UΛ(t)

. . .

. . .

. . .

. . .

|ψ⟩sys

|0⟩anc X Ry(β0) Ry(β1) Ry(β2) Ry(β3) Ry(β7)

Figure 7.10: Quantum circuit diagram for the Sz.-Nagy dilation of an arbitrary 3-
qubit diagonal contraction operator Λ(t). It is implemented through a sequence of
controlled Ry gates on the ancilla qubit. Here, Ry(β) ≡ exp

(−iβ
2
Y
)
, where Y is the

Pauli Y operator.

In Figure 7.10, we show a similar quantum circuit that implements UΛ(t) by

performing parameterized controlled Ry gates on a single ancilla qubit, with param-

eter vector β⃗ = (β0 β1 ... β2N−1)
T . In a manner similar to (7.73), we can obtain

the parameter vector β⃗(t) corresponding to the diagonal elements v⃗(t) of Λ(t) by

computing

β⃗(t) = −2QN arcsin(v⃗(t)). (7.75)

The time-dependent parameter mappings of both θ⃗(t) in (7.73) and β⃗(t) in

(7.75) require a 2N × 2N classical matrix multiplication by QN to determine the

parameters for W (t) and Λ(t). While it may appear that the complexity of this

parameter mapping might dominate the complexity of simulating a large system on

a quantum computer, we emphasize that QN can be factored as a tensor power of

a 2 × 2 matrix, and thus the multiplication of QN times a vector can in fact be

carried out efficiently in O(2N log
(
2N
)
) using a divide-and-conquer algorithm similar

to the fast Walsh-Hadamard transform [204]. We give additional details regarding

this parameter mapping process in Appendix D.1.
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7.3.5 Analysis of Accuracy and Time Complexity

In this section, we combine the results of our previous analysis and derive

bounds for time complexity, as well as provide some rough analysis of the error ro-

bustness of the proposed realization of systems satisfying conditions 1-3.

7.3.5.1 Accuracy of the Kraus series approximation. First, we analyze the

convergence of the general time-perturbative Kraus series representations for case (I)

and case (II) in the general case of a system with NL Lindblad operators. We recall

that the Kraus series (in superoperator form) is given by (7.37). For both case (I)

and case (II) systems, the terms corresponding to each m in this series can be written

in the factored form ∑
k⃗∈{1,2,...,NL}m

Km,⃗k(t)
⊗2 = etHh(t)

(f(t)L)m
m!

(7.76)

where h(t) and f(t) are both real non-negative functions of time. For case (I) and

(II) systems, they take the form

h(t) =


e−ct

2/2, Case (I)

ecg(t,α), Case (II)

(7.77)

f(t) =


t, Case (I)

(1− e−αt)/α, Case (II)

. (7.78)

Since we have assumed L is bounded and admits a sparse matrix representation

that can be realized with a quantum circuit (a consequence of condition 2 being

satisfied), then the Kraus series converges pointwise for every t ≥ 0. Moreover if f(t)

and h(t) are bounded, then the series also converges uniformly for t ≥ 0. Each term in

the right-hand side of (7.76) corresponds to a term in a Taylor series approximation to
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the exponential of L. In Appendix D.2, we show that if the Kraus series is evaluated

up to a finite order m = M yielding an approximation ρ⃗M(t), the error with respect

to the true time evolution ρ⃗(t) can be bounded by

∥ρ⃗(t)− ρ⃗M(t)∥ ≤
(∥∥etH∥∥h(t)η(t)) (f(t) ∥L∥HS)

M+1

(M + 1)!
, (7.79)

where η(t) is given by

η(t) =

(
1− f(t) ∥L∥HS

(M + 1)

)−1

, (7.80)

and ∥A∥HS =
√

Tr(A†A) denotes the Hilbert-Schmidt norm (also known as the Frobe-

nius norm for matrices). It can be shown that ∥L∥HS is bounded by

∥L∥HS =

∥∥∥∥∥∑
n

γnL
⊗2
n

∥∥∥∥∥
HS

≤
∑
n

γn ∥Ln∥2HS (7.81)

and that
∥∥etH∥∥ is bounded by

∥∥etH∥∥ ≤ Ce−tλL ≤ C (7.82)

where C is some constant and λL is the smallest eigenvalue of (
∑

n γnL
†
nLn). For

systems satisfying conditions (i)-(iv), C = 1 due to the normality of VH .

Using (7.79), we can derive a rough lower bound on M needed to guarantee

that ∥ρ⃗(t)− ρ⃗M(t)∥ ≤ ε for a desired error tolerance ε. In Appendix D.2 we show

that if M satisfies the inequalities

M ≥ e(f(t) ∥L∥HS)
1+δ, (7.83)

(where e ≈ 2.72) and

M ≥ log
(∥∥etH∥∥h(t)/ε)

δ log(f(t) ∥L∥HS)
(7.84)

for any δ > 0, then ∥ρ⃗(t)− ρ⃗M(t)∥ ≤ ε. In the limit of δ ≪ 1 we observe that the

number of terms M in the approximation scales almost linearly with f(t) ∥L∥HS. For

a fixed t and δ, we observe logarithmic scaling with respect to 1/ε, which is also
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Figure 7.11: Contour plot of the series error bound ε with respect to M and
(f(t) ∥L∥HS) for the “worst case" values of h(t) =

∥∥etH∥∥ = 1. For small values of
f(t) ∥L∥HS, M exhibits almost-linear scaling of the form M ∝ (f(t) ∥L∥HS), pro-
vided that M at least satisfies (7.83) and (7.84) for a small δ. If a cutoff order of
M < ef(t) ∥L∥HS is chosen (thereby violating (7.83)), the truncated series is not guar-
anteed to give accurate results.

desirable. In Figure 7.11, we plot the contours of the error bound ε in (7.79) for

small values of f(t) ∥L∥HS and verify that the approximately linear scaling of M with

respect to f(t) ∥L∥HS holds in this regime.

For case (I) systems, the Kraus operators can be written in the form (7.76)

with f(t) = t and h(t) = e−ct
2/2. Since f(t) is linear and unbounded, our analysis

suggests that selecting M ∝ t is sufficient in the worst case to yield good asymptotic

accuracy with a fixed ε; however if c > 0 or λL > 0 then one only needs to scale M

linearly with respect to t until the point at which Ce−λLth(t) ≪ ε, which gives the

asymptotic bound M ∼ O(1). For case (II) systems, we have f(t) = (1−e−αt)/α and

h(t) = ecg(t,α), which are both bounded by 1. This means that the case (II) Kraus
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series converges uniformly and exponentially fast with respect to t and it suffices to

select a constant cutoff M ∼ O(1).

To summarize, our analysis shows that for systems with α > 0 or c > 0, the

Kraus series converges quickly due to the rapid damping in the system, suggesting

that the series cutoff M is asymptotically independent of t. However, in the “worst

case" where α = c = λL = 0, M must be selected in a manner that scales almost

linearly with t.

7.3.5.2 Time complexity (general case). In the previous sections, we showed

that each term in the Kraus series representation can be simulated by a circuit of the

kind shown in Figure 7.7, which applies a sequence of m re-scaled Lindblad operators

(realized as the unitaries UA
k⃗i

) followed by the effective Hamiltonian time evolution

(realized as UH). Using standard unitary decomposition methods, we argued that

each operator Ln could be realized using O(d2) gates on an ideal quantum computer.

Since NISQ devices are still far from ideal, we must justify that the O(d2) bound

for unitary decomposition still holds under the constraints of NISQ quantum devices,

such as a device having limited (but universal) native gate sets, or a device only

allowing two-qubit interactions in accordance with the device’s limited qubit topology.

With regards to the first question, there is a substantial body of literature addressing

it [129, 130, 170, 203, 205–208]. Perhaps the most celebrated of these results is the

generalized Solovay-Kitaev algorithm [129,170], which from any circuit of n constant-

qudit gates can construct a circuit with O(n logc(n/ε)) device-native gates up to

approximation error ε. Recent improvements on this result have found a highly-

efficient c ≤ 1.441 [130]. With regards to the second question of topology-aware
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decomposition of unitaries, there also exist many useful results [203, 207, 208]. One

analysis has shown that even in the most restrictive linear qubit topology, the two-

qubit gate cost for realizing arbitrary unitaries increases by at most a constant factor

of 9 [203], thereby retaining the O(d2) asymptotic cost.

Now we will analyze the general time complexity of our method. If the effective

Hamiltonian evolution UH(t) can be realized with gate complexity O(TH(d)) in accor-

dance with condition 1, we find that the total gate complexity of evaluating the entire

Kraus series for NL Lindblad operators up to order M is
∑M

m=0(NL)
m(O(TH(d)) +

mO(d2)) in the most general case. This is asymptotically equivalent to

O((NL)
M(TH(d) +Md2)). (7.85)

The prefactor (NL)
M shows a rather unforgiving exponential growth with respect

to the number of Lindblad operators, though we suggest that this prefactor can be

managed for systems with few Lindblad operators or systems with a Kraus series that

can be simplified using the methods in Section 7.3.3. It is also worth commenting

that the number of gates per circuit only grows as O(TH(d) +Md2), where we have

shown the prefactor M to be asymptotically t-independent except in the rare case

where the quantities λL, α, and c are all zero.

7.3.5.3 Time complexity (concrete case). Next, we consider the concrete

case where the commutation relations (i)-(iv) are satisfied, and we derive asymptotic

bounds for the time complexity TH(t) of simulating etH. For these systems, we found

that VH is normal and admits the parameterized circuit representation shown in

Figure 7.8, where we proposed the circuit realizations of the diagonal unitaries W (t)

and UΛ(t) in Figure 7.9 and Figure 7.10 respectively. These circuits used a binary

212



encoding scheme and both make use of the fast N -qubit parameter transformation

QN in (7.74), requiring (7.73) and (7.75) to be evaluated on a classical computer.

These circuits use single-qubit unitaries with m control bits, each of which can be

decomposed into O(m) one-qubit and two-qubit gates, following the methods in [209].

This results in an overall gate complexity of
∑2N

n=1O(log(n)) = O(2N log
(
2N
)
) for N -

qubit diagonal operators. For systems in a Hilbert space of dimension d, this means

that the circuits for W (t) and UΛ(t) have O(d log(d)) gate complexity. Since the

transform QN can also be computed in O(2N log
(
2N
)
), the complexity of classically

computing the time-dependent parameter mappings is also O(d log(d)). Even though

there exist more efficient representations of diagonal quantum operators requiring at

most O(d) gates [210], these representations use Gray code encodings of the target

bits instead of a standard binary encoding, which have parameter transform matrices

that cannot be factored as the Kronecker product of smaller matrices (e.g. the matrix

η⊕ as introduced in [210]). In these methods, the classical computation of circuit

parameters in O(d2) time dominates the O(d) quantum gate complexity, which we

consider to be less desirable than having a balanced O(d log(d)) quantum and classical

workload.

Since the sub-circuits for W (t) and UΛ(t) in Figure 7.8 can both be realized

with O(d log(d)) quantum and classical complexity, the overall gate complexity of the

system is limited by the quantum circuit implementing the unitary U that diagonal-

izes VH . In general, this can be accomplished with O(d2) gates through a unitary

decomposition of U , unless the system and its Lindblad operators are already trans-

formed into a diagonalized basis (which is common for many kinds of simulations).

If this is the case, the entire UH(t) can be computed rather efficiently with time
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complexity

TH(t) ∼ O(d log(d)) (7.86)

for both the quantum and classical workloads. Otherwise, we have TH(t) ∼ O(d2) in

the general case.

7.4 Applications

7.4.1 The Multi-Qubit Continuous-Time Pauli Channel

The multi-qubit continuous-time Pauli channel is an important model that

describes the dynamics of unbiased decoherence and noise in degenerate quantum

systems, such as quantum information processors [211, 212] and coupled spin-1/2

particles [213]. The Pauli channel assumes a trivial Hamiltonian H = 0 and uses

Lindblad operators consisting of N -qubit Pauli strings Πn of the form

Ln = Πn = (σn1 ⊗ σn2 ⊗ ...⊗ σnN), (7.87)

where each σni is one of the four single-qubit Pauli operators {I,X, Y, Z}. One

important feature of Pauli strings is the fact that the conjugation of any operator by

any two Pauli strings is commutative. Specifically, this means that

ΠnΠn′ρΠ†
n′Π

†
n = Πn′ΠnρΠ

†
nΠ

†
n′ (7.88)

holds for any two Pauli strings Πn,Πn′ and any operator ρ. In addition, every Pauli

string satisfies the identity (Π⊗2
n )2 = I. These two properties are important because

they can be exploited to reduce the Kraus series representation of a multi-qubit

continuous-time Pauli channel to a finite number of terms, as shown in Section 7.3.3.

A proof of (7.88) is given in Appendix D.3.
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Since H = 0 and Π†
nΠn = I for all Pauli strings, the system satisfies (i)-(iv)

with λ =
∑

n γn and ν = 0, so [H,L] = 0, which results in a case (I) Kraus series

representation. Although we could immediately write down the Kraus series terms

in the form (7.39), we observe that (7.88) directly implies that [V ⊗2
n , V ⊗2

n′ ] = 0, which

allows us to decompose the etL in (7.32) as the exponential of each Lindblad operator

individually:

etL = exp

(
t

NL∑
n=1

V ⊗2
n

)
=

NL∏
n=1

etV
⊗2
n . (7.89)

Since (Π⊗2
n )2 = I⊗2, we apply the hyperbolic identity etΠ

⊗2
n = I⊗2 cosh(t) +

Π⊗2
n sinh(t) and expand the right-hand side of (7.89) into

etL =

NL∏
n=1

[(
√
cosh(γnt)I)

⊗2 + (
√

sinh(γnt)Πn)
⊗2], (7.90)

which we then substitute back into (7.32) and simplify to obtain a finite Kraus series

of the form

et(H+L) =
∑

E⊆{1,2,...,NL}

KE(t)
⊗2, (7.91)

where each Kraus operator KE is indexed by an “error set" E corresponding to one

of the of the 2NL subsets of the Lindblad Pauli strings. The Kraus operators KE take

the form

KE(t) =
√
pE(t)

∏
n∈E

Πn, (7.92)

where pE(t) can be interpreted as the probability for the subset of “Pauli errors"

{Πn}n∈E having occurred when the system’s N qubits are measured at a time t. This

probability pE(t) is given by

pE(t) =

NL∏
n=1

1 + (−1)IE(n)e−γnt

2
, (7.93)
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where IE(n) = 1 when n ∈ E and 0 otherwise.

The Kraus operators in (7.92) consist of time-dependent scalars aE(t) =√
pE(t) times products of Pauli strings. These products of Pauli strings are uni-

tary and do not require a dilation to be realized efficiently on a quantum computer.

In fact, by applying the product identities of Pauli operators, the product of Pauli

strings
∏

n∈E Πn can be simplified to a single Pauli string ΠE = σE1⊗σE2⊗ ...⊗σEN

times a global phase of eiθ which can be ignored. Each Kraus circuit UKE
is thus

time-independent and can be realized as shown in Figure 7.12, where the gate ΠE

applies a Pauli gate σEi to each qubit.

UKE

. . .

. . .

. . .

|ψ⟩sys ΠEℓ
ΠEℓ−1 ΠE1 ≡

UKE

ΠE

× eiθ

global
phase

Figure 7.12: Kraus circuits for the multi-qubit continuous-time Pauli channel. Each
sequence of Pauli strings indexed by the “Pauli error" set E can be reduced to a single
Pauli string ΠE up to a global phase.

The Kraus circuits in Figure 7.12 require O(log(d)) quantum gates, where d =

2N is the dimension of an N -qubit Pauli channel. The circuits are also parameterless,

with all of the time-dependence of the circuit incorporated through the re-scaling

constants aE(t) =
√
pE(t). Remarkably, this means that it is possible to extrapolate

the entire trajectory of observables to many different t values (both forward and

backward in time) using only the results of each Kraus circuit applied to the initial

state ρ(0). This feature can be exploited in the NISQ error mitigation technique of
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zero-noise extrapolation, where the result of a noisy quantum computation (modeled

by a sparse Pauli channel [211]) can be evolved backward in time to suppress the

effect of Markovian noise [214].

7.4.2 The Damped Quantum Harmonic Oscillator

The damped quantum harmonic oscillator is a foundational system that ap-

pears in many application areas in quantum mechanics, such as quantum optics [215]

and quantum field theory [199]. This system is also being actively researched as a plat-

form for fault-tolerant quantum information processing with bosonic codes [216,217].

A quantum harmonic oscillator has a Hamiltonian of the form

H = ℏω
(
1

2
+ N̂

)
, (7.94)

where N̂ = â†â is the state number operator and â†, â are the raising and lowering

operators of the system. If damping is applied to this system, the single Lindblad

operator L1 = â is used with damping γ1. One can easily verify that this system

satisfies the commutation relations (i)-(iv) with scalars ν = ℏω and λ = −γ1. It

then follows that conditions 1-3 are satisfied, with [H,L] = γ1L, resulting in a time-

perturbative Kraus series representation of the form (7.47) with α = γ1 and c = 0.

This simplifies to

Km(t) = e−t[
γ1
2
N̂+iω( 1

2
+N̂)]

√
γm1 (1− e−γ1t)m

m!
âm, (7.95)

which is consistent with prior derivations of a Kraus representation for this sys-

tem [195].

Since â theoretically acts on an infinite number of modes of H, it is common to

truncate â to act only on modes up to the highest initially occupied eigenstate |mmax⟩
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in ρsys. This truncation makes L1 = â representable as a (mmax + 1) × (mmax + 1)

nilpotent matrix of index mmax + 1 (i.e. Lmmax+1
1 = 0):

L1 =



0
√
1 0 0 . . . 0

0 0
√
2 0 . . . 0

0 0 0
√
3 . . . 0

0 0 0 0
. . . ...

...
...

...
... . . . √

mmax

0 0 0 0 . . . 0



. (7.96)

This means that the Kraus series can be cut down to a manageable set of only

M = mmax + 1 Kraus operators that need to be realized as quantum circuits. Here,

we will assume mmax = 2N − 1, where N is the desired number of system qubits.

The Kraus operators Km(t) could be realized as circuits of the form shown

in Figure 7.7, but this may be problematic because the repeated application of the

unitary dilation UA1 , where A1 = L1/∥L1∥ requires many quantum gates, which may

induce noise. Fortunately, this gate cost can be reduced significantly by fusing the

operations of the effective Hamiltonian evolution (7.72) and the evaluation of powers

of the truncated L1 operator in (7.96). Specifically, we write

Km(t) = W (t)Dm(t)subm (7.97)

where subm is the quantum circuit that implements subtraction by m modulo 2N on

N qubits, and Dm(t) is the diagonal operator

Dm(t) =

2N−(m+1)∑
n=0

e−nγ1t/2
√
γm1 (1− e−γ1t)m(n+m)!

n!m!
|en⟩ ⟨en| , (7.98)
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with nonzero entries corresponding to the n-th super-diagonal of the matrix (7.96)

raised to the power n. The operator W (t) = e−itω(
1
2
+N̂) is the time evolution operator

for the oscillator Hamiltonian truncated to 2N modes. To normalize the Kraus oper-

ators, we define Λm(t) = Dm(t)/am(t) where am(t) = ∥Dm(t)∥ is the normalization

coefficient. Then, the normalized Kraus operators can be realized as the circuit shown

in Figure 7.13.

UKm(t)

|ψ⟩sys subm

UΛm(t)

W (t)

|0⟩anc

Figure 7.13: Kraus circuits for the damped quantum harmonic oscillator. These
circuits fuse together the computation of Lm1 with the effective Hamiltonian evolution
circuit UH(t) in Figure 7.8.

As shown previously, the gate UΛm(t) in Figure 7.13 requires O(d log(d)) quan-

tum gates and O(d log(d)) classical operations to compute the time-dependent gate

parameters. However, W (t) requires only log2(d) parameterized gates, since it can be

decomposed into only single-qubit phase gates of the form

W (t) = eiθ0(t)P (θ20(t))⊗ P (θ21(t))⊗ ...⊗ P (θ2N (t)) (7.99)

where θ2n(t) = 2nωt and θ0(t) is a global phase. Finally, the subm gate can be

implemented using at most log(m)+1 sub1 gates applied to subsets of the N system

qubits, each of which requires O(N) gates with N − 1 shared ancilla qubits [218].

Thus, the subm gate can be decomposed into O(log(m) log(d)) elementary gates.

In total, the Kraus circuit in Figure 7.13 requires O(d log(d)) quantum gates

and classical preprocessing operations, which is still more efficient than O(d2) for
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more general systems satisfying conditions (i)-(iv). In Table 7.2 we summarize the

time complexity (quantum and classical) and number of Kraus circuits required for

both this system, the continuous-time Pauli channel, and general systems satisfying

conditions (i)-(iv).

Table 7.2: Table of Kraus circuit resource requirements (quantum gate complexity,
classical pre-processing complexity, and number of qubits) with respect to system
dimension d. Results are shown for the multi-qubit continuous-time Pauli channel,
the damped quantum harmonic oscillator, and for general systems satisfying the

concrete conditions (i)-(iv) introduced in Section 8.1. For each system, bounds on
the number of Kraus circuits are also shown.

MQCT Pauli
Channel

Damped
QHO

Systems Satisfying
(i)-(iv)

Resources
(per Kraus circuit):

Quantum Gate
Complexity

O(log(d)) O(d log(d)) O(d2)

Classical
Pre-processing
Complexity

O(1) O(d log(d)) O(d log(d))

Number of Qubits log2(d) 2 log2(d) log2(d) +M + 1

Number of Kraus
circuits

2NL mmax + 1 ≤ d
∑M

m=0(NL)
m <∞

7.4.3 More General Systems

We have shown that both damped harmonic oscillators and Pauli channels

satisfy the concrete conditions (i)-(iv), and thus our method can be directly applied

to these systems, resulting in the case (I) and case (II) Kraus series representations

respectively. However, we briefly remark that there are more general types of systems

for which the two examples studied here are special cases. For example, we can
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generalize the Pauli channel system by considering an arbitrary quantum system

with Hamiltonian H that exhibits some non-trivial unitary symmetries U1, U2, ..UNL

each satisfying UiHU †
i = H. To model decoherence that drives this system toward

a symmetric steady state, one can employ the Lindblad operators Li = Ui with

appropriate choice of coupling γi. It immediately follows that [H,Ui] = 0 and (using

the fact that U †
i Ui = I) the system satisfies conditions (i)-(iv) with ν = λ = 0.

We also remark that the damped quantum harmonic oscillator can be readily

generalized to model decay in quadratic bosonic systems. These systems have a

Hamiltonian H that can be written in the form

H =
∑
i,j

Mij â
†
i âj +

1

2
(∆jkâ

†
j â

†
k +∆∗

jkâkâj) (7.100)

where M is a Hermitian matrix, ∆ is a symmetric matrix, and the âi are bosonic

annihilation operators. Under certain conditions, (7.100) can be diagonalized via a

symplectic Bogoliubov transformation [18, 219] to obtain an equivalent Hamiltonian

of the form (7.2), where the transformed bosonic annihilation operators b̂n satisfy the

same canonical commutation relations as the âi operators. One can model particle

loss in a selected subset of modes by applying the corresponding subset of commuting

Lindblad operators Li = b̂i. For these diagonalizable systems, it can be shown that

conditions (i)-(iv) are satisfied and that our method can be applied to simulate them

efficiently on NISQ hardware. This follows as a straightforward generalization of the

damped harmonic oscillator (which models a single bosonic mode) to multiple bosonic

modes.
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7.5 Conclusion

In the beginning of this paper we introduced the superoperators H and L

which can be used to describe the dynamics of open quantum systems under the Born-

Markov approximation. For certain systems satisfying [H,L] = αL+c for α, c ≥ 0, we

showed that a time-perturbative Kraus series representation of the system could be

obtained, where each Kraus operator in the series can be realized as a quantum circuit

with bounded time-independent gate complexity. After analyzing the convergence of

this Kraus series, we showed that the series can be truncated to a constant number of

terms, which can be efficiently evaluated on NISQ quantum devices. To demonstrate

how our framework can be applied, we analyzed two canonical open quantum systems,

the multi-qubit Pauli channel and the damped quantum harmonic oscillator, and

showed that they satisfy the concrete conditions (i)-(iv), and thus can be simulated

efficiently using a series of Kraus circuits with t-independent depth.

We anticipate that this framework may be useful for not only simulating open

quantum systems (such as the two example systems discussed here), but also as a

means of quickly preparing states that lie along the trajectories of these systems. The

fact that our method distributes the complexity of state preparation across several

circuits of bounded depth may yield a critical advantage when run on NISQ devices,

since it minimizes state preparation error and incurs a low per-circuit gate complexity

overhead compared to Trotter-based methods.

7.5.0.1 Future work. Although the framework we have developed in this

paper is promising for simulating the class of systems that satisfy conditions 1-3, it
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does not admit a straightforward generalization to arbitrary Markovian open quan-

tum systems governed by the Lindblad equation. Our method exploits the fact that

the commutation relations between H and L are such that the Zassenhaus expansion

(7.25) of the system dynamics collapses to a tractable form, allowing for the envi-

ronment action superoperator Aenv(t) to admit a series expansion. The discovery of

different or more general sets of conditions that facilitate closed-form time evolution

formulas of open quantum systems may be a promising direction of future research.

In addition, the discovery of new applications or NISQ hardware-specific implemen-

tations of systems satisfying conditions 1-3 may also prove a fruitful area for further

investigation. This framework is presently being applied in ongoing computations

with NISQ quantum hardware.

223



CHAPTER EIGHT

Simulation of Open Quantum Systems on NISQ Quantum Devices

This chapter published as: C. Burdine, N. Bauer, G. Siopsis, E. P. Blair, “Efficient
Simulation of Open Quantum Systems on NISQ Trapped-Ion Hardware.” Advanced
Quantum Technologies, Feb. 2025, 2400606., doi: 10.1002/qute.202400606

Simulating open quantum systems, which interact with external environments,

presents significant challenges on noisy intermediate-scale quantum (NISQ) devices

due to limited qubit resources and noise. In this paper, we propose an efficient

framework for simulating open quantum systems on NISQ hardware by leveraging a

time-perturbative Kraus operator representation of the system’s dynamics. Our ap-

proach avoids the computationally expensive Trotterization method and exploits the

Lindblad master equation to represent time evolution in a compact form, particularly

for systems satisfying specific commutation relations. We demonstrate the efficiency

of our method by simulating quantum channels, such as the continuous-time Pauli

channel and damped harmonic oscillators, on NISQ trapped-ion hardware, including

IonQ Harmony and Quantinuum H1-1. Additionally, we introduce hardware-agnostic

error mitigation techniques, including Pauli channel fitting and quantum depolariz-

ing channel inversion, to enhance the fidelity of quantum simulations. Our results

show strong agreement between the simulations on real quantum hardware and exact

solutions, highlighting the potential of Kraus-based methods for scalable and accu-

rate simulation of open quantum systems on NISQ devices. This framework opens

pathways for simulating more complex systems under realistic conditions in the near

term.
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8.1 Introduction

The efficient simulation of open quantum systems is crucial for the study of

quantum algorithms, materials, communications, and many far-reaching aspects of

quantum technology. This area is still developing, especially given the challenges asso-

ciated with noisy intermediate-scale quantum (NISQ) devices. Simulating open quan-

tum systems—which involve interactions with an external environment—presents ad-

ditional complexity compared to closed quantum systems, making this an important

and active area of research.

Open quantum systems with Markovian (memoryless) noise are typically de-

scribed by the Lindblad master equation, which models the system’s evolution in the

presence of interaction with the environment. Work on simulating Lindblad-type dy-

namics using quantum simulators and NISQ hardware has involved studies of quan-

tum noise channels, such as depolarizing, amplitude damping, and phase damping

channels [220]. These studies are foundational because noise and decoherence nat-

urally occur in quantum hardware, making it essential to simulate and understand

such effects.

A popular approach to simulating open quantum systems on quantum devices

uses Trotterization (as in closed systems) to discretize the time evolution of the sys-

tem. While successful to some extent, this method becomes impractical on NISQ

devices due to the large number of gates required [159, 221]. Other methods that

have been explored are based on variational quantum algorithms which can be de-

signed to be hardware-efficient, though these methods can still struggle with noise

and require classical optimization [188, 222, 223]. An alternative approach is based

on quantum trajectory (Monte Carlo) methods [224], which simulate the evolution of
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a quantum system under stochastic noise or decoherence. These methods have been

demonstrated on small-scale quantum devices, though their practical application is

still limited by device noise [225]. Other methods include using the NISQ device

noise for probabilistic error cancellation [183], matrix product state (MPS) numerical

methods [181], and quantum imaginary time evolution (QITE) [177].

Certain Trotterless schemes have been devised that should be in principle

better suited to NISQ hardware [226], but their application is limited to toy mod-

els, lacking generality. Simulation schemes for analog quantum simulators, such as

trapped ions and Rydberg atoms, have been investigated under various environmental

conditions [227]. These platforms allow for the exploration of dissipative processes

and quantum systems interacting with external fields, though their scalability and

programmability are limited compared to digital quantum devices.

Various challenges exist. Simulating open quantum systems often requires

complex quantum circuits, which are sensitive to noise on NISQ devices, limiting the

depth and number of qubits that can be effectively used. Developing error mitigation

techniques is a central focus for making such simulations practical on NISQ devices.

Finding efficient representations for dissipation processes (e.g., using Kraus operators

or other reduced models) has been a significant research focus. While various studies

have simulated specific types of open quantum systems on NISQ hardware, the meth-

ods often rely on approximations, and large-scale, high-fidelity simulations remain a

challenge.

In this work, we introduce more efficient methods for simulating open quan-

tum systems, including novel circuit designs and error mitigation strategies. These
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approaches aim to push the boundaries of what is possible on NISQ devices and over-

come some of the limitations of earlier methods. We focus on Kraus representation-

based methods to simulate the dynamics of these systems. These methods exploit

a representation of the system’s time evolution in terms of Kraus operators, which

model the interaction between the system and its environment. When specific com-

mutation relations between the system’s Hamiltonian and Lindblad operators are

satisfied, this representation can be computed efficiently without Trotterization. The

Kraus operators offer a more efficient and NISQ-friendly way of simulating these sys-

tems. We apply techniques to map the Kraus operators and time evolution operators

to quantum circuits for implementation on actual NISQ hardware (IonQ Harmony

and Quantinuum H1-1 devices).

Our results confirm that the Kraus representation-based method, combined

with error mitigation, can effectively simulate open quantum systems on NISQ de-

vices, with strong agreement between experimental results and theoretical predictions.

They represent a significant step forward in the simulation of open quantum systems

on NISQ devices and a critical step in bridging theoretical methods and real-world

quantum computing applications.

This paper is organized as follows: In Section 8.2, we give a review of the

motivating background theory, including the Lindblad equation, Trotterization, and

Kraus representations. We also discuss how systems satisfying certain commutation

relations admit Kraus representations that can be simulated efficiently, and we dis-

cuss some important special cases of these systems. In Section 8.3, we present the

results of applying our framework to simulate selected open quantum systems on

real quantum hardware. We simulate a two-qubit system undergoing decoherence,
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modeled as a Pauli channel. The results show good agreement between the Kraus

series-based simulation and the exact Lindblad equation solution. We also simulate

a 2D quantum harmonic oscillator under damping, which is modeled using angular

momentum operators as Lindblad operators. The results are compared with an exact

solution, and strong agreement is observed, even in the presence of noise. For larger

systems, the effect of noise becomes more significant. We present hardware-agnostic

error mitigation techniques, such as Pauli channel fitting and quantum depolarizing

channel inversion, that can be applied to improve simulation fidelity. Finally, in Sec-

tion 8.4, we summarize our results and give directions for future research. Appendix

E.1 contains additional details for mapping Kraus operators to quantum circuits for

the relevant systems. Appendix E.2 contains additional details for applying Pauli

noise models to density matrix simulations.

8.2 Background

8.2.1 Lindblad Equation

In this paper, we will consider open quantum systems under the Born-Markov

approximation– that is, systems weakly coupled to a large environment in which cor-

relations between the system and environment are short-lived. Under these assump-

tions, we are free to impose that the the dynamics of a system are Markovian (i.e.

the environment is effectively ”memoryless”) and can be modeled by a completely-

positive trace preserving (CPTP) map. In non-relativistic systems governed by the

Schrodinger equation, the CPTP time evolution of a system can always be written in
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the Lindblad form

ρ̇(t) = − i

ℏ
[H, ρ(t)]

+
N∑
n=1

γn

(
Lnρ(t)L

†
n −

1

2
{L†

nLn, ρ(t)}
)
,

(8.1)

where ρ(t) is the system density matrix, H is the system Hamiltonian, and the Ln are

Lindblad operators with positive damping coefficients γn. The Lindblad operators

are often imposed phenomenologically on a system to model environment-induced

decoherence [166].

8.2.2 Trotter-Based Methods

Solving Eq. (8.1) for arbitrary quantum systems as a closed-form function

of time is known to be a difficult problem. As a result, one must commonly resort

to numerical integration methods on quantum or classical computers. On quantum

computers, the most popular of these methods are those that employ Trotter product

formulas [190]. This is usually achieved by re-writing the right-hand side of Eq. (8.1)

in the equivalent superoperator form, namely

˙⃗ρ(t) = Dρ⃗(t), (8.2)

where D is a superoperator matrix that acts linearly on the “vectorized" density

matrix ρ⃗ =
∑

i,j ρij(|i⟩ ⊗ |j⟩). Next, the superoperator D is decomposed into a sum

of non-commuting operators, e.g.

D = D1 +D2 (8.3)

such that the evolution of each component Di for a small time step δt can be re-

alized as an efficient sequence of quantum gates UDi
≃ exp(δtDi). The key idea of

a Trotter product formula is that one can repeatedly apply an alternating sequence
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of the gates UDi
over many discrete δt time steps such that the approximation error

vanishes in the limit as δt→ 0. For example, applying a second order Trotter product

formula [191] to Eq. (8.3) over an n-step time evolution period t (δt = t/n), we obtain

the approximation:

ρ⃗(t) =
[
e(δt/2)D1eδtD2e(δt/2)D1

]n
ρ⃗(0) +O(t(δt)2) (8.4)

This approach to simulating open quantum system is appealing in that it only requires

the repeated application of the quantum gate unitaries UDi
. However, it can be quite

costly for long evolution periods t or systems where the unitaries UDi
contain many

gates [159]. This is especially known to be the case for dense bosonic systems, where

computing the exponential of bosonic creation and annihilation operator terms in D

is known to be quite expensive [228]. For this reason, Trotter-based techniques have

remained difficult to apply on NISQ devices, except in the cases where the system

dynamics can be straightforwardly mapped to device-native operations that can be

performed with minimal noise.

8.2.3 Kraus Representation-Based Methods

For some systems, Trotterization can produce quantum circuits that require a

large number of gates and qubits, which is undesirable for NISQ applications. How-

ever, for some special classes of systems, a closed-form solution to the Lindblad equa-

tion can be found that significantly reduces the complexity of Trotterization or even

avoids Trotterization altogether. This closed form solution can always be written in

the form of a time-dependent Kraus operator representation of the solution to Eq.
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(8.1), given by:

ρ(t) =
∑
i

Ki(t)ρ(0)Ki(t)
† (8.5)

where the Ki(t) are time-dependent Kraus operators that satisfy the unital condition∑
iKi(t)Ki(t)

† = I.

As a direct consequence of Choi’s theorem [196], one can always solve for a

minimal set of d2 Kraus operators Ki corresponding to the time evolution of a d× d

density matrix for a period t; however, finding this minimal set of Kraus operators

for arbitrary systems is classically hard, requiring the diagonalization of the system’s

d2×d2 Choi matrix for each time step t [193]. Fortunately, it can be shown that when

a system’s Lindblad operators and Hamiltonian satisfy certain commutation relations,

a series of non-minimal Kraus operators corresponding to the time-perturbative treat-

ment of the system’s time evolution can be solved for exactly, without requiring the

use of diagonalization. Specifically, if a Hamiltonian and a set of Lindblad operators

satisfy the commutation relations

(i) [H,L†
nLn] = 0 (for all Ln)

(ii) [L†
nLn, L

†
n′Ln′ ] = 0 (for all Ln, Ln′)

(iii) [H,Ln] = νLn

(for some ν ∈ C with Im(ν) ≥ 0, for all Ln)

(iv)
∑

n′ γn′ [L†
n′Ln′ , Ln] = λLn

(for some λ ∈ C with Re(λ) ≤ 0, for all Ln)
then Eq. (8.1) can be solved in closed form by a time-perturbative Kraus series of

the general form

ρ(t) =
∞∑
m=0

∑
k⃗∈{1,2,...,N}m

Km,⃗k(t)ρ(0)Km,⃗k(t)
† (8.6)
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where m is the order of each term and k⃗ is an index vector corresponding to each

product sequence of m Lindblad operators. In the general case, each Kraus operator

term in the time-perturbative series takes the form

Km,⃗k(t) = T (t)

√
f(t)m

m!

m∏
i=1

(√
γk⃗iLk⃗i

)
. (8.7)

Above, f(t) is a positive function of time and T (t) is the effective Hamiltonian evo-

lution operator given by

T (t) = exp

(
−it
ℏ
Heff

)
(8.8)

where the effective Hamiltonian Heff is

Heff = H − iℏ
2

N∑
n=1

γnL
†
nLn. (8.9)

Because conditions (i) and (ii) are satisfied, the operator Heff is diagonalizable in the

same basis as the original Hamiltonian H with eigenvalues of the form

Eeff = E − iℏ
2

N∑
n=1

γnξn (8.10)

where E is a real eigenvalue ofH and each ξn is a non-negative real eigenvalue of L†
nLn.

Since the imaginary component of each eigenvalue Eeff is non-positive, the effective

Hamiltonian evolution operator T (t) is a contraction, meaning
∥∥T (t)ρT (t)†∥∥ ≤ ∥ρ∥

for any density matrix ρ and time t ≥ 0. The time-dependence of the Kraus operator

terms in Eq. (8.7) is described by the positive function f(t), which takes different

forms, depending on the values of ν and λ as defined in conditions (iii) and (iv). In

the most general case, f(x) takes the form

f(t) =


t α = 0

(1− e−αt)/α α > 0

(8.11)
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where α = 2 Im(ν)/ℏ−Re(λ) is a positive constant. When α = 0, we observe that the

worst case time-dependence of the Kraus operators is such that Km,⃗k(t) ∼
√
tm/m!.

This case corresponds to systems with unitary symmetries (e.g. Pauli channels),

where the unitary symmetry operators are used as Lindblad operators with different

choice of damping parameters γn. The α > 0 case corresponds to systems where H

and the Lindblad terms L†
nLn exhibit non-trivial commutation relations (e.g. bosonic

systems with finite particle number). For these systems, the time dependence can

be reduced to Km,⃗k(t) ∼
√

1/m!, which means that the Kraus series converges much

faster and exhibits much lower truncation error than the general case. For additional

details regarding the derivation of the general form of the time-perturbative Kraus

operators in Eq. (8.7), we refer the reader to reference [229].

8.2.3.1 Mapping to quantum circuits. Upon inspection of Eq. (8.6) and Eq.

(8.7), we observe that if the effective time evolution operator T (t) and the Lindblad

operators Ln can be efficiently realized as quantum circuits acting on a pure state

|ψ⟩ (or a purified superposition
∑

i

√
pi |ψi⟩), then one can straightforwardly simulate

the time-evolution of an arbitrary density matrix ρ =
∑

i pi |ψi⟩ ⟨ψi| on a quantum

computer. This is achieved by first applying the sequence of Lindblad operators∏
i Lk⃗i followed by T (t), and then multiplying by the scalar term

am,⃗k =

√
f(t)m

m!

m∏
i=1

√
γk⃗i . (8.12)

This must be repeated for each Kraus term Km,⃗k(t) up to a desired cutoff order

m = M . Applying each of these operators through quantum gates, however, is a

non-trivial task and requires additional discussion.
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First, we consider how the Lindblad operators Ln can be expanded into unitary

operations. Since it may generally be the case that ∥Ln∥ ≠ 1, the Lindblad operators

must first be normalized using the transformation

Ln 7→ Ln/bn

γn 7→ b2nγn

(8.13)

where bn = ∥Ln∥ is the normalization constant. This transformation has no effect

on the dynamics of Eq. (8.1), and ensures that each Ln can be encoded in a unitary

of norm 1. Once the Ln operators are normalized, they must be expanded to uni-

taries that can be implemented with quantum gates. This is most commonly achieved

through a unitary block-encoding scheme in which the transformed Lindblad oper-

ators are embedded in a block unitary ULn that requires at least one clean ancilla

qubit per application in a quantum circuit [230]. One such block form is given by the

unitary Sz.-Nagy dilation [202] of Ln:

ULn =

 Ln
√
I − LnL

†
n√

I − L†
nLn −L†

n

 . (8.14)

This block encoding is such that ULn(|0⟩ ⊗ |ψ⟩) = (Ln |ψ⟩) ⊗ |0⟩ + |ϕ⟩ ⊗

|1⟩, where |ϕ⟩ =
√
I − L†

nLn |ψ⟩ is a state that must be discarded when the ancilla

qubit measures |1⟩. Each unitary ULn can be decomposed efficiently as sequences of

quantum gates using algorithms such as the linear combination of unitaries (LCU)

method [231, 232] or the quantum Shannon decomposition (QSD) [203]. Due to the

constraints of NISQ quantum hardware, implementing arbitrary unitary operators

without accumulating noise is a significant challenge; thus the implementation of

complex Lindblad operators (for example the bosonic annihilation operator â) requires
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careful circuit design and hardware-specific optimization [228]. We give additional

discussion regarding circuit design in Appendix E.1.

Next, we briefly discuss how the operator T (t) can be implemented. T (t) is a

contraction, meaning it can be expanded to a unitary operator without normalization.

This expansion can be achieved through a unitary block-encoding scheme, however

we recall that the effective Hamiltonian Heff is diagonalizable in the same basis as H.

As a result, if a diagonal form of H is known, then a diagonal block-encoding of the

the operator T (t) can be implemented efficiently in this diagonalized basis using the

methods discussed in Appendix E.1.

8.2.3.2 Measurement and readout of circuits. For each operator Eq. (8.7)

in the Kraus series expansion, the unitaries ULn (implementing the Lindblad opera-

tors) and T (t) (implementing the effective Hamiltonian evolution) can be combined

to produce a circuit UK
m,k⃗

(t) corresponding to each Kraus operator, as shown in Fig-

ure 8.1. When each circuit is run on a quantum device, both the system qubits and

all ancillas are measured. When the ancillas all read |0⟩, the the resulting system

qubits are measured in a desired basis and the estimated outcome probabilities for

each circuit are added on a classical computer with scalar weights |am,⃗k|2.

Measurements in multiple bases can be combined to estimate the expectation

value of the observable for the state ρ(t). The state density matrix ρ(t) itself can also

be estimated by performing quantum state tomography in a complete basis [233]. On

NISQ devices, the Pauli basis is often chosen because transformations into this basis

require only single-qubit Pauli gates. Although the Kraus operator method requires

many circuits to be evaluated per measurement basis (in the worst case, M ! circuits),
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UK
m,k⃗

(t)

. . .

. . .

. . .

. . .

. . .

|0⟩

UL
k⃗m

⇒ |0⟩ ✓

|0⟩

UL
k⃗2

⇒ |0⟩ ✓
|0⟩

UL
k⃗1

⇒ |0⟩ ✓
|0⟩

T (t)
⇒ |0⟩ ✓

|ψ(0)⟩ ×|am,k⃗|2

. . .

Figure 8.1: Diagram of the quantum circuit UK
m,k⃗

(t) corresponding to a single Kraus
operator in the time-perturbative Kraus series Eq. (8.6). This circuit applies a set of
unitary dilations of the Lindblad operators (UL

k⃗
) indexed by the vector k⃗. Then, the

effective Hamiltonian evolution T (t) is applied. When all of the ancillas are measured
to read |0⟩, the resulting measurement probabilities on the system qubits are re-scaled
by the factor |am,⃗k|2 and added on a classical computer.

we note that the depth of each order m circuit is at most O(m). Furthermore, the

Kraus series terms that contribute the most probability mass to the total system

trajectory tend to correspond to the shortest circuits. As a result, this approach

naturally mitigates the detrimental effect of noise on NISQ devices by distributing

the computational cost of the simulation over many short circuits.

8.2.4 Special Cases

Although the time-perturbative Kraus series method is limited to systems that

satisfy conditions (i)-(iv) and can require many circuits in the most general case, we

note that there are some important classes of systems where our method not only

applies, but can be made very efficient. In some cases, the time-perturbative Kraus

series can even be reduced to a finite number of terms, allowing for an exact simulation

236



distributed over only a finite number of circuits. In the following subsections, we

provide further analysis of these noteworthy special cases:

8.2.4.1 Systems with unitary symmetry. First, we examine the special case

of systems that exhibit unitary symmetries. These systems have a Hamiltonian H and

unitary operators U1, U2, ..., UN that satisfy UnHU
†
n = H. The unitaries Un can be

used as Lindblad operators Ln = Un with appropriate choice of damping parameters

γn to phenomenologically model decoherence that drives the system toward a steady

state that is invariant under these symmetries. For these systems it can be shown

that conditions (i)-(iv) are satisfied with constants ν = λ = 0, resulting in f(t) = t.

The effective Hamiltonian evolution operator T (t) takes the form

T (t) = e−Γt/2UH(t) (8.15)

where Γ =
∑N

n=1 γn and UH(t) = exp(−itH/ℏ) is the time evolution operator un-

der the regular system Hamiltonian H. The scalar prefactor e−Γt/2 can be com-

puted classically, which means that one only needs to apply the sequence of unitaries

UH(t)Uk⃗1Uk⃗2 ...Uk⃗N |ψ⟩ to simulate each Kraus term on a quantum computer.

8.2.4.2 Bosonic systems. Another special case of systems we consider here

are bosonic systems. The Hamiltonian of a free bosonic system with a single mode

can be modeled as a single-particle harmonic oscillator with Hamiltonian

H = ℏωâ†â (8.16)

where â is the mode annihilation operator and ω is the mode frequency. To model

particle loss in the mode, we apply the Lindblad operator L1 = â. It can be shown

that this system satisfies conditions (i)-(iv) with constants ν = ℏω and λ = −γ1,
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which means that α = γ1 ≥ 0. Thus, the time-dependence of the the derived time-

perturbative Kraus series is of the form f(t) = (1 − e−αt)/α, meaning the Kraus

series converges rapidly as claimed earlier. We can generalize the single mode case to

a quadratic bosonic Hamiltonian with n coupled modes, which can be written as

H =
∑
i,j

Mij â
†
i âj (8.17)

where M is an n× n Hermitian matrix and âi is the annihilation operator for mode

i. In a manner similar to the Hamiltonian, Lindblad operators can be introduced as

a matrix quadratic form

Ln =
∑
i,j

(Vn)ij â
†
i âj (8.18)

where Vn is an arbitrary matrix. As a direct consequence of the Jordan-Schwinger

map, the commutator algebra of H and the Lindblad operators Ln is isomorphic to

that of the matrices M and Vn. As a result, one only needs to consider the commu-

tation relations of these matrices when verifying that conditions (i)-(iv) above apply.

An important case to consider is when the matrices Vn are diagonal or correspond to

unitary symmetries of M (i.e. VnMV †
n =M). These kinds of systems are relevant in

the theory of quantum angular momentum [234], coupled optical cavities [215], and

phonons in solids [235].

We would like to emphasize that the damped harmonic oscillator systems that

can be simulated using the Trotterless method can be generalized to model the decay

of quadratic bosonic systems under a Bogoliubov transformation [18]. This would

allow for a Hamiltonian of the form

H =
∑
i,j

Mij â
†
i âj +

1

2

(
∆jkâ

†
j â

†
k +∆∗

jkâj âk

)
(8.19)
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where M is a Hermitian matrix, ∆ is a symmetric matrix, and the Lindblad operators

are in terms of the transformed bosonic annihilation operator Li = âi. This Hamil-

tonian in Eq. (8.19) can realize the four wave-mixing/spontaneous parametric down

conversion Hamiltonian [236] in a lossy cavity. This is particularly relevant in quan-

tum imaging when trying to obtain strong squeezing in leaky cavities [237]. There

has also been interest in using Lindbladians with dissipative couplings to engineer

non-abelian states in photonic lattices [238]. The case where ∆jk = 0 can be related

to the dissipative evolution of various spin and fermionic Hamiltonians in the single-

excitation subspace [239], as long as the Lindblad operators are particle/excitation

number conserving.

8.2.4.3 Lindblad operators with finite group and semigroup structure. For

systems with Lindblad operators that form a finite group or semigroup, this infinite

series can be simplified down to a finite number of Kraus operators, yielding an exact

solution. Of these types of systems, the most important case to consider is when

the action of the Lindblad operators Ln on some initial density matrix ρ form finite

abelian groups or finite abelian nilpotent semigroups, meaning they satisfy

Ln′LnρL
†
nL

†
n′ = LnLn′ρL†

n′L
†
n (8.20)

(i.e. the action of the Lindblad operators on ρ is commutative) and

(Ln)
ℓnρ(L†

n)
ℓn = θnρ (8.21)

for real constants θn ≥ 0 and integers ℓn > 0. If θn = 0, the group generated by the

action of Ln on ρ is a finite nilpotent semigroup; otherwise it forms a finite abelian

group (up to multiplication by some constant). In either case, it can be shown that

the resulting time-perturbative Kraus series can be reduced to the finite sum of Kraus
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operators

ρ(t) =

ℓ1−1∑
m1=0

ℓ2−1∑
m2=0

...

ℓN−1∑
mN=0

Km⃗(t)ρ(0)Km⃗(t)
† (8.22)

where

Km⃗(t) = T (t)
N∏
n=1

√
F θn
ℓn,mn

(γnt)(Ln)
mn (8.23)

and F θ
ℓ,m is the generalized hyperbolic function

F θ
ℓ,m(x) =

1

ℓ
θ−m/ℓ

ℓ−1∑
k=0

ω−mk
ℓ exp

(
ωkℓ θ

1
ℓx
)

(8.24)

with ωℓ = ei2π/ℓ. In the nilpotent case (θ = 0), we define F 0
ℓ,m(x) = f(x)m/(m!).

Although the finite sum of Kraus operators in Eq. (8.22) contains many in-

dividual terms, we observe that this series can be factored as the product of poly-

nomial functions of the Lindblad operators. Specifically, in the finite abelian case

with θn ̸= 0, we can re-scale the Lindblad operators via the transformation in Eq.

(8.13) with bn = θ
1/(2ℓn)
n . This allows us to write the time evolution of the system as

ρ(t) = S(t)ρS(t)† where S(t) is given by

S(t) = eΓ
′t/2T (t)

N∏
n=1

(
ℓn−1∑
m=0

√
e−γ′ntF 1

ℓn,m
(γ′nt)(L

′
n)
m

)
(8.25)

where L′
n = Ln/θ

1/(2ℓn), γ′n = θ1/ℓnγn, and Γ′ =
∑N

n=1 γ
′
n. If one can efficiently apply

a controlled form of the gates UL′
n

that implement each re-scaled Lindblad operator

L′
n, then each factor in Eq. (8.25) can be applied using circuits of the form shown in

Figure 8.2, provided that the distribution

|ϕFn(t)⟩ =
ℓn−1∑
m=0

√
e−γ′ntF 1

ℓn,m
(γ′nt) |m⟩ (8.26)

can be efficiently prepared for each time evolution period t > 0 on a set of log2(ℓn)

ancilla qubits. It can be shown that a circuit preparing the distribution |ϕFn(t)⟩ can
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be compiled and executed efficiently, requiring at most O(ℓn log(ℓn)) quantum gates

and classical preprocessing steps [240].

Sn

|ϕFn(t)⟩

|ψ⟩ UL′
n

(UL′
n
)2 (UL′

n
)4

(a)

S(t)

. . .

. . .

. . .

. . .

|ϕF1(t)⟩

S1

|ϕF2(t)⟩

S2|ϕFN (t)⟩
SN

|ψ(0)⟩ eΓ
′t/2T (t)

. . .

(b)

Figure 8.2: Quantum circuit diagrams for the circuits Sn (a) and S(t) (b), which can
be used to efficiently simulate systems where the action of the Lindblad operators
that form a finite abelian group. Simulating these systems requires the hyperbolic
distributions ϕFn(t) to be prepared on sets of ancilla qubits.

8.3 Results

To demonstrate the effectiveness of our proposed framework on NISQ hard-

ware, we present results of simulations of basic open quantum systems on noisy

trapped ion quantum computers, specifically on the IonQ Harmony [241] and Quantin-

uum H1-1 [242] devices. These devices have slightly higher noise in comparison to

state-of the-art devices, but the noise syndromes of these devices are well-understood [243],
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making them a good platform for demonstrating NISQ-friendly algorithms and error

mitigation strategies in high-throughput simulation tasks. Quantum circuits were

designed and compiled via the qiskit software framework [244] for all IonQ results,

and via the pytket framework [245] for all Quantinuum device results.

To start, we present simulation results for the Pauli channel and damped

Schwinger oscillator models, and discuss how these models satisfy the criterion of

the special cases discussed in Section 8.2.4. We then present results obtained from

simulating the trajectory of the system’s density matrix on real quantum hardware.

Next, we focus on simulating a damped quantum harmonic oscillator (i.e. a single

bosonic mode occupied by many particles), and demonstrate how error mitigation

techniques can be applied to suppress the effect of noise on NISQ devices.

8.3.1 Continuous-Time Pauli Channel

The continuous-time Pauli channel is a type of open quantum system used to

model the noise induced in a quantum computing device as a function of time [184],

or to model decoherence in degenerate spin-1/2 states coupled to a spin bath [213].

In most cases, it is common to assume a trivial Hamiltonian H = 0, with unitary

Lindblad operators Ln with respective error rates γn that generate an error syndrome

on Nq-qubit states in the device. These Lindblad operators assume the form of a

Pauli string

Ln = σn1 ⊗ σn2 ⊗ ...⊗ σnNq , (8.27)

where each σij ∈ {I,X, Y, Z} is a single-qubit Pauli operator and Nq is the number

of qubits. Since H = 0 and the operators Ln are unitary, we have [H,Ln] = 0, which

means that the system satisfies conditions (i)-(iv) as discussed in Section 8.2.4.1. In
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addition, it can be shown that Pauli string Lindblad operators form a finite abelian

group that satisfies Eq. (8.20) and Eq. (8.21) with ℓn = 2 for each Ln. This means

that the system admits a finite Kraus representation of the form (8.22) with Kraus

operators

Km⃗(t) = e−Γt/2

N∏
n=1

√
F 1
2,mn

(γnt)(Ln)
mn (8.28)

which can be combined in superposition to obtain a factored time evolution operator

S(t) =
1√
2N

N∏
n=1

(√
1 + e−γntI +

√
1− e−γntLn

)
. (8.29)

This operator can be efficiently simulated using a quantum circuit of the form shown

in Figure 8.2. Since ℓn = 2, only a single ancilla qubit is needed to prepare the

distribution |ϕFn(t)⟩ corresponding to each Lindblad operator and each evolution

period t. This circuit requires one two-qubit gate for each Pauli component σij ̸= I

in the set of Lindblad operators. Alternatively, one can also simulate a Pauli channel

using the non-factored Kraus operators in Eq. (8.28), making the observation that the

time-dependent terms e−Γt/2
∏

n

√
F 1
2,mn

(γnt) can be applied on a classical computer

after measuring the initial state under the action of the powers Lmn of each Kraus

operator. This requires performing partial (or in the worst case, a full) tomography

on the initial state; however, the result of these measurements can be re-combined

classically to find the continuous system trajectory for all values of t > 0.

As a motivating demonstration, we simulate a two-qubit Pauli channel under

strongly correlated XX and ZZ interactions. This specific Pauli channel model is

relevant in modeling qubit crosstalk in trapped ion quantum processors. For this
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system we use the Lindblad operators

L1 = I ⊗X, L2 = X ⊗ I,

L3 = Z ⊗ Z, L4 = X ⊗X

(8.30)

with single-qubit error rates γ1, γ2 = 0.1 and two-qubit error rates γ3, γ4 = 1.0. We

simulated the trajectory of the initial unentangled pure state

|ψ(0)⟩ = −3/5 |01⟩ − 4/5 |11⟩ (8.31)

on the noisy Quantinuum H1-1 device, using both the S(t) and the full Kraus series

method. In Figure 8.3, we plot the trajectory of the diagonal populations of the

density matrix and the Z-basis Pauli operators estimated with 2048 shots per circuit.

These results are compared with an exact numerical solution of the Lindblad equation.

Due to the strongly correlated nature of the simulated Pauli errors, we observe

in Figure 8.3(a) that the system is driven from an unentangled pure state at t = 0 to

a mixed, yet weakly correlated state at t = 2.0. While the single-qubit polarizations

in the Z-basis decay to zero in Figure 8.3(b), the ZZ-correlation between the qubits

decays at a much slower rate. In Figure 8.3, we also note the strong agreement

between the Kraus series solution and the exact solution to the Lindblad equation.

We also observe strong agreement between the results of the factored S(t) method

and the exact solution, but with increased noise due to the larger number of two-qubit

gates used in the Sn circuits depicted in Figure 8.2.

8.3.2 Damped Schwinger Oscillator Model

The Schwinger Oscillator model is a 2D quantum harmonic oscillator system

that can be equivalently viewed as a degenerate bosonic mode with two degrees of

freedom. This model was first proposed by Julian Schwinger in 1952 to explain
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Figure 8.3: Trajectory of a two-qubit Pauli channel obtained from the noisy Quantin-
uum H1-1 device. Results are shown for (a) the populations along the diagonal of
the density matrix and (b) the expectation values of Pauli strings in the Z-basis. For
each plot, trajectories using the standard Kraus operator method (solid lines) and
the factored S(t) operator (circles) are shown.
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the theory of quantum angular momentum with two uncoupled oscillators [234]. A

degenerate 2D oscillator has the diagonalized Hamiltonian

H = ℏω(1 + â†1â1 + â†2â2). (8.32)

Up to addition of scalar terms, this Hamiltonian can be written as a quadratic prod-

uct of bosonic creation and annihilation operators of the form in Eq. (8.17) with

the matrix M = ℏωI, where I is the 2 × 2 identity. Following the analysis in Sec-

tion 8.2.4.2, we can efficiently simulate quadratic Lindblad operators of the form in

Eq. (8.18), provided that the associated matrices M and Vn satisfy conditions (i)-(iv)

in place of H and Ln respectively. For the 2-mode case, a natural choice of Vn is the

set of Pauli operators (X, Y, Z), which generate SU(2). In their bosonic quadratic

form, these are proportional to the quantum angular momentum operators, as first

proposed by Schwinger:

Ĵx = (â†1â2 + â†2â1)/2 (8.33)

Ĵy = (â†1â2 − â†2â1)/2i (8.34)

Ĵz = (â†1â1 − â†2â2)/2 (8.35)

Since M = ℏωI and the Pauli operators Vn ∈ {X, Y, Z} meet the conditions for

satisfying (i)-(iv), we can simulate the evolution of the system under a subset of the

Lindblad operators Eqs. (8.33)-(8.35) using a time-perturbative Kraus series of the

form in Eq. (8.6) with f(t) = t.

In accordance with convention, the Ĵz operator is chosen to be diagonal, though

we recall that an arbitrary angular momentum operator Ĵn̂ about an axis n̂ is similar

to Ĵz under the unitary transformation exp(−iπJv̂), where v̂ = (n̂+ ẑ)/∥n̂+ ẑ∥. As a

result, one can always choose at least one Lindblad operator to have the diagonalized
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representation Ĵẑ, which can be applied more efficiently on a quantum computer.

When a particular angular momentum operator (e.g. Ĵz) is applied as a Lindblad

operator, it produces a depolarization in the angular momentum of the oscillator

about the given axis while conserving the total energy of the system. This can model,

for example, the decoherence experienced by a charged particle occupying degenerate

quantized Landau levels under a strong uniform magnetic field. (In this particular

example, one recovers the 2D oscillator representation when the magnetic field is

treated in the symmetric gauge.) The quantization of these degenerate Landau levels

is relevant in explaining the Shubnikov-de Haas effect [246] and the integer quantum

Hall effect [247].

To demonstrate the application of our methods to this system, we simulate a

2D oscillator with a single occupied doubly-degenerate Landau orbit level with energy

EL = 2ℏω. Simulating up to the first degenerate level requires two qubits, where the

degenerate subspace is spanned by the logical states |01⟩ and |10⟩. We apply angular

damping L1 = Jz to an initially pure combination of the ground and excited states

|ψ(0)⟩ = (|00⟩+ i |01⟩+ |10⟩)/
√
3. (8.36)

and estimate the trajectory of the full density matrix by performing complete Pauli-

basis tomography on the system qubits. Quantum simulations were carried out on

the Quantinuum H1-1 device to reconstruct the full system density matrix at five

different points in time with 1024 shots per circuit.

In Figure 8.4 we plot the expectation value of the trajectory of the system

in mass-independent coordinates using the operators x0 = (â†1 + â1)/
√
2, y0 = (â†2 +

â2)/
√
2 and their momentum analogues px0 = i(â†1 − â1)/

√
2, py0 = i(â†2 − â2)/

√
2,
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where â1, â2 are restricted to act on only the lowest modes |0⟩ and |1⟩. For both the

position and momentum coordinates, we observe strong agreement between the exact

solution and the estimated values (for both the noisy H1-1 device and a simulated

ideal noiseless device).

As t→ ∞, the position and momentum coordinates asymptotically approach

zero, which is consistent with the depolarization of angular momentum in the z-

direction. The depolarization can be visualized by reconstructing the full position

and momentum distributions from the density matrix estimated on the noisy device.

We expand the density matrix ρin,i′n′ in the position and momentum basis as a sum

of products of Hermite-Gauss polynomials, given by

ρ(x⃗0) =
∑
n,n′

∏
i,i′

(
ρin,i′n′

exp(−(x⃗0i)
2/2)√

2n+n′π(n!)(n′!)
Hn(x⃗0i)Hn′(x⃗0i′)

)
(8.37)

where i, i′ are the coordinate (i.e. mode) indices and n, n′ are the coordinate eigen-

state indices. The analogous momentum density can be obtained through a Fourier

transform of Eq. (8.37). In Figure 8.5 we plot the position and momentum density

estimated on the Quantinuum H1-1 device for the first four points in time.

8.3.3 Damped Harmonic Oscillator with Error Mitigation

So far, we have simulated relatively small systems on NISQ hardware, where

the effect of noise is on the same order of magnitude as the sampling error. How-

ever, when simulating much larger systems on NISQ devices, the effect of noise is

more problematic and must be combated through techniques such as hardware-native

gate optimization and error mitigation [248, 249]. In this section, we focus on error-

mitigation techniques, as circuit optimization is more hardware specific. In particular,
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Figure 8.4: Trajectory of the expectation values of position and momentum for os-
cillator 1 (x0, px0) and oscillator 2 (y0, py0) computed on the noisy Quantinuum H1-1
device. Trajectories are shown for (a) the scaled position operators (b) the scaled
momentum operators, and (c) for (x0, y0) joint spatial coordinates. The noisy results
are compared to both an ideal quantum computation (containing only sampling er-
ror) and the exact solution to the Lindblad equation. The solid lines in plots (a)-(c)
show an interpolation of the noisy data corresponding to the trajectory of a damped
classical harmonic oscillator model with frequency ω.
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(a)

(b)

Figure 8.5: Snapshots of the trajectory of the joint position (a) and momentum (b)
density of the Schwinger oscillator system. These densities were estimated directly
from the density matrices obtained from the noisy Quantinuum H1-1 device.

we propose hardware-agnostic error mitigation techniques that can be applied to im-

prove the accuracy of the density matrix trajectories of bosonic systems simulated

using the Kraus series method. We apply these techniques to a damped harmonic

oscillator system with Hamiltonian Eq. (8.16) and Lindblad operator L1 = â with

damping parameter γ1. We restrict the representation of â to incorporate occupied

eigenstates up to n = 3 in a dense two-qubit binary encoding. This allows for a Kraus

representation of the form in Eq. (8.6) with f(t) = (1− e−γ1t))/γ1.

As with the Schwinger oscillator system, we estimate the trajectory of the

two-qubit oscillator density matrix by performing full tomography in the Pauli basis.

While this process of reconstructing the density matrix can be expensive (requiring

measurement in nine different bases for each Kraus operator circuit), it provides a

significant amount of data that can be used for error mitigation both at and above the

hardware level. However, when simulating open quantum systems, the system density
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matrix is not always pure, which is guaranteed to be the case when considering the

unitary quantum evolution of a closed system on a noiseless device. Furthermore, the

decoherence of the system qubits due to entanglement with ancilla qubits combines

with the device noise acting on the system qubits to produce a state that is often more

decoherent and has a larger entropy than desired. This problem of distinguishing the

simulated noise from the device noise poses a unique challenge that remains to be

satisfactorily addressed in the literature.

One simple method for mitigating device noise is to model the noise as some

CPTP channel E(ρ) and attempt to partially mitigate device noise by inverting the

channel. The inverted channel is applied to the noisy density matrix ρ to obtain a

mitigated density matrix ρmit. As we have seen in Section 8.3.1, one such model is

given by a Pauli channel. The evolution of a density matrix ρ for a constant time

period under a Pauli channel with Lindblad operators Ln of the form in Eq. (8.30)

can be always written in the simplified form

EPC(ρ) = ε0ρ+
∑
i

εiPiρP
†
i , (8.38)

where Pi ∈ {I,X, Y, Z}⊗N \ {I⊗N} are non-trivial Pauli strings and εi ∈ [0, 1] are

the associated error probabilities that sum to unity. An important special case of the

general Pauli channel is the quantum depolarizing channel (QDC), where the error

probabilities εi for i > 0 are identical across the set of all Pi. Letting λ = 1 − ε0, it

can be shown that the Pauli channel simplifies to

EQDC(ρ) = (1− λ)ρ+ λ

(∑
Pi∈P

PiρP
†
i

)
(8.39)

= (1− λ)ρ+
λ

2N
I⊗N . (8.40)
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One important property of the QDC is that the noise induced by this channel com-

mutes with any simulated CPTP noise channel Esim, that is

Esim(EQDC(ρ)) = EQDC(Esim(ρ)) (8.41)

for all density matrices ρ. This means that one can correct for device-induced de-

polarizing errors that occur before and during the simulation by applying an inverse

depolarization channel to the measured density matrix after simulation is complete.

Moreover, inverting EQDC can be carried out quite efficiently, requiring only a re-

scaling of the diagonal and off-diagonal components of ρ to obtain the mitigated

density matrix ρmit. Although the Pauli channel model in Eq. (8.38) is a much more

flexible noise model, it does not exhibit the same commutativity as in Eq. (8.41)

except in the case when Esim is also a Pauli noise model. For more information on the

process of fitting QDCs and Pauli channels to measurements on quantum hardware,

we refer the reader to Appendix E.2. In the remainder of this section, we discuss the

results of two experiments that apply the error mitigation techniques discussed above

to the damped harmonic oscillator system.

8.3.3.1 Noisy oscillating state. First, we consider the simulation of the

oscillating non-stationary state

|ψ(0)⟩ = 1√
2
(i |2⟩+ |3⟩). (8.42)

which we simulated on the trapped ion IonQ Harmony device with damping rate

γ1 = 1.0 and ℏω = 1.0 using the Kraus series method truncated to order m = 3. The

full density matrices were estimated via tomography in the Pauli bases for 19 time

steps uniformly spaced in the interval t ∈ [0, 3] with 1024 shots per circuit.
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To mitigate the effect of noise decoherence on the Harmony device, we fit a

Pauli channel model and a QDC model to the initial state and select the respective

parameters εi and λ such that the fidelity of the density matrix reconstructed on the

t = 0 density matrix is maximized. The results of the estimated Pauli channel and

QDC parameters are shown in Figure 8.6(a) and 8.6(b) respectively. Since the QDC

satisfies Eq. (8.40), an estimate of the parameter λ that is sufficient to at least correct

for decoherence during state preparation and measurement can be obtained by select-

ing the smallest value of λ that maximizes the fidelity of the initial density matrix.

As shown in Figure 8.6(b), estimating λ in this manner approximately maximizes

the average fidelity of the mitigated density matrices across the entire trajectory. In

Figure 8.6(c) and 8.6(d), we plot the fidelity and von Neumann entropy of the density

matrices estimated on the noisy device. In these figures, the gap between the noisy

device results and a simulated ideal device are shaded in red, illustrating the effect of

device noise decoherence. We observe in Figure 8.6(d) that both the Pauli channel

and QDC error models decrease the density matrix entropy to closer resemble that

of an ideal device. These methods also increase the average fidelity of the recon-

structed density as seen in Figure 8.6(d), especially in the regime where the entropy

of the density matrix is low. On the other hand, in the high-entropy regime (where

t ≈ 0.5) both error mitigation techniques reduce the entropy below that of the exact

solution, resulting in a lower density matrix fidelity than the raw unmitigated data.

This is illustrative of a key trade-off that exists between the fidelity of the mitigated

density matrix in the high-entropy regime and low-entropy regimes: as the degree

of mitigation is increased (i.e. the noise channel parameters εi and λ are increased),

the fidelity in the high-entropy regime increases at the cost of some fidelity of the
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Figure 8.6: (a): Pauli channel model fit to the device-induced noise on the IonQ
Harmony device. (b): Effect of the quantum depolarizing channel (QDC) parameter
λ on the fidelity of the error-mitigated density matrix obtained from inverting a QDC
fit to measurements obtained from the IonQ Harmony device. The average fidelity
across the entire trajectory and only the prepared initial state are shown as a function
of λ, suggesting an optimal value of λ ≈ 0.5 for this device and system.
(c,d): Fidelity (c) and von Neumann entropy (d) of the density matrix trajectory
simulated on the IonQ Harmony device. For each time value t, results are shown for
an ideal device (only sampling error), the noisy device, and the noisy device with
error mitigation via inversion of a general Pauli channel and a QDC fit to the initial
state only.

lower-entropy states. We remark that the exact nature of this trade-off, however, is

likely to be specific to both the system being simulated and the quantum hardware

it is simulated on.

In Figure 8.7 we plot the error-mitigated expectation value of position and

momentum of the damped oscillator system, where we see reasonable agreement with

the exact solution. This agreement can be made stronger by interpolating the miti-

gated position and momentum values using the model of a damped classical harmonic

oscillator with a variable damping coefficient. This interpolation is represented by

the solid lines in Figure 8.7.
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Figure 8.7: Trajectory of error-mitigated expectation values of oscillator position (a)
and momentum (b) computed on the noisy IonQ Harmony device. The results for
the mitigated density matrix, an ideal device, and the exact solution to the Lindblad
equation are plotted for comparison. An interpolating trajectory of a classical har-
monic oscillator with variable damping is also shown (solid line). This interpolation
represents the least-squares error fit of the mitigated data.
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Figure 8.8: Trajectory of the position density (left column) and momentum density
(right column) of the harmonic oscillator prepared in a non-stationary state. Densities
are plotted for the noisy IonQ Harmony device results, the error-mitigated noisy
results, an ideal quantum device trajectory, and finally the exact solution to the
Lindblad equation. For the device results, the distributions between discrete time
steps are estimated through Gaussian interpolation.

In Figure 8.11, we plot the trajectory of the position density and momentum

density of the harmonic oscillator system interpolated as function of time. For each

discrete time sample, the position and momentum densities were computed using Eq.

(8.37) and interpolated between time steps with Gaussian smoothing. For comparison,

the exact solution to the Lindblad equation is plotted in the last row of Figure 8.11.

Although the unmitigated results appear to be degraded with noise, we see that

much of this noise is suppressed after the inverse QDC error mitigation is applied.

Nonetheless, the effect of noise is still prominent in the high-entropy regime at t ≈ 1.0.
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As the oscillator evolves, the dynamics of the oscillator transition from behav-

ing like a quantum-mechanical object, where measurements of position and momen-

tum are governed by the uncertainty principle, to a classical statistical object, where

measurement outcomes can be described by a joint probability function of position

and momentum. This transition can be observed by computing the Wigner quasi-

probability distribution of the harmonic oscillator as a function of time. The Wigner

quasi-probability distribution of a one-dimensional system with density operator ρ̂ is

given by:

W (x0, p0) =
1

π

∫
⟨x0 + s| ρ |x0 − s⟩ ei2p0s ds (8.43)

The Wigner distribution plays a crucial role in the phase-space formulation

of quantum mechanics and can be interpreted as a joint distribution over the po-

sition and momentum phase space of a system. Unlike a standard probability dis-

tribution, this quasi-probability distribution can sometimes take on negative values,

which are attributed to inherently quantum-mechanical effects arising from the non-

commutativity of x0 and p0. Furthermore, when the quasi-probability distribution is

entirely positive, it is indicative of classical statistical behavior (e.g., an ensemble of

Gaussian states) [250].

For a harmonic oscillator with density matrix ρn,n′ (where n, n′ are eigenstate

indices), the Wigner quasi-probability distribution can be computed in closed form

using the upper-triangular entries of ρ [251]. This is achieved with the expansion

W (x0, p0) =
e−(x20+p

2
0)

π

∑
n

∑
n′≥n

cn,n′ Re{ρn,n′ [
√
2(x0+ip0)]

n′−n}L̃(n′−n)
n (x20+p

2
0), (8.44)

where L̃(k)
n are the generalized Laguerre polynomials and cn,n′ = (−1)n(2−δn,n′)

√
n!/n′!.

In Figure 8.9, we plot the Wigner quasi-probability distributions reconstructed from
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the density matrices obtained on the IonQ Harmony device (both with and without

mitigation) and an ideal device. On the ideal device, we observe that the negative

regions of the Wigner distribution (shown in blue) decay rapidly, vanishing at roughly

t ≈ 0.6, yet these regions are present in the noisy device results as late as t ≈ 1.6.

This suggests that applying mitigation to account for device noise may effectively blur

the quantum-to-classical transition of the system. From comparing the mitigated and

ideal Wigner distributions, we also note the existence of phase mismatching with re-

spect to the ideal distribution, meaning the regions of high quasi-probability mass are

rotated either clockwise or counter-clockwise relative to the ideal distribution. This

same phase mismatching is observed in Figure 8.7, and can be partially attributed to

the Harmony device’s less precise execution of arbitrary-angle phase gates needed to

apply the effective Hamiltonian evolution T (t).

8.3.3.2 Noisy cat state. In this section, we briefly consider the simulation of

a bosonic “Schrodinger cat" harmonic oscillator state [252]. We give special consider-

ation to the simulation of this state due to the fact that it exhibits parity symmetry

that is preserved under the evolution of the system with damping. Due to this prop-

erty, cat states have been proposed as a platform for realizing discrete qubit states

in superconducting and quantum optical systems, and they are instrumental to the

implementation of quantum bosonic codes for fault-tolerant computation [217]. Here,

we examine the dynamics of the same two-qubit truncated harmonic oscillator repre-

senting a single bosonic mode. This mode is prepared in the approximate two-qubit

odd cat state

|ψ(0)⟩ = 1√
|α|2 + |α|6/3!

(
α1

√
1!

|1⟩+ α3

√
3!

|3⟩
)
. (8.45)
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Figure 8.9: Estimated Wigner quasi-probability distribution of the harmonic oscillator
at selected points t along the trajectory. For comparison, the results for the raw IonQ
Harmony device (first row), the error-mitigated IonQ Harmony device (second row),
and an ideal noiseless simulator (third row) are shown. The red shaded regions
indicate where W > 0, while the blue shaded regions indicate the regions where
W < 0. These regions where W is negative correspond to phase space configurations
of the system which cannot be explained under a purely classical treatment of the
system.

where α ∈ C is a coherent state number. This state is invariant under the parity

operator τ̂ =
∑

n(−1)n |n⟩ ⟨n|, and remains invariant when evolved with the Lindblad

operator L1 = â. In the context of bosonic systems, the Lindblad operator L1 = â

can be applied to model bosonic particle loss with decay rate γ1.

As the system is simulated on a quantum device, both device noise and sam-

pling error can result in this symmetry being violated. By incorporating this symme-

try directly into error mitigation protocols, however, we can impose this symmetry

upon the mitigated result, producing results with much higher fidelity than if sym-

metry is ignored. For example, to impose parity symmetry on the density matrix,

we can apply the twirling operation of the group generated by the parity operator τ̂ ,
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given by

Tτ̂ (ρ) =
1

2
(ρ+ τ̂ ρτ̂ †). (8.46)

After the Tτ̂ operation is applied to symmetrize the density matrix, error-mitigation

schemes such as QDC inversion can be applied to the system to correct for additional

device noise.

To provide a more concrete overview of how this can be incorporated into

the error mitigation methods presented in the previous section, we present results

obtained from a noisy emulation of the Quantinuum H1-1 device for the initial state

in Eq. (8.45) with α = 1.2 and γ1 = 0.6. We simulate this system using the Kraus

series method for nine uniform time steps from t = 0.0 to t = 2.0. In Figure 8.10

we plot the fidelity and entropy of the cat state trajectory estimated from the noisy

device emulation and consider the effects of applying the twirling operation in Eq.

(8.46) and subsequent QDC inverse error mitigation. From these results, we note

that twirling alone provides only a modest increase in overall state fidelity; however,

when it is combined with the QDC error mitigation scheme, it provides a significant

boost to the overall state fidelity, especially for the initial prepared state at t = 0.

In Figure 8.11 we plot the position and momentum densities reconstructed

from the noisy simulation results. In the context of bosonic systems, we note that

the position and momentum density can be interpreted in the context of the over-

complete basis of coherent state numbers α ∈ C, where x0 = Re[α] and p0 = Im[α].

In the raw noisy position and momentum data (first row) we observe a significant

bias that is present in the regions where x0 > 0 and p0 > 0, which is consistent with

a strong phase bias in the system qubits, resulting in the appearance of oscillations
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Figure 8.10: Fidelity (a) and von Neumann Entropy (b) of the density matrix tra-
jectory obtained through a noise model emulation of the Quantinuum H1-1 device.
Results are shown for an ideal noiseless device and the simulated noisy device with
no mitigation, with twirling, and with combined twirling and error mitigation. Er-
ror mitigation was applied using parity twirling and QDC inversion with a value of
λest = 0.48, which was obtained by fitting a QDC to the first state. The ideal trajec-
tory of the system was obtained through a noiseless simulator with the same number
of measurements as the noisy device.
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Figure 8.11: Trajectory of the position density (left column) and momentum density
(right column) of the harmonic oscillator prepared in an approximate two-qubit cat
state. Densities are shown for a noisy emulated Quantinuum H1-1 device trajectory,
the error-mitigated noisy trajectory, an ideal quantum device trajectory, and finally
the exact solution to the Lindblad equation.

when x0, p0 < 0, and no oscillations when x0, p0 > 0. Since we expect the trajectory

to exhibit parity symmetry, we observe that the application of twirling and device

noise mitigation produces a more faithful representation of the system dynamics.

In Figure 8.12 we plot the estimated Wigner quasi-probability distributions of

the emulated noisy device trajectory, and we compare these distributions to those of

an ideal device. In Figure 8.10), we observed that even the initial state at t = 0 was

reproduced with low fidelity. From inspecting the Wigner distributions, we observe

that this low fidelity partially manifests as broken parity symmetry. When parity

twirling is applied to a harmonic oscillator state, the Wigner distribution of that state
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Figure 8.12: Wigner quasi-probability distribution of the harmonic oscillator modeling
a single bosonic mode at selected points t along the trajectory. Results are shown for
the emulated Quantinuum H1-1 device (first row), the error-mitigated Quantinuum
H1-1 device (second row), and an ideal noiseless simulator (third row). The red
shaded regions indicate where W > 0, while the blue shaded regions indicate the
regions where W < 0. These regions where W is negative correspond to phase
space configurations of the system which cannot be explained under a purely classical
treatment of the system.

is averaged with its own 180◦ rotation. It follows that an oscillator state exhibits

parity symmetry if its Wigner distribution is invariant under 180◦ rotations. We

observe that this is the case for both the mitigated and ideal Wigner distributions,

however the mitigated results at around t = 0 exhibit distributions that appear to

be more consistent with a single excited quantum state (i.e. ρ ≈ |1⟩ ⟨1|) than with

the approximate cat state in Eq. (8.45). The Wigner distributions of cat states are

characterized by the interference pattern of alternating positive and negative regions

in phase space which separate two regions of high quasi-probability mass, which are

not discernible in the mitigated results for t < 1.0. Although we observe these

deviations when the system is in the quantum mechanical regime at t < 1.0, we also

see that in the classical statistical regime at times t > 1.0, there is strong agreement

between the mitigated results and the ideal results. This suggests that parity twirling
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and subsequent error mitigation is very effective when applied to noisy simulations

of systems with more classical character, but may not be able to restore all of the

important quantum-mechanical effects in systems with a strong quantum character.

8.4 Conclusion

We introduced novel methods for efficiently simulating open quantum systems

on NISQ devices, to overcome the challenges posed by noise and limited qubit re-

sources. Our approach used Kraus operators to represent the time evolution of open

quantum systems. Unlike traditional Trotter-based methods, which can be computa-

tionally expensive and noisy due to the large number of quantum gates needed, our

method allowed for efficient simulation by avoiding costly Trotterization for certain

classes of systems. This is particularly useful for systems that satisfy the commu-

tation relations (i)-(iv), enabling the simulation to be carried out in closed form

without requiring diagonalization. We extended the Kraus operator method by de-

riving a time-perturbative Kraus series that can be applied to simulate the system’s

evolution under various conditions, such as systems with unitary Lindblad operators,

bosonic Lindblad operators, and systems where the Lindblad operators exhibit finite

group or semigroup structure. The series was designed to converge rapidly (especially

for bosonic systems), making it practical for NISQ devices. We proposed an efficient

way to map the Kraus operator series to quantum circuits, making it feasible to sim-

ulate these systems on NISQ hardware. The mapping reduced quantum circuit depth

and gate count, directly addressing the limitations of NISQ devices in terms of noise

and qubit fidelity. We also presented novel error mitigation strategies tailored for

open quantum systems simulated on NISQ devices. By fitting noise models such as
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Pauli and quantum depolarizing channels and applying error mitigation techniques,

we demonstrated a significant improvement in the accuracy of the simulations. This

approach is particularly relevant for large systems where noise significantly degrades

the fidelity of results. Finally, we simulated open quantum systems on real NISQ

devices (IonQ Harmony and Quantinuum H1-1), showcasing the practicality and ef-

fectiveness of our methods. The novel use of these error mitigation techniques with

actual quantum hardware is a critical step in bridging theoretical methods and real-

world quantum computing applications. The combination of Kraus-based methods

with efficient circuit mapping and error mitigation strategies represents a significant

step forward in the simulation of open quantum systems on NISQ devices.

Our work opens up several avenues for future research. As quantum hardware

continues to improve, the methods developed here can be further refined and scaled

to tackle more complex quantum systems with larger qubit counts and deeper cir-

cuits. An important direction is the extension of these techniques to more diverse

classes of open quantum systems, including non-Markovian dynamics, where system-

environment correlations persist over time [253,254]. Developing tailored algorithms

for these scenarios could unlock more realistic modeling of quantum processes in

chemistry, biology, and materials science.

Furthermore, enhancing the synergy between quantum hardware and software

through hardware-aware optimizations is crucial. Circuit depth remains a limitation,

but advances in error correction, gate synthesis, and qubit connectivity could allow for

more efficient implementations of the Kraus method on future quantum architectures.

Collaborative efforts between quantum hardware developers and algorithm designers

will be key to pushing the boundaries of quantum simulations on NISQ devices.
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As quantum error mitigation techniques continue to evolve, integrating them

with dynamic learning algorithms or hybrid quantum-classical approaches may further

improve the reliability of quantum simulations. As we approach fault-tolerant quan-

tum computing, these methods could evolve into robust tools for simulating highly

entangled, dissipative systems that are beyond the reach of classical computation.
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CHAPTER NINE

Conclusion and Future Work

9.1 Summary of this Dissertation

This dissertation has investigated non-classical computational paradigms for

the simulation and design of quantum materials. Motivated by the limitations of

conventional mean-field electronic structure methods and the exponential scaling of

rigorous many-body approaches, this work explored two complementary directions: (i)

machine learning models for accelerated materials discovery and electronic structure

prediction, and (ii) quantum computational algorithms for the simulation of open

quantum systems relevant to condensed matter and materials physics.

The central thesis of this work is that machine learning and quantum compu-

tational methods can meaningfully reduce the gap between computational tractability

and physical rigor in quantum materials research. Rather than replacing established

ab initio approaches, these methods augment and extend them, enabling scalable ap-

proximation, structural optimization, and simulation of systems that are otherwise

classically intractable.

9.1.1 Review of Objectives

The primary objectives outlined in Chapter One were:

(1) To develop machine learning architectures capable of accelerating high-throughput

materials discovery and electronic structure prediction while preserving key

physical symmetries.
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(2) To construct a quantum-informed neural network framework capable of pre-

dicting ground-state electronic band structure in periodic solid-state systems.

(3) To design and analyze quantum algorithms for simulating open quantum sys-

tems with improved circuit depth and noise resilience relative to conventional

Trotter-based approaches.

(4) To experimentally validate these quantum simulation methods on contempo-

rary noisy intermediate-scale quantum (NISQ) hardware.

These objectives were pursued through the development of machine learning

frameworks, new models, open-source software infrastructure, quantum algorithmic

approaches, and quantum hardware demonstrations.

9.1.2 Review of Research Contributions

9.1.2.1 Machine learning. In the machine learning domain, this dissertation

made three principal contributions.

First, a high-throughput screening framework for superconducting materials

was developed using graph neural network architectures, including ALIGNN-based

models. This framework demonstrated strong predictive performance for supercon-

ducting critical temperature and enabled the identification of candidate materials

for further experimental investigation. By integrating structural optimization, de-

fect modeling, and supervised learning, this work illustrated a scalable pathway
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for accelerating materials discovery. Second, this dissertation introduced Quantum-

Informed Neural Networks (QuINNs), a class of equivariant models designed to di-

rectly parameterize electronic structure quantities. Unlike purely data-driven regres-

sors, QuINNs embed physically motivated structure—such as Gaussian orbital param-

eterizations, equivariant representations under E(3) symmetry, and Hamiltonian con-

struction—into the architecture itself. This allows for direct prediction of electronic

band structure while bypassing self-consistent field loops typical of density functional

theory (DFT). Third, the PyQuINN software framework was developed to unify data

structures, equivariant neural network primitives, Gaussian orbital Hamiltonian con-

struction, and backend-agnostic compilation. By integrating database workflows and

automatic differentiation through modern machine learning backends, PyQuINN pro-

vides a modular platform for scalable electronic structure learning and optimization.

Collectively, these contributions demonstrate that quantum-informed ML ar-

chitectures can bridge the gap between empirical regression and physics-based simu-

lation, offering both computational efficiency and interpretability.

9.1.2.2 Quantum computing. In the quantum computing domain, this dis-

sertation introduced a novel framework for the simulation of Markovian open quantum

systems using a time-perturbative Kraus series representation.

The principal theoretical contribution was the derivation of a Trotterless simu-

lation method based on superoperator algebra and structured commutation relations

of Lindblad operators. By transforming the Lindblad equation into an environmental
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interaction picture and constructing a Kraus operator series with bounded trunca-

tion error, this approach distributes computational complexity across many shallow

circuits rather than a single deep circuit.

This framework was shown to reduce effective circuit depth relative to standard

Trotter-Suzuki methods, making it particularly well-suited to NISQ hardware where

noise accumulation is a limiting factor. Explicit constructions were provided for

multi-qubit continuous-time Pauli channels and damped quantum harmonic oscillator

systems, along with rigorous error and resource analysis.

Finally, these methods were experimentally implemented on trapped-ion quan-

tum hardware. Through circuit compilation, noise modeling, and error mitigation

techniques, open quantum system trajectories were reconstructed and compared to

analytical solutions of the Lindblad equation. These demonstrations provide empirical

evidence that structured Kraus-series methods can enhance the practical feasibility

of open-system simulation on near-term quantum devices.

9.1.3 Significance of Contributions

The contributions of this dissertation lie at the intersection of computational

physics, machine learning, and quantum information science. Their significance is

best understood in terms of both methodological innovation and long-term impact

on quantum materials research.

9.1.3.1 Machine learning. The machine learning contributions advance the

state of scientific ML in three key ways.

First, they demonstrate that symmetry-aware and physics-informed neural ar-

chitectures can achieve predictive performance while maintaining interpretability and
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physical consistency. The explicit incorporation of equivariance under E(3) transfor-

mations and the structured construction of Hamiltonians distinguish this work from

black-box regression approaches.

Second, the QuINN framework establishes a paradigm in which neural net-

works do not merely approximate material properties but directly parameterize phys-

ically meaningful intermediate quantities—such as orbital coefficients and effective

potentials—thereby preserving a clear connection to first-principles theory.

Third, by integrating high-throughput data generation, scalable training pipelines,

and modular software infrastructure, this work lays the foundation for data-driven ex-

ploration of complex material families, including strongly correlated and topological

systems. In the long term, such frameworks may enable inverse design workflows in

which desired electronic features are engineered directly through differentiable band

structure models.

9.1.3.2 Quantum computing. The quantum computing contributions are

significant both theoretically and practically.

Theoretically, the time-perturbative Kraus series approach expands the toolkit

for digital quantum simulation beyond Hamiltonian-only dynamics. By providing

a constructive and analyzable framework for open-system simulation with bounded

error, this work contributes to the broader understanding of how dissipative and

non-unitary processes can be simulated efficiently on quantum computers.
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Practically, the reduction of circuit depth through Trotterless decomposition

addresses one of the central bottlenecks of NISQ-era computation: noise accumula-

tion. The experimental demonstrations on trapped-ion hardware illustrate that struc-

tured algorithm design, when guided by operator algebra and system symmetries,

can meaningfully extend the class of physically relevant systems that are accessible

to current devices. More broadly, this work reinforces the perspective that quantum

computing is not a long-term replacement for classical simulation, but a tool whose

utility depends critically on algorithmic structure, hardware-aware optimization, and

hybrid classical-quantum workflows.

In summary, this dissertation advances non-classical computational methods

for quantum materials by developing symmetry-aware machine learning architectures

and depth-efficient quantum simulation algorithms. Together, these contributions

help close the gap between theoretical rigor and computational feasibility, providing

new pathways for the simulation, understanding, and design of quantum materials.

9.2 Future Directions

The work presented in this dissertation establishes a foundation for symmetry-

aware machine learning and structured quantum simulation methods for quantum

materials. However, it also opens several new avenues of inquiry. The following

research directions build directly upon the theoretical, algorithmic, and software con-

tributions developed herein, and align with a broader vision of unifying electronic

structure theory, machine learning, and quantum computation into a coherent com-

putational framework.
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9.2.1 Machine Learning

9.2.1.1 Existing perspectives. Machine learning has become increasingly

prominent in computational materials science, particularly in high-throughput screen-

ing and surrogate modeling of electronic structure calculations. Graph neural net-

works, equivariant architectures, and message-passing models have demonstrated

strong predictive performance for energies, forces, and materials properties. How-

ever, most existing approaches treat electronic structure as a regression problem,

directly predicting scalar quantities such as total energy, band gaps, or Hamiltonian

matrix elements.

While successful in narrow domains, such approaches often lack strong general-

ization across material classes and geometries. Moreover, directly regressing Hamilto-

nians or energies can obscure the underlying physical structure of the electronic wave

function. Fixed basis sets in traditional electronic structure methods similarly limit

adaptability and may scale poorly for heterogeneous or strongly correlated systems.

As a result, there remains a conceptual and methodological gap between data-driven

models and the symmetry-constrained structure of quantum mechanics.

9.2.1.2 Key challenges and limitations. Several fundamental challenges must

be addressed to advance machine learning for electronic structure:

First, the representation problem: electronic wave functions must respect ro-

tational, translational, and gauge symmetries. Although E(3)-equivariant networks

partially address geometric symmetry, few methods explicitly model wave-function

structure in a way that integrates seamlessly with established solvers.
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Second, scalability and low-rank structure: practical materials modeling re-

quires representations that compress electronic structure information without sac-

rificing fidelity. Learning adaptive basis functions that generalize across chemical

environments remains a nontrivial problem.

Third, integration with physics-based solvers: ML models must interface ro-

bustly with density functional theory (DFT), tight-binding, and Green’s function

methods. Without principled integration, learned models risk remaining disconnected

from physically interpretable workflows.

Finally, multiscale coupling remains largely unresolved. Bridging atomistic

electronic structure to device-level quantum transport requires representations that

remain stable and informative across scales.

9.2.1.3 Future directions of this work. Building upon the QuINN framework

and the symmetry-aware models developed in this dissertation, future work will focus

on learning symmetry-preserving representations of electronic wave functions rather

than directly regressing energies or Hamiltonians.

The first objective is to construct E(3)-equivariant neural architectures that

produce adaptive, local basis functions tailored to atomic environments. These learned

basis functions will serve as low-rank, physically consistent building blocks for elec-

tronic structure calculations. Rather than replacing established solvers, the learned

representations will be embedded within them as flexible alternatives to fixed Gaus-

sian or plane-wave bases.
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The second objective is to demonstrate that these learned bases generalize

across material families and provide measurable computational acceleration. This in-

cludes benchmarking low-rank representations for complex systems such as correlated

materials and topological phases.

The third objective is multiscale integration. By coupling learned electronic

structure representations to non-equilibrium Green’s function (NEGF) transport for-

malisms, future work will enable quantum-accurate simulations of nanoscale devices.

In this setting, machine learning will serve not only as an accelerator but as a struc-

tural component of a unified atom-to-device modeling pipeline.

Finally, sustained effort will be directed toward open-source infrastructure,

including expansion of the PyQuINN ecosystem, standardized benchmarking datasets,

and integration layers connecting ML models with DFT and NEGF workflows. These

tools will ensure reproducibility and broad community adoption.

9.2.2 Quantum Computing

9.2.2.1 Existing perspectives. Quantum computing offers a principled frame-

work for simulating quantum many-body systems, with algorithms such as phase

estimation, variational quantum eigensolvers, and Hamiltonian simulation provid-

ing theoretical advantages over classical methods. Significant effort has focused on

ground-state energy estimation and unitary dynamics.

However, realistic quantum materials frequently involve open-system dynam-

ics, dissipation, and finite-temperature effects. Simulation of such systems using Lind-

blad master equations or quantum channels remains resource-intensive, particularly
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when implemented through Trotter-Suzuki decompositions that incur substantial cir-

cuit depth.

In the noisy intermediate-scale quantum (NISQ) regime, hardware constraints

limit achievable circuit depth and coherence times, restricting the class of tractable

simulations. Thus, practical quantum advantage depends not only on asymptotic

complexity but on algorithmic structure that minimizes depth and maximizes robust-

ness to noise.

9.2.2.2 Key challenges and limitations. Three major challenges define the

frontier of quantum materials simulation on quantum hardware. First, resource reduc-

tion: mapping realistic materials Hamiltonians to qubit representations often requires

large Hilbert spaces and deep circuits. Efficient encodings that exploit locality and

symmetry are essential. Second, hybridization: purely quantum approaches remain

limited by noise and scale. Effective workflows must leverage classical preprocessing,

compression, and conditioning to reduce quantum resource demands. Third, open-

system simulation requires depth-efficient methods that avoid excessive Trotterization

while maintaining bounded error.

9.2.2.3 Future directions of this work. Building on the Trotterless Kraus-

series framework developed in this dissertation, future work will extend structured

open-system simulation methods to larger and more physically realistic systems, in-

cluding correlated lattice models and quantum transport simulation. The primary

direction of this work will be the integration of learned electronic structure represen-

tations with quantum algorithms. Machine learning models can be used to construct

reduced-complexity Hamiltonians, compress basis representations, and precondition
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systems prior to quantum execution. Such hybrid classical–quantum workflows aim

to reduce qubit counts and circuit depth for phase estimation protocols, variational

algorithms, and steady-state solvers.

Further work will also explore symmetry-adapted encodings that exploit con-

served quantities and locality to produce hardware-efficient mappings of atomic struc-

ture to variational circuits and simulation methods. Physically structured ansatz cir-

cuits, guided by wave-function representations learned in the classical setting, may

mitigate barren plateaus and improve trainability in simulations, especially for solid-

state quantum materials.

In the longer term, these efforts will contribute to a hybrid computational

paradigm in which classical machine learning organizes, compresses, and structures

the problem, while quantum hardware executes the components that are known to be

intractable classically. Such a synergistic approach moves beyond viewing quantum

computing as a wholesale replacement for classical computation and instead positions

it as a purposefully integrated component of the scientific computational stack.

9.3 Conclusion

This dissertation has advanced two complementary methodological frontiers:

symmetry-aware machine learning for electronic structure and depth-efficient quan-

tum algorithms for open quantum systems. Together, these contributions form the

foundation of a broader research program aimed at unifying electronic structure the-

ory, machine learning, quantum simulation, and multiscale modeling.

The future directions outlined above extend this foundation toward adaptive

wave-function representations, hybrid classical–quantum workflows, and multiscale
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atom-to-device modeling. By integrating principled symmetry constraints, scalable

computational architectures, and hardware-aware algorithm design, this research aims

to close the gap between physical rigor and computational feasibility.

Ultimately, the long-term vision of the work presented here is the development

of a unified computational framework for quantum materials: one that is symmetry-

aware, data-informed, quantum-enabled, and capable of addressing complex materials

systems across scales. Such a framework would not only accelerate materials modeling

but also deepen our understanding of quantum matter in regimes that remain beyond

the reach of existing classical methods.
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APPENDIX A

ALIGNN Model Hyperparameter Optimization

In this appendix section, we give an overview of how hyperparameter search

an optimization was applied to estimate the optimal configuration of the ALIGNN

model as discussed in Chapter 3.

A.1 ALIGNN Model Hyperparameter Optimization

In training the ALIGNN model, we identified a total of 6 hyperparameters that

we applied DOE to optimize. Two of these hyperparameters (the learning rate and

the weight decay parameter) were training hyperparameters, whereas the remaining

four parameters (the number of ALIGNN layers, CGCNN layers, hidden features and

embedding features) were model hyperparameters. From training previous instances

of the ALIGNN model on Baylor’s Kodiak cluster GPU, we knew that the time re-

quired to train each model was roughly on the order of 8 hours using the default

hyperparameters. Since we could effectively train up to two models concurrently,

we figured that we could train the ALIGNN model with up to 20 distinct hyperpa-

rameter configurations without exceeding a budget of 80 hours (roughly one business

week) of compute time. To suggest model hyperparameter configurations, we used the

open-source PyDOE2 software package. We selected this package due to its transpar-

ent documentation and ease of integration with the Python3 programming language,

which allowed us to fully automate the training procedure without having to manu-

ally copy data back and forth from a spreadsheet. The package also integrates nicely

with code notebook platforms (such as JupyterLab and Juyter Notebooks), which
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makes for easy and customizable data visualizations.

Since the space of factors we wanted to investigate was continuous and six-

dimensional, we needed a sampling scheme that would effectively explore this high-

dimensional space using relatively few samples. Since a full-factorial design would

require at least 64 different experiments, we decided that a fractional factorial design

without factor discretization would be the best option. The design scheme we de-

cided upon was the Latin Hypercube Sampling (LHS) scheme. This scheme selects

experimental configurations (whether continuous or discrete numeric) in a random-

ized fashion that minimizes the correlation between selected factors. This yielded the

experimental design shown in Table A.1.

A.2 Results

A.2.1 Experiment Results

For each of the experimental configurations in Table A.1, we trained an in-

stance of of the ALIGNN model. During each experiment, we recorded the number

of training epochs needed for the model to converge (i.e. the number of times the

model needs to see each example in the training set). To evaluate the performance

of the model once it converged, we also reported the accuracy and the area under

the receiver operating characteristic curve (ROCAUC) to measure the performance

of the model for both the training and validation sets.

We note that the ROCAUC is the area under model receiver operating char-

acteristic curve, which describes the trade-off between the true positive rate and false

281



Table A.1: A table of the 20 experiments we conducted, with recommended
hyperparameters selected according to PyDOE2’s Latin Hypercube Sampling (LHS)

design scheme. The LHS scheme is ideal for designing experiments with many
continuous and discrete numerical factors, but where relatively few experiments can

be performed.

Training Hyperparameters Model Hyperparameters

# Weight
Decay

Learning
Rate

ALIGNN
Layers

CGCNN
Layers

Hidden
Features

Embedding
Features

0 0.000073 0.009738 7 6 135 74
1 0.000598 0.007298 1 5 167 205
2 0.000355 0.004050 3 4 195 223
3 0.000531 0.004785 3 6 100 162
4 0.000871 0.002788 4 3 141 135
5 0.000316 0.006193 5 1 250 91
6 0.000025 0.001143 6 4 160 179
7 0.000682 0.000968 6 6 75 243
8 0.000649 0.008000 7 2 172 251
9 0.000115 0.006608 2 4 185 67
10 0.000417 0.008260 5 5 103 121
11 0.000485 0.008562 2 6 208 236
12 0.000169 0.005525 4 5 212 190
13 0.000903 0.002065 2 2 91 212
14 0.000734 0.000334 3 7 72 96
15 0.000298 0.002444 5 1 244 156
16 0.000953 0.003555 4 4 226 175
17 0.000805 0.005783 2 3 130 145
18 0.000781 0.009087 4 3 112 104
19 0.000215 0.004221 6 2 229 129
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Table A.2: A table of the experiment results, reporting the number of training
epochs to achieve convergence, the model accuracy and receiver operating

characteristics area under curve (ROCAUC) for both the training and validation set.
Note that the true accuracy and ROCAUC of the model is best estimated by the

validation set values, not the training set values. For reference, an ROCAUC value
of 0.5 indicates random guessing, a value of 0.75 indicates good performance (for
hard classification tasks), and an ROCAUC of 1.0 indicates perfect classification.

# Training
Epochs

Accuracy
(Training)

ROCAUC
(Training)

Accuracy
(Validation)

ROCAUC
(Validation)

0 11 0.907210 0.940193 0.881076 0.854032
1 27 0.954245 0.987186 0.882812 0.870306
2 43 0.987415 0.999332 0.881076 0.865370
3 42 0.986561 0.999235 0.887153 0.864158
4 49 0.984428 0.998939 0.873264 0.854509
5 40 0.985068 0.998902 0.880208 0.855024
6 47 0.984535 0.998832 0.885417 0.877391
7 19 0.937287 0.973232 0.879340 0.867015
8 37 0.986241 0.999177 0.882812 0.858009
9 41 0.987521 0.999298 0.884549 0.855724
10 14 0.911689 0.950151 0.880208 0.864090
11 39 0.986561 0.999259 0.885417 0.859053
12 46 0.987095 0.999234 0.885417 0.871529
13 32 0.974509 0.995912 0.878472 0.863161
14 50 0.987628 0.999417 0.880208 0.845117
15 49 0.986988 0.999286 0.880208 0.853893
16 17 0.952005 0.983124 0.880208 0.871654
17 41 0.984855 0.998878 0.884549 0.859946
18 22 0.927474 0.967336 0.881076 0.868636
19 42 0.987521 0.999216 0.887153 0.846419

positive rates achievable by the model when the decision threshold (i.e. for supercon-

ducting versus nonsuperconducting) is varied. Since it is independent of the model

decision threshold selected, it is typically used instead of accuracy, which depends

on a selected decision threshold. An ROCAUC of 0.5 or less corresponds to model

that is classifying by random guessing, whereas an ROCAUC of 1.0 indicates perfect

classification. Typically a value of 0.75 or higher indicates good model performance.

We summarize all of the recorded experiment outcomes in Table A.2.
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In Table A.2, we report both the accuracy and ROCAUC for both the training

and validation sets. As expected the accuracy and ROCAUC values are higher for

the training data, since these are the data the model was fit to. Since the validation

data was not used in training the model, the ROCAUC and accuracy more accurately

reflect the performance of the model on unseen data. Note that we do not report any

data for the test set, as the test set should be reserved to provide a final estimate of

model performance that is not contaminated by selection bias. In this instance, we are

only concerned with optimizing the ROCAUC of the validation set; however we will

also perform some regression analysis to determine the estimate number of epochs

needed to train a model with a given hyperparameter configuration, as a reliable

estimate of this number can be used to estimate the computational cost of training

future models.

A.2.2 Statistical Significance of Hyperparameters

After obtaining our experimental data, we first performed some basic analy-

sis of the statistical significance of each hyperparameter’s contribution to both the

observed number of training epochs and the observed validation set ROCAUC. To ac-

complish this, we performed one-way univarite linear Analysis of Variance (ANOVA)

for these observed quantities. In Table A.3, we report the F -statistics and p-values

of each hyperparameter.

For the p-values reported in Table A.3, we set the threshold of rough statistical

significance to be p < 0.2. Per this threshold, we find that the number of CGCNN

layers and the number of hidden features have a statistically significant contribution

on the number of epochs required for the model to converge. Since the CGCNN
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Table A.3: Table of F -statistics obtained from one-way univariate linear ANOVA for
the number of training epochs and the validation set ROCAUC. From this test, we
discover that the number of ALIGNN layers and hidden features have a statistically
significant contribution (p < 0.2) to the number of training epochs needed for the
model to converge, while the learning rate and number of embedding features have

the most statistically significant contribution to the accuracy of the classifier.

Feature Training
Epochs
F-statistic

Training
Epochs
p-value

ROCAUC
F-statistic

ROCAUC
p-value

Weight Decay 0.085695 0.773071 0.899791 0.355400
Learning Rate 0.202776 0.657866 2.293826 0.147252
ALIGNN Layers 0.064816 0.801926 0.007865 0.930312
CGCNN Layers 3.704885 0.070206 0.769419 0.391954
Hidden Features 2.375701 0.140633 0.401508 0.534281
Embedding Features 0.844992 0.370128 2.112193 0.163342

layers occur quite deep in the model, it makes sense that increasing the number

of these layers may have a significant impact on the number of training steps (and

hence training epochs) needed for the model to converge. Furthermore, the number of

hidden features are the parameter that contributes most to the number of total weights

in the model, and thus changes in this parameter greatly affect model complexity and

training time. For the ROCAUC, we find that the learning rate and the number of

embedding features have the greatest impact on the model performance. Since the

number of embedding features corresponds to the number of weights in the first layer

of the model, it should come as no surprise that it directly affects the number of

features that can be extracted from the crystal lattice and thus model performance.

The learning rate itself is also known to play a significant role in model performance,

which is reflected in its statistical significance of p = 0.14. To summarize, we find

that number of hidden features and CGCNN layers are most likely to affect how long

the ALIGNN model will take to train; however, the learning rate and number of

embedding features are most likely to affect the model performance.
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Table A.4: Table of estimated optimal hyperparameters according to the quadratic
ROCAUC response surface. The default values and range of experimental values are

also given.

Feature Default Value Experimental Range Optimal value
Weight Decay 10−5 [10−7, 10−3] 10−7

Learning Rate 10−3 [10−4, 10−2] 10−2

ALIGNN Layers 4 [1, 7] 7
GCN Layers 4 [1, 7] 3
Hidden Features 128 [64, 256] 145
Embedding Features 128 [64, 256] 170

A.2.3 Optimal Response Surface

Using the experimental data, we also generated a best fit of the ROCAUC

response surface, and used this best fit to estimate the hyperparameter configuration

that maximizes the classifier ROCAUC (and thus indirectly, the model accuracy).

Since we conducted few experiments, we decided that a multivariate quadratic ridge

regression fit (λ = 10−4) was most appropriate for the response surfaces of both the

number of training epochs and the ROCAUC. In Figure A.1, we plot the response

surfaces of the ROCAUC and estimated optimal parameters for each hyperparameter.

A.2.4 Evaluating the Optimal Model

After we computed the ROCAUC response surface, we found the optimal

value of each hyperparameter that maximized the ROCAUC on the response surface

within the range of experimental values. This produced optimal the hyperparameters

summarized in Table A.4.

In Table A.4, we note that all of the predicted optimal values vary from the

default values recommended for the ALIGNN model. We note that the optimal value

of the weight decay parameter is 10−7 at the lower extreme, and the optimal learning

rate is 10−2 at the upper extreme, which likely reflects the fact that weight decay
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Figure A.1: Plots of the experimental data and estimated response surfaces of each
factor in the designed experiment. For the response surfaces, the factors not shown
were held constant at the predicted optimal value.

regularization may not be needed when training the ALIGNN model on our dataset,

and that the learning rate may need to be increased past the threshold of 10−2 to

achieve better validation accuracy. We also find that the model performs best with

many ALIGNN layers and relatively few CGCNN layers. Finally, we estimate that

the optimal number of hidden features and embedding features are 145 and 170 re-

spectively, which is slightly higher than the default value of 128.
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Table A.5: Table of predicted and actual training epochs and ROCAUC under
optimal hyperparameter configuration. After training the ALIGNN model with the

optimal parameters from Table A.4, we obtained a validation ROCAUC of 0.88,
which is less than the predicted value of 0.92. The ROCAUC of the model on the

reserved test set is also given as a final estimate of model performance. The reserved
test set ROCAUC (0.86) being slightly less than that of the validation set (0.88)

reflects the effect of selection bias when using the validation ROCAUC as an
estimate of model performance.

Predicted/Actual Outcome Outcome Range Value
Estimated Optimal Training Epochs [1, 50] 46
Estimated Optimal ROCAUC [0.5, 1.0] 0.92
Actual Optimal Training Epochs [1, 50] 48
Actual Optimal ROCAUC [0.5, 1.0] 0.88
Reserved Test Set ROCAUC [0.5, 1.0] 0.86

After determining the optimal parameter configuration, we found that the re-

sponse surface indicated an optimal validation set ROCAUC of 0.92 could be achieved

in only 46 epochs, as summarized below in Table A.5. After training one more in-

stance of the ALIGNN model on these optimal parameters, we found that the actual

validation set ROCAUC was only 0.88. Nonetheless, we found that the number of

epochs needed for convergence was 48, which was approximately equal to the pre-

dicted value of 46. To obtain a final estimate of the model performance, we evaluated

the model on the reserved test set, which was kept independent of the training and

validation sets, and obtained an ROCAUC of 0.86, which is still lower than the re-

ported validation ROCAUC of 0.88. This discrepancy in the test set versus validation

set ROCAUC accounts for the selection bias introduced in using the validation set to

choose the best of multiple competing models.

A.3 Conclusion

In this report, we applied Design of Experiments (DOE) to optimize the hy-

perparameters of the ALIGNN deep learning model, which we applied to the problem

288



of classifying materials superconductors as superconducting or non-superconducting

based on their raw atomic structure. We used the PyDOE2 software package to

generate 20 different computational experiments, each of which used different con-

figurations of six model hyperparameters selected according to the Latin Hypercube

Sampling (LHS) scheme. An instance of the ALIGNN model was trained with each

of the hyperparameter configurations in order to optimize the overall model perfor-

mance, which we measured using the receiver operating characteric area under curve

(ROCAUC). After generating a quadratic fit of the response surface to the observed

values, we estimated the optimal model hyperparameters, which we summarized in

Table A.4. Finally, we trained trained the ALIGNN model using these optimal param-

eters and obtained a validation ROCAUC of approximately 0.88, which was higher

than any of the values obtained in the preceding experiments. However, this value

did not quite attain the more optimistic ROCAUC of 0.92 predicted by the response

surface. This suggests that additional work may need to be conducted to fine-tune

the response surface close to the optimal values.
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APPENDIX B

Computing Gaussian Orbital Hamiltonians

In this section we discuss how overlap integrals between Gaussian orbitals and

pseudopotentials are computed in a way that is continuous and differentiable with

respect to the parameters.

B.1 Overlap Integrals of Gaussian Orbitals

First, we remark that even though the majority of the analysis of overlap

integrals and equivariant convolutions discussed above was carried out in the basis of

spherical harmonics, in the computational implementation, the real basis of spherical

harmonics Ȳℓm (and respective regular solid harmonics R̄ℓm) is used. This contributes

to greater computational efficiency and ensures all overlap integral quantities are real-

valued. In this real basis, each periodic orbital over the unit cell can be written as a

sum of gaussians times real solid harmonic functions R̄ℓm. For convenience, we will

denote this here using the form

ūnℓm(x− r) =
∑
a

Nb∑
b=1

c̄nb gnℓmb(x− (r+ a)) (B.1)

where gnℓmb is the product of a non-contracted 3D Gaussian function times a solid

harmonic function:

gnℓm,b(x) = exp
(
−αn,bx2

)
R̄ℓm(x). (B.2)

Each ūnℓm orbital consists of a linear combination of Nb of the gnℓm,b evaluated at each

periodic image (associated with a lattice vector a) if the system of interest is periodic.

The real solid harmonics (much like the more familiar cubic harmonics, which form
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the traditional set of orbitals in quantum chemistry), can be further decomposed as

a linear combination of independent powers of Cartesian orbitals, denoted Anijkb(x):

gnℓmb(x) =
∑
i,j,k≥0
i+j+k=ℓ

Xℓm
ijkAnijkb(x) (B.3)

where Xℓm
ijk the coefficients of a non-unitary linear transformation between the basis

of Cartesian and solid harmonic orbitals. These Cartesian orbital consist of simple

3D Gaussian times integer powers of each dimension (xi, yj, and zk):

Anijkb(x) = Nnijkb x
iyjzk exp

(
−αnbx2

)
. (B.4)

The Cartesian orbitals are also normalized by the coefficient Nnijkb such that 1 =∫
|A(x)|2 dx. This coefficient is dependent on both α and the integer values of i, j,

and k, given by:

Nnijkb =

(
2αnb
π

)3/4
√

(8αnb)i+j+ki!j!k!

(2i)!(2j)!(2k)!
(B.5)

This transformation from regular harmonics into the basis of Cartesian orbitals is

quite useful, since the integral between two Cartesian orbitals can be evaluated over

each dimension independently.

B.1.1 Orbital Overlap Integrals

Now that we have introduced the transformation into the basis of Cartesian

orbitals, we will discuss how overlap integrals between neighboring sites (r, r′) can be

evaluated. To simplify our analysis, we will only consider the non-periodic case. Non-

periodic overlap integrals can be extended into periodic overlap integrals by simply

summing over the non-periodic pairwise overlap integrals between the periodic image

of each site.
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We start by considering the overlap of two orbitals centered at positions r and

r′ respectively. This integral can be decomposed as a sum over the pairwise overlaps of

each uncontracted Gaussian function gnℓmb times products of the orbital coefficients:

⟨ūn,ℓ,m(x− r)|ūn′,ℓ′,m′(x− r′)⟩ =
Nb∑
b=1

Nb∑
b′=1

c̄nbc̄
′
nb ⟨gnℓmb(x− r)|gn′ℓ′m′b′(x− r′)⟩ (B.6)

Each of the pairwise integrals between uncontracted Gaussians can be further de-

composed as a sum of pairwise overlap integrals with respect to Cartesian Gaussian

functions Anijkb:

⟨gnℓmb(x− r)|gn′ℓ′m′b′(x− r′)⟩ =
∑
i,j,k≥0
i+j+k=ℓ

∑
i′,j′,k′≥0
i′+j′+k′=ℓ′

[
Xℓm
ijkX

ℓ′m′
i′j′k′

× ⟨Anijkb(x− r)|An′i′j′k′b′(x− r′)⟩
] (B.7)

Exploiting the fact that the Cartesian functions can be written as a product of inde-

pendent functions along the x, y, and z, axes, the overlap integrals between a pair of

such functions can be decomposed as the product of three similar integrals:

⟨Anijkb(x− r)|An′i′j′k′b′(x− r′)⟩ =NnijkbNn′i′j′k′b′
∏

d=1,2,3
(id,i

′
d=i,j,k)

[
∫
(x− rd)

id(x− rd)
i′de−αnb(x−rd)

2

e−αn′b′ (x−rd)
2

dx
]

(B.8)

These three integrals essentially consist of the overlap integral of 1-dimensional prim-

itive Gaussians, which we denote as

⟨Anijkb(x− r)|An′i′j′k′b′(x− r′)⟩ = NnijkbNn′i′j′k′b′
∏

d=1,2,3
(id,i

′
d=i,j,k)

⟨anidb(s)|anidb(s− (rd − r′d))⟩ ,

(B.9)

where each primitive Gaussian anib takes the form

anib(x− r) = (x− r)ie−αnb(x−r)2 . (B.10)
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Remarkably, each of these integrals of the form ⟨anidb(s)|anidb(s− (rd − r′d))⟩

can be evaluated in closed form using a result called the Gaussian product theorem,

which states that the product of two Gaussian functions (in one or more dimensions) is

itself a Gaussian function. Specifically, for the one-dimensional case of two Gaussians

centered at r and r′, it can be shown that:

e−α(x−r) × e−α
′(x−r′) = (e−η(r−r

′))e−γ(x−r
′′) (B.11)

where the quantities η, γ, and r′′ are

η =
αα′

α + α′ , γ = α + α′, r′′ =
αr + α′r′

γ
. (B.12)

. The integral of the product of two Gaussians then reduces to a single Gaussian

integral:∫
e−α(x−r)e−α

′(x−r′) dx = e−η(r−r
′)
∫
e−γ(x−r)

2

dx = e−η(r−r
′)
√
π

γ
. (B.13)

We can apply the above trick, in combination with integration by parts to

compute the overlap integral of two arbitrary gaussian primitives. (We will not show

the details of this derivation, but instread state the result of recursive application of

integration by parts to reduce all integrals to standard Gaussians). With some work,

it can be shown that the integral of two primitives separated by a distance r has the

closed form

⟨anib(s)|an′i′b′(s− r)⟩ = i!i′!(
√
α)i(

√
α′)i

′

2i+1′

⌊i/2⌋∑
p=0

⌊i′/2⌋∑
p′=1

(
√
α)−(i−2p)(

√
α′)−(i′−2p′)

p!p′!(i− 2p)!(i′ − 2p′)!
Hi−2p,i′−2p′

(B.14)

where Hm,m′ is a matrix of Hermite-Gauss polynomials times powers of √η:

Hm,m′ = (−1)m(
√
η)m+m′

Hm+m′(r
√
η)e−(r

√
η)2 (B.15)
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Above, Hn(x) denotes the (physicist’s) Hermite polynomial of degree n. Although

this integral is somewhat complicated to evaluate, it is continuous and entirely dif-

ferentiable with respect to both the α parameters and the distances between sites r.

It is this result that enables the evaluation of the overlap between Gaussian orbitals

in closed form.

B.1.2 Overlap Matrices

Previously, we showed that the overlap integrals between two sites could be

computed in in a closed, differentiable form with respect to the distance (r− r′) be-

tween sites. However, computing each overlap integral individually using the formulas

above would result in a significant amount of redundant work. Instead, it is better

to compute the full overlap matrix all at once. The entries of this matrix correspond

to the overlaps between all pairs of orbitals at either site. To show how this compu-

tation can be performed, it is helpful to use Einstein tensor notation, which shows

the tensors and their respective indices that must be contracted without prescribing

a specific order in which the index contractions occur.

Computationally, this is very helpful and saves a significant amount of com-

putational work by contracting product of Einstein-like tensors in an optimal order.

Indeed, many numerical libraries like PyTorch have support for both statically and

dynamically determining the optimal contraction order to tensors, enabling significant

computational speedups. We will proceed by denoting the overlap matrix between

adjacent Cartesian orbitals using the notation

⟨Anijkb(x− r)|An′i′j′k′b′(x− r′)⟩ ⇔ A(nijkb)′

nijkb (B.16)
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Table B.1: Table of Einstein tensor indices used in this appendix section.

Index symbol(s) Meaning
n Harmonic orbital principal quantum number
ℓ Harmonic orbital angular quantum number
m Harmonic orbital magnetic quantum number
b Basis index (values from 1, 2, ..., Nb)
d Dimension (independent x, y, z/i, j, k components)

i, j, k/f, g, h Cartesian orbital powers (xiyjzk / xfygzh)
p Polynomial power of a radial quantity (e.g. rp)
s Degree of a polynomial value (e.g. Hs(x))
t Potential basis index

and we will proceed to write down sequence of tensor contractions that compute

A(nijkb)′

nijkb and the overlap matrix tensor S(nℓm)′

nℓm in the basis of solid harmonic functions.

In Table B.1, we document the letters used to denote each axis used in Einstein tensor

contractions from this appendix section.

The overlap matrix A(nijkb)′

nijkb in the basis of Cartesian functions can be written

as the product of a sequence of contractions of Gaussian primitives corresponding to

each dimension. This sequence is given by

A(nijkb)′

nijkb =
∏

d=1,2,3
(id=i,j,k)

(
Nm

id
αnmb H(nmb)′

dnmb α′(nmb)′ N i′d
m′

)
(B.17)

where Nm
i is a constant tensor of integral re-normalization constants and H(nijkb)′

nijkb

is a Hermite-Gauss tensor, whose values depend on both the αnb values and the

distance (r′ − r) between sites. The entries of Nm
i are constants, which combine

the contributions of Nnijkb corresponding to each dimension (i, j, k) and the integral

coefficients obtained from the formula (B.14). The tensors αnmb, α′
nmb consist of

increasing half-integer powers of the width parameters αnb:

(αnmb)nmb = (αnb)
m/2 (B.18)
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The Hermite-Gauss tensor H(nijkb)′

nijkb can also be expanded as

H(nmb)′

dnmb = σm′s
m η

(nb)′

dsnb Ps
p η

(nb)′

dpnb rdp (B.19)

Above, the tensors η(nb)
dpnb and rdp consist of half-integer and integer powers of ηnb and

the displacement vector components rd respectively, such that

(η
(nb)
dpnb)dp,nb,n′b′ = (ηnb,n′b′)

p/2 =

(
αnbα

′
n′b′

αnb + α′
n′b′

)p/2
(B.20)

and

(rdp)dp = (rd)
p. (B.21)

Finally, the tensors σm′s
m and Ps

p are constant summation and Hermite polynomial

tensors, such that

(σm′
ms)mm′s =


(−1)m, m1 +m2 = s

0, otherwise

(B.22)

and

(Ps
p)ps = hps (B.23)

where hps is the pth coefficient of the degree s Hermite polynomial (i.e., Hs(x) =∑s
p=0(hsp)x

p).

Now that we have computed the overlap tensor A(nijkb)′

nijkb , the tensor can be

transformed into the basis of regular solid harmonics using the transformation

S(nℓm)′

nℓm = cbnX
ijk
ℓmA

(nijkb)′

nijkb X (ℓm)′

(ijk)′c
n′
b′ (B.24)

where (X ijk
lm )lmijk = X ijk

lm are simply the solid harmonic basis transformation coeffi-

cients. The resulting tensor S(nℓm)′

nℓm corresponds to the full overlap matrix between
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pairs of real solid harmonic orbitals:

⟨ūn,ℓ,m(x− r)|ūn′,ℓ′,m′(x− r′)⟩ ⇔ S(nℓm)′

nℓm . (B.25)

B.1.3 Hamiltonian Matrices

We have discussed how to compute the matrix of overlap integrals between

orbitals; however, this is insufficient for computing the full Hamiltonian matrix h(k)

corresponding to a (possibly periodic) system of interest. To do this, we must consider

how the (a) potential operator, (b) kinetic energy operator, and (c) the momentum

operator can be evaluated between pairs of orbitals. The potential operator is evalu-

ated through integrals of the form

⟨ūn,ℓ,m(x− r)|V (x− r) |ūn′,ℓ′,m′(x− r′)⟩ , (B.26)

while the kinetic energy operator is evaluated via integrals of the form

−1

2
⟨ūn,ℓ,m(x− r)| ∇2 |ūn′,ℓ′,m′(x− r′)⟩ . (B.27)

Finally, the momentum operator requires integrals of the form

−i ⟨ūn,ℓ,m(x− r)| ∇ |ūn′,ℓ′,m′(x− r′)⟩ . (B.28)

B.1.3.1 Potential energy terms. The potential energy integals require inte-

grating the product of the wavefunctions with Gaussians expanded in the form

V (x− r) =
nt∑
t=1

vte
−γt(x−r)2 =

nt∑
t=1

vt
∏

d=1,2,3

Vt(x− rd) (B.29)

where Vt(x) = e−γtx
2 . The expansion of V (x) as a product of 1D potential Gaussians

Vt facilitates the evaluation of the integrals of primitive Gaussians times Vt:

⟨anib(s)|Vt(x) |an′i′b′(s− r)⟩ = ⟨νnibt(s)|an′i′b′(s− r)⟩ (B.30)
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However, we note that this product essentially reduces to the product of Vt and the

first wave function results in a modified wave function

νnibt(x− r) = (x− r)ie−(αnbγk)(x−r)2 . (B.31)

This means that the potential overlap integrals can be evaluated in matrix form using

the tensor product sequence

V (nℓm)′

nℓm = vtcbnX
ijk
ℓmA[Vt]

(nijkb)′

nijkbt X (ℓm)′

(ijk)′c
′n′

b′ (B.32)

where vt is the tensor of potential coefficients and A[Vt]
(nijkb)′

nijkbt is the Cartesian po-

tential overlap tensor.

B.1.3.2 Kinetic energy terms. The kinetic energy integrals can also be

evaluated by considering how the Laplace operator ∇2 acts on the basis of primitive

Gaussians anib in each dimension. We find that

−1

2
⟨anib(s)| ∇2 |an′i′b′(s− r)⟩ = αnb(2i+ 1) ⟨anib(s)|an′i′b′(s− r)⟩

− 2α2
nb

〈
an(i+2)b(s)

∣∣an′i′b′(s− r)
〉

− 1

2
i(i− 2)

〈
an(i−2)b(s)

∣∣an′i′b′(s− r)
〉
,

(B.33)

which means that the kinetic integrals can be expressed in terms of the regular Carte-

sian overlap tensor. Specifically, we write:

T (nℓm)′

nℓm = cbn X ijk
ℓm ∆nfghb

nijkb A(nijkb)′

nfghb X (ℓm)′

(ijk)′ c
′n′

b′ (B.34)
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where ∆nfghb
nijkb is the Laplace tensor, given by:

(∆nfghb
nijkb )n,ijk,fghmb =

∑
d=1,2,3
(id=i,j,k)
(fd=f,g,h)



αnb(2id + 1) id = fd

−2α2
nb id + 2 = fd

−id(id − 2)/2 id − 2 = fd

0 otherwise

(B.35)

B.1.3.3 Momentum terms. In a similar manner, we can expand the mo-

mentun operator p = −i∇ in terms and see how it acts on the primitive Gaussian

functions in each dimension. We observe that

⟨anib(s)|
∂

∂s
|an′i′b′(s− r)⟩ = − 2αnb

〈
an(i+1)b(s)

∣∣an′i′b′(s− r)
〉

− i
〈
an(i−1)b(s)

∣∣an′i′b′(s− r)
〉
,

(B.36)

so we can expand the momentum tensor via a sequence of the form

p
(nℓm)′

nℓmd = −i
[
cbn X ijk

ℓm ∇nfghb
nijkbd A

(nijkb)′

nfghb X (ℓm)′

(ijk)′ c
′n′

b′

]
(B.37)

where ∇nfghb
nijkbd is the gradient tensor (indexed by dimension d), given by:

(∇nfghb
nijkbd)n,ijk,fgh,bd =



2αnb id + 1 = fd

−id id − 1 = fd

0 otherwise

, (B.38)

where we use id = i, j, k and fd = f, g, h for d = 1, 2, 3 respectively.
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APPENDIX C

PyQuinn Usage and Documentation

In this section, we present the content of the Installation and Quickstart guide

found in the official PyQuinn documentation. We reproduce this content here to give

basic and informative examples showing how the PyQuinn API is used. For more

information, see the official repository: https://github.com/cburdine/pyquinn [].

C.1 Introduction

PyQuinn is a Pytorch-based Python Library for the development of Quantum-

Informed Neural Networks (QuINNs).

What is a Quantum-Informed neural network?

QuINNs are a type of Physics-Informed Neural Network (PINN), which learn

mean-field solutions to the electronic time-independent Schrodinger equation for molecules

and solid state materials. The PyQuinn framework provides a simple and extensible

framework for rapidly building and training QuINN models, as well as more tradi-

tional graph neural networks. QuINNs can be trained to predict atom-wise properties,

force fields, and even macroscopic material properties from raw atomic structures.

C.2 Quickstart Guide

C.2.1 Installation

To use PyQuinn, you will need to install the necessary dependencies. Since

this project is still under development, you can see the most up-to-date installation

instructions in the README.md file.

300



C.2.1.1 Installing from source. To install PyQuinn from source, you can use

pip:
1 pip install -e .

C.2.2 Optional Dependencies

Installing PyQuinn ensures that all core dependencies are installed, includ-

ing the default Pytorch backend. However, there may be some additional optional

dependencies you may want to install:

C.2.2.1 Visualization packages. To visualize atomic structures and plot

predicted electronic bands, charge densities, etc., you will need to install either

matplotlib (default) or plotly.
1 pip install matplotlib plotly

We recommend using plotly for interactive visualizations inside Python notebooks.

C.2.2.2 Additional backend packages. Currently, only the default Pytorch

(torch) backend is supported. However, in the future we aim to add support for

other popular frameworks, such as JAX and Tensorflow.

C.2.3 Examples of Basic Usage

• Building and compiling an AtomGraph

1 from pyquinn.types import AtomGraph
2

3 # create a 2D periodic graph of carbon atoms
4 graph = AtomGraph(
5 atoms=[’C’, ’C’],
6 positions =[
7 [0.0, 0.0, 0.0],
8 [1.23, 0.71, 0.0]],
9 unit_cell =[

10 [2.46, 0.0, 0.0],
11 [-1.23, 2.13, 0.0],
12 [0.0, 0.0, 0.0]] ,
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13 periodic =(True , True , False))
14

15 # compile graph for PyTorch with a C cutoff radius of 2.0
Angstroms

16 torch_graph = graph.compile(backend=’torch ’, cutoffs ={’C’ :
2.0})

17

18 # access Pytorch tensors associated with the compiled graph
19 print(torch_graph.atomic_numbers)
20 print(torch_graph.positions)
21 print(torch_graph.neighbors)

• Retrieving and Visualizing Structures from Databases
1 from pyquinn.io.databases import COD
2 import plotly
3

4 # connect to the Crystallography Open Database (COD)
5 with COD() as cod:
6

7 # query the COD for structures
8 ids = cod.get_atomgraph_ids_with_elements ([’Si’, ’O’])
9 print(’# of results:’, len(ids))

10

11 # retrieve an example atomgraph
12 graph = cod.get_atomgraph_by_id(ids [0])
13

14 # visualize structure
15 fig = graph.plot()

• Training a Basic Atomwise Model:
1 from pyquinn.types import AtomGraph , AtomGraphDataset
2 from pyquinn.torch.models import TorchAtomwiseModel
3

4 import pyquinn.torch.nn as pqnn
5

6 # H2 bond lengths (Angstroms) and energies (eV)
7 bond_lengths = [ 0.4, 0.7, 1.0, 1.5, 2.0, 3.0 ]
8 energies = [ 20.0, -4.4, -3.2, -1.2, -0.3, 0.0 ]
9

10 # build the dataset
11 dataset = AtomGraphDataset ()
12 for d, E in zip(bond_lengths , energies):
13 dataset.append(AtomGraph(
14 atoms=[’H’, ’H’],
15 positions =[[0,0,0],[0,0,d]],
16 graph_outputs =[E],
17 ))
18

19 # compile the dataset with an interaction cutoff of 4.0
Angstroms
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20 torch_dataset = dataset.compile(backend=’torch’, cutoffs ={’H’:
4.0})

21

22 # make an Atomwise model to predict total energy:
23 model = TorchAtomwiseModel(
24 atomwise_pool=’sum’,
25 out_features =1,
26 )
27

28 # fit model to the dataset with a learning rate of 0.1
29 history = model.fit(torch_dataset , lr=0.1, verbosity =0)
30

31 # Print the final training loss:
32 print(’Final training loss:’, history[’train_loss ’][ -1])

C.3 About PyQuinn

PyQuinn is a framework for the design, training, and deployment of neural

networks for predicting material and chemical properties from atomic structure, with

a heavy emphasis on efficiency, modularity, and physical interpretability of models.

PyQuinn also provides many useful tools to aid in the generation and curation

of high-quality training datasets. PyQuinn is designed primarily to support Quantum-

Informed Neural Networks (QuINNs), which are a type of Physics-Informed Neural

Network (PINN), that combines aspects of first-principles quantum mechanical cal-

culations with classical machine learning models, all through the use of end-to-end

differentiable modules that allow for the training of neural networks and the opti-

mization of materials at the atomic scale to have targeted properties.

PyQuinn provides a unified, backend-agnostic API that supports data struc-

ture primitives for representing materials, molecules, and other chemical systems.

These data structure can be compiled to target various backends, allowing for rapid

prototyping and development of models using popular frameworks like Pytorch. Re-

sult data types obtained from each backend can then be extracted to convert them

back to the PyQuinn default type for easier manipulation.
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At the moment, only the Pytorch backend is supported, but future support

for more frameworks is planned.

C.3.1 The AtomGraph Object

At the core of PyQuinn is the AtomGraph class, which represents a 3D atomic

structure of atoms with support for periodicity. By convention, all spatial positions

must be given in Angstroms (1Å= 10−10m). An AtomGraph instance can be created

and visualized as follows:
1 from pyquinn.types import AtomGraph
2

3 # build a water molecule
4 graph = AtomGraph(
5 atoms=[’O’, ’H’, ’H’],
6 positions =[
7 [0.0, 0.0, 0.119262] ,
8 [0.0, 0.763239 , -0.477047] ,
9 [0.0, -0.763239 , -0.477047]]

10 )
11

12 # visualize water molecule
13 graph.plot()

See Also: There are more instance variables in the AtomGraph which can be used

for certain systems, such as periodic crystals or to incorporate atomwise or graphwise

features to the graph. Visit the API reference page for AtomGraph to learn more.

C.3.2 Backend Compilation

AtomGraph instances are straightforward to manipulate, since each instance

variable is stored as a NumPy Array (ndarray). One can modify existing atoms,

add new atoms, or obtain subgraphs using NumPy-style indexing. Since they are

intended to be efficiently modified, AtomGraph do not keep track of “edges” between

neighboring atoms. These edges are only computed once the AtomGraph is compiled

for a target backend using the compile() function. When compiling a graph, the user
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must supply appropriate cutoff radii for each atom in the graph such that if distance

between two atoms is less than the cutoff radii, then an edge is added between the

two atoms. To compile the graph we created above for the PyTorch backend with

specific cutoffs, we call the compile() function as follows:
1 # compile graph
2 torch_graph = graph.compile(
3 backend=’torch ’,
4 cutoffs ={’H’ : 1.0, ’O’: 2.0 }
5 )
6

7 # access computed neighbors:
8 print(torch_graph.neighbors)

The compiled graph has almost all of the same instance variables as the regular

AtomGraph, except that these variables are now array or tensor data types created

on the corresponding backend. Additionally, a neighbors variable is added, which

contains the indices of all neighbors of a given atom (the index “-1" is designated as

a padding value).

The extract() function recovers an AtomGraph from a BackendAtomGraph.

Note, however, that this removes any backend-specific features (such as neighbor lists,

or computed gradients):
1 recovered_graph = torch_graph.extract ()
2 print(recovered_graph)

See Also: Visit the API reference page for BackendAtomGraph to learn about the

functions and instance variables supported by all backends.

C.3.3 Other PyQuinn Types

In addition to AtomGraph, there are other types supported for compilation,

such as:
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• BandStructure: represents an electronic band structure object, with support

for projections onto orbital bases.

• AtomGraphDataset: stores an entire dataset of AtomGraphs, supporting caching

and loading from disk.

• BandStructureDataset: Stores a dataset of AtomGraphs and associated BandStructures,

supporting caching and loading from disk.

These primitives all support efficiently saveable and loadable file formats, mak-

ing the generation and curation of large datasets simple.

C.3.4 Data I/O

PyQuinn also supports loading or exporting AtomGraphs and other primitive

types to objects used in other popular atomic simulation frameworks, such as the

Atoms object used in ASE, (the Atomic Simulation Environment). AtomGraphs can

also be loaded and and exported to a variety of popular file formats (such as CIF

format):
1 from ase.build import graphene
2 from pyquinn.types import AtomGraph
3

4 # create a graphene ase.Atoms object
5 atoms = graphene ()
6

7 # build an AtomGraph object from an ase.Atoms object
8 graph = AtomGraph.from_ase(atoms)
9

10 # export an AtomGraph (stored in ’graph ’) to CIF format
11 graph.to_file(’graphene.cif’)
12

13 # load the exported file
14 loaded_graph = AtomGraph.from_file(’graphene.cif’)
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Additionally, PyQuinn provides useful database connectors to popular open source

atomic structure databases, such as the Crystallography Open Database, or the Ma-

terials Project. These database connnectors are found in the pyquinn.io.databases

submodule. For example, the Materials Project database connector has support for

loading both atomic structures and their associated electronic band structures, if

available:
1 from pyquinn.io.databases import MaterialsProject
2

3 # retrieve an AtomGraph and BandStructure object for mp -66 (diamond)
4 with MaterialsProject(mp_api_key=’<your api key here >’) as mp:
5 graph = mp.get_atomgraph_by_id(’mp -66’)
6 bands = mp.get_bandstructure_by_id(’mp -66’)
7

8

9 # visualize BandStructure object:
10 bands.plot_band_path(atoms=graph)
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APPENDIX D

Appendix of “Trotterless Methods for the Simulation of Open Quantum Systems”

This appendix published within: Burdine, Colin, and Enrique P. Blair. “Trotterless
Simulation of Open Quantum Systems for NISQ Quantum Devices.” Advanced Quan-
tum Technologies, Oct. 2024, p. 2400240., doi: 10.1002/qute.202400240.

D.1 Parameters for Diagonal Operator Quantum Circuits

In this appendix section we provide additional details regarding the param-

eter mappings for the quantum circuit implementations of W (t) (Figure 7.9) and

Λ(t) (Figure 7.10). We will also derive equations (7.73)-(7.75) and show how the

transformation QN in (7.74) can be computed efficiently.

D.1.1 Parameter mappings for the diagonal unitary W (t):

First, we consider the representation of an arbitrary N -qubit diagonal unitary

W (t) =
∑2N−1

n=0 e−itωn |en⟩ ⟨en| using the circuit in Figure 7.9 with parameter vector

θ⃗ = (θ0 θ1 ... θ2N−1). Adding up the phases accumulated by each diagonal state |en⟩

from the circuit W (t), we see that the parameters θ⃗(t) must be chosen such that:

exp

(
iθ0(t) + i

∑
Bs⊆Bn

θs(t)

)
|en⟩ = eitωn |en⟩ (D.1)

where Bn = {m0,m1, ...} denotes the set of non-negative indices m of the “1" bits in

the binary representation of n (i.e. Bn uniquely satisfies
∑

m∈Bn
2m = n). Since θ0

corresponds to the global phase induced by W (t), this parameter can be ignored in
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most situations, as it has no effect on measurement outcomes. Equating the left hand

exponential to the right hand exponential in (D.1), we obtain the linear system:

{
θ0(t) +

∑
Bs⊆Bn

θs(t) = tωn (n = 0, 1, ..., 2N − 1) (D.2)

This system can be written in the matrix form:

SN θ⃗(t) = tω⃗ (D.3)

where the matrix SN factors as an order N tensor power:

SN =

1 0

1 1


⊗N

(D.4)

Solving for θ⃗(t), we get:

θ⃗(t) = S−1
N tω⃗ (D.5)

where

S−1
n =


1 0

1 1


−1

⊗N

=

 1 0

−1 1


⊗N

= QN (D.6)

from which we immediately obtain (7.73) and (7.74).

D.1.2 Parameter mappings for the diagonal contraction operator Λ(t):

Next, we will consider the representation of the circuit UΛ(t) corresponding

to an arbitrary diagonal contraction operator Λ(t) =
∑2N−1

n=0 v⃗n(t) |en⟩ ⟨en|, where

∥v⃗(t)∥ ≤ 1 for all t ≥ 0. To realize the Sz.-Nagy dilation of Λ(t), we proposed the

circuit in Figure 7.10, which consists of a sequence of controlled R̂y gates applied to

a single ancilla qubit prepared in the |1⟩anc state. The amplitude of a filtered basis

state |en⟩ ⊗ |0⟩anc after applying this realization of UΛ with parameter vector β⃗ is
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given by:

(⟨en| ⊗ ⟨0|anc)UΛ(t)(|en⟩ ⊗ |0⟩anc)

= ⟨0|anc e
−i
2 (β0+

∑
Bs⊆Bn

βs)Ŷ |1⟩anc

= − sin

[
1

2

(
β0 +

∑
Bs⊆Bn

βs

)] (D.7)

In order to represent a contraction operator with diagonal elements v⃗(t), the param-

eters β⃗(t) must then be selected such that they satisfy the linear system:
β0(t) +

∑
Bs⊆Bn

βs(t) = −2 arcsin(vn(t))

(n = 0, 1, ..., 2N − 1)

(D.8)

Following the same procedure as with W (t), the solution to this system can be written

in matrix form:

β⃗(t) = −2S−1
N arcsin(v⃗(t)) = −2QN arcsin(v⃗(t)) (D.9)

This agrees with the parameter mapping given in (7.75).

D.1.3 Computing the parameter transform QN efficiently

Above, we claimed that the product of QN and an arbitrary vector could be

computed efficiently on a classical computer in O(d log(d)) time, where d = 2N for

an N -qubit Hilbert space. This is achieved by a modified form of the fast Walsh-

Hadamard transform, as described in [204]. Computing the product of QN and a

vector u⃗ = u⃗(0) can be reduced to an iterative N -step procedure, where the N -th step

intermediate result u⃗(N) contains the result of the product

u⃗(N) = QN u⃗
(0). (D.10)

Since QN can be factored as an order N tensor power, we can apply the matrix

QN by sequentially applying the component of QN corresponding to each qubit in
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the Hilbert space. This gives us the recurrent formula

u⃗(t+1)
n =

I⊗(N−(t+1)) ⊗

 1 0

−1 1

⊗ I⊗t

 u⃗(t). (D.11)

It follows that each entry u⃗
(t)
n in u⃗(t) (for n = 0, 1, ..., 2N) can be updated according

to the procedure

u⃗(t+1)
n =


u⃗
(t)
n , t /∈ Bn

u⃗
(t)
n − u⃗

(t)
n−2t , t ∈ Bn

. (D.12)

In total, applying (D.12) for N steps requires N×2N−1 subtraction operations,

which for a Hilbert space of dimension d = 2N corresponds to a time complexity of

O(d log(d)).

D.2 Bounds on Kraus Series Error

In this appendix section, we derive equations (7.79)-(7.84) by using properties

of the Hilbert-Schmidt norm to bound the Kraus series error.

D.2.1 Error of the Kraus Series

For a complete orthonormal basis |ei⟩ in some Hilbert space, the Hilbert-

Schmidt norm is given by:

∥A∥HS =
√
Tr(A†A) =

√∑
i,j

| ⟨ei|A |ej⟩ |2 (D.13)

Now, let EM = ∥ρ⃗(t)− ρ⃗M(t)∥ be the error of a Kraus series evaluated up to

order m = M . Expanding EM with the Hilbert Schmidt norm and using (7.37) and
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(7.76), we bound EM as follows:

EM = ∥ρ⃗(t)− ρ⃗M(t)∥

≤
∥∥∥∥∥etHh(t)ef(t)Lρ⃗(0)−

M∑
m=0

etHh(t)
(f(t)L)m

m!
ρ⃗(0)

∥∥∥∥∥
≤
∥∥∥∥∥etHh(t)

(
ef(t)L −

M∑
m=0

(f(t)L)m
m!

)∥∥∥∥∥
HS

∥ρ⃗(0)∥

≤
∥∥etH∥∥h(t)

∥∥∥∥∥∥
∞∑

m=(M+1)

(f(t)L)m
m!

∥∥∥∥∥∥
HS

≤
∥∥etH∥∥h(t) ∞∑

m=(M+1)

(f(t) ∥L∥HS)
m

m!

≤
∥∥etH∥∥h(t)[ ∞∑

m=0

(
f(t) ∥L∥HS

M + 1

)m]
(f(t) ∥L∥HS)

M+1

(M + 1)!
. (D.14)

For M > f(t) ∥L∥HS, we expand the geometric series in (D.14) and re-arrange

terms to obtain

EM
∥etH∥h(t) ≤

 1

1− f(t)∥L∥HS
(M+1)

 (f(t) ∥L∥HS)
M+1

(M + 1)!
, (D.15)

from which (7.79) and (7.80) immediately follow. From Stirling’s inequality, we have

2

(
M

e

)M+1

≤
√

2π(M + 1)

(
(M + 1)

e

)(M+1)

≤ (M + 1)!, (D.16)

which means that if M is chosen such that (7.83) is satisfied, then we obtain

EM
∥etH∥h(t) ≤

(
1

1− (1/2)

)
(f(t) ∥L∥HS)

M+1

2(M/e)M+1

≤ (f(t) ∥L∥HS)
M+1

(f(t) ∥L∥HS)
(1+δ)(M+1)

≤ (f(t) ∥L∥HS)
−δ(M+1). (D.17)

After re-arranging (D.17), we obtain the following bound of EM for a desired error

tolerance ε:

EM ≤ h(t)
∥∥etH∥∥

(f(t) ∥L∥HS)
δ(M+1)

≤ ε. (D.18)
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Solving for M on the right hand side in terms of ε and the remaining factors,

we obtain

log
(
h(t)

∥∥etH∥∥
HS
/ε
)

δ log(f(t) ∥L∥HS)
≤M + 1 (D.19)

It immediately follows that if the second inequality (7.84) is satisfied, then the

error bound (D.18) holds.

D.3 Results on Pauli Channels

In this section, we give additional discussion regarding the continuous-time

multi-qubit Pauli channel.

D.3.1 Commutators of Pauli strings

Here, we prove that (7.88) holds by deriving the commutator formula for ar-

bitrary Pauli strings Πn,Πn′ . Writing (7.88) in superoperator form, we obtain

Π⊗2
n Π⊗2

n′ ρ⃗ = Π⊗2
n′ Π

⊗2
n ρ⃗ (D.20)

for an arbitrary vector ρ⃗. Thus, proving that (7.88) holds is equivalent to proving

that [Π⊗2
n ,Π⊗2

n′ ] = 0. First, we consider the commutator and anti-commutator of

two arbitrary Pauli strings Πn,Πn′ , both of which can be expanded as the Kronecker

product of commutators and anti-commutators of the Pauli operators that comprise

them. For the commutator, we observe that

[Πn,Πn′ ] = [Π(1)
n ,Π

(1)
n′ ]

=
1

2
[σn1, σn′1]⊗ {Π(2)

n ,Π
(2)
n′ }

+
1

2
{σn1, σn′1} ⊗ [Π(2)

n ,Π
(2)
n′ ]

, (D.21)
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where we use Π
(j)
n = σnj ⊗ σn(j+1) ⊗ ... ⊗ σnN to denote the Pauli sub-string of Πn

starting at the jth operator. Likewise for the anti-commutator, we have

{Πn,Πn′} = {Π(1)
n ,Π

(1)
n′ }

=
1

2
{σn1, σn′1} ⊗ {Π(2)

n ,Π
(2)
n′ }

+
1

2
[σn1, σn′1]⊗ [Π(2)

n ,Π
(2)
n′ ].

(D.22)

Since either [σi, σj] = 0 or {σi, σj} = 0 for all σi, σj ∈ {I,X, Y, Z}, exactly one

of the two terms in (D.21) and (D.22) must vanish. Thus, if we apply (D.21) and

(D.22) recursively to expand [Πn,Π
′
n] as the Kronecker product of commutators and

anti-commutators of the corresponding Pauli operators, we obtain the formula

[Πn,Π
′
n] =

(
1−

N∏
j=1

τj

)
(S1 ⊗ S2 ⊗ ...⊗ SN), (D.23)

where

τj =


+1, [σnj, σn′j] = 0

−1, [σnj, σn′j] ̸= 0

(D.24)

and

Sj =


1
2
{σnj, σn′j}, [σnj, σn′j] = 0

1
2
[σnj, σn′j], [σnj, σn′j] ̸= 0

. (D.25)

From inspecting (D.23) and (D.24), we deduce that [Πn,Πn′ ] = 0 if and only if the

number of non-commuting pairs of Pauli operators σnj, σn′j is even.

Finally, we note that the conjugated Kronecker product Π⊗2
n is itself a Pauli

string with an added sign of ±1, since the map σi 7→ σi fixes all Pauli operators

except for Y 7→ Y = −Y . For an N -qubit string, we write

Π⊗2
n = ±(σn1 ⊗ σn2 ⊗ ...⊗ σnN)⊗ (σn1 ⊗ ...⊗ σn2). (D.26)
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For any two such strings Π⊗2
n ,Π⊗2

n′ every non-commuting Pauli operator pair σnj, σn′j

appears twice in the string, so there are an even number of these pairs. It follows

from (D.23) that [Π⊗2
n ,Π⊗2

n′ ] = 0 as desired.
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APPENDIX E

Appendix of “Efficient Simulation of Open Quantum Systems on NISQ Trapped-Ion
Hardware”

This appendix published in: C. Burdine, N. Bauer, G. Siopsis, E. P. Blair, “Efficient
Simulation of Open Quantum Systems on NISQ Trapped-Ion Hardware.” Advanced
Quantum Technologies, Feb. 2025, 2400606., doi: 10.1002/qute.202400606

E.1 Mapping the Kraus Series to Quantum Circuits

In this appendix, we give additional details concerning the mapping of Kraus

operators to quantum circuits and provide some examples of how this can be done in

an efficient manner for systems satisfying the commutation relations (i)-(iv). In Sec-

tion 8.2.3.1, we discussed briefly how these Kraus operators can be implemented using

unitary dilations of the Lindblad operators ULn and a unitary dilation of the effective

time-evolution operator T (t). We also discussed in Section 8.2.4 how certain special

cases (such as bosonic systems and systems that form finite abelian groups) can be

simulated with greater efficiency. However, since representations of bosonic operators

â† and â are infinite-dimensional, they must be made discrete by truncating the sys-

tem to a basis of finite occupation numbers up to some maximum occupation number

state |nmax⟩. For more information on the selection of appropriate cutoff numbers,

we refer the reader to the accompanying supplemental information document.

First, we consider the problem of realizing the effective evolution operator T (t).

As discussed in Section 8.2.3.1, the commutation relations (i) and (ii) ensure that the

effective Hamiltonian Heff (given in Eq. (8.9)) can be diagonalized in the same basis
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as the system Hamiltonian H. It follows that T (t) can then be diagonalized in the

form

T (t) = UW (t)Λ(T )U † (E.1)

where W (t) is diagonal unitary and Λ(t) is diagonal positive semi-definite

with time-dependent entries of the form Wii(t) = e−iθit and Λii(t) = e−βit, where

θi ∈ [0, 2π) and βi ≥ 0 correspond to the imaginary and real components of −itEeff/ℏ,

where Eeff (given in Eq. (8.10)) is an eigenvalue of Heff. While one could in theory

apply the diagonalizing unitary U in the quantum circuit, this is often impractical

on NISQ devices, since one might as well represent the entire system in this diagonal

basis and avoid the expense of applying U altogether.

Methods of efficiently implementing diagonal unitaries W (t) have been dis-

cussed in the literature (e.g., see [210]). Among these methods, there exists a general

trade-off between classical pre-processing complexity and quantum gate complexity,

depending on whether the diagonal elements are encoded with parameterized rota-

tion gates via a standard binary or a Gray code encoding. In a binary encoding, the

elements Wii(t) of a d-dimensional unitary are encoded through a sequence of d multi-

qubit controlled phase gates, where the control qubits for the nth phase gate are the 1

bits in the binary representation of n. In this encoding, the phase angles correspond-

ing to the entries Wii(t) can be computed efficiently in time O(d log(d)) and can be

executed with O(d log(d)) quantum gates [229]. In a Gray code encoding, controlled

rotation gates are applied to single qubits such that a sequence of parity-controlled

Rz gates are applied to recursive sub-blocks of W [210]. An important benefit of the

Gray code encoding is that it requires roughly d/2 CNOT gates when d is a power

317



of 2; however, the mapping of the entries Wii(t) to rotation gate parameters requires

solving a d2 × d2 linear system, which has a classical complexity between O(d2) and

O(d3) that dominates the quantum simulation time for large systems. For this rea-

son, we consider the standard binary encoding more favorable when simulating the

trajectory of large systems over many t values, and the Gray code encoding more

favorable for small systems with few t values. In the results presented in Section 8.3.

The non-unitary diagonal matrix Λ(t) can also be mapped to quantum gates through

methods similar to those for the unitary W (t); however instead of applying phase or

Rz gates, controlled Ry gates are instead applied on an ancilla qubit with the system

qubit as a control. This implements a unitary block encoding of the real diagonal

operator Λ(t). Both the standard binary encoding and the Gray code encoding of

this non-unitary operator exhibit similar asymptotic quantum gate complexity and

classical parameter mapping complexity as the diagonal opertor W (t). For additional

details regarding the trade-off, and for circuit diagrams implementing Λ(t) and W (t)

for simple systems (such as the damped quantum harmonic oscillator), we refer the

reader to reference [229].

E.2 Pauli Noise Models on NISQ Hardware

In this appendix, we consider Pauli noise models, and how they can be ap-

plied to density matrix simulations of open quantum systems on NISQ hardware. In

Section 8.3.3, we introduced the general Pauli channel noise model Eq. (8.38), which

represents the Markovian evolution of a system under a continuous-time Pauli channel

for some unknown time. We also considered a special case of the Pauli channel model,

called the quantum depolarizing channel (QDC), given by Eq. (8.40). Although it

318



is a relatively naive noise model, a QDC can be applied to model depolarization of

quantum states, which is a type of decoherence that commutes with all other types

of decoherence described by a CPTP map. Specifically, we claimed that the QDC

satisfies the commutativity property Eq. (8.41), where Esim is the CPTP map being

simulated on the quantum device. This can be shown by expanding Esim as a sum of

Kraus operators Ki, so that by the unitality of the Kraus operators we obtain

Esim(EQDC(ρ)) =
∑
i

Ki

[
(1− λ)ρ+

λ

2N
I

]
K†
i

=
∑
i

(1− λ)KiρK
†
i +

λ

2N
KiK

†
i

= (1− λ)Esim(ρ) +
λ

2N
I

= EQDC(Esim(ρ))

(E.2)

as claimed. In a similar manner, it can also be shown that any two Pauli channels

commute. Letting P0 ≡ I for convenience of notation, we see that

EPC(E ′
PC(ρ)) =

∑
i

εiPi

[∑
j

ε′jP
′
jρP

′†
j

]
P †
i

=
∑
i

∑
j

εiε
′
jPiP

′
jρP

′†
j P

†
i

=
∑
j

∑
i

ε′jεiP
′
jPiρP

†
i P

′†
j

= E ′
PC(EPC(ρ))

(E.3)

as claimed. This result should come as no surprise, because we have already shown

that the Lindblad operators Ln of a continuous-time Pauli channel form a commuta-

tive group, hence the CPTP maps they generate should also commute.

Next, we consider the problem of fitting and inverting Pauli channels to mea-

sured data. Given a set of “exact" density matrices ρ1, ρ2, ..., ρn and “noisy" density

matrices ρ̃1, ρ̃2, ..., ρ̃n, we aim to find error parameters εi such that the mean Frobenius
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norm error
∑n

i=1 ∥EPC(ρi)− ρ̃i∥F for all noisy density matrices is minimized. This

corresponds to the non-negative least squares regression problem

Minimize:
1

n

n∑
j=1

∥∥∥∥∥ρ̃j −∑
i

εiPiρjP
†
i

∥∥∥∥∥
2

F

subject to: εi ≥ 0

(E.4)

which can be solved through standard quadratic programming algorithms. A similar

method can be used for the QDC. An important feature of Pauli noise models is that

they can be inverted. Specifically, the action of a channel E(ρ) can be written as a

matrix A acting on the vectorized density matrix ρ⃗:

AE ρ⃗ = ⃗̃ρ (E.5)

where A is the d2 × d2 matrix with entries

AE =
∑
i

εi(Pi ⊗ Pi) (E.6)

where Pi denotes the complex conjugate of Pi.

Given a noisy estimate of a density matrix ρ̃, one can compute the mitigated

density matrix ρmit by applying the channel inverse. This is computed as

ρ⃗mit = A+
E
⃗̃ρ. (E.7)

where A+ denotes the matrix pseudoinverse. In the case of the QDC, the inverse can

be computed with the much simpler formula

ρmit =
1

(1− λ)
(ρ̃− (λ/2N)I). (E.8)

For both the QDC and the general Pauli channel, applying the channel inverse pro-

duces a density matrix ρmit that is Hermitian with unit trace. Sometimes, however,

the resulting density matrices have small negative eigenvalues. These “unphysical"
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density matrices can be corrected by fixing all negative eigenvalues to zero and re-

normalizing ρmit to have unit trace.

Because computing the QDC inverse is computationally inexpensive, we also

note that the parameter λ can be estimated based on minimizing the reconstruction

error of ρmit versus a known state without device noise. This can be done by ei-

ther minimizing the mean Frobenius error
∑n

j=1 ∥ρj − ρmitj∥/n or by maximizing the

fidelity of the reconstructed density matrix, which is computed as:

F (ρ, ρmit) =
(
Tr
[
(ρ

1
2ρmitρ

1
2 )

1
2

])2
(E.9)

In this paper, we maximize Eq. (E.9) to find the optimal estimated value of

λ for the QDC as shown in Figure 8.6(b). For the general Pauli channel, however,

we use the non-negative least squares approach that solves Eq. (E.4) for the optimal

coefficients εi, as shown in Figure 8.6.
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APPENDIX F

PyQuinn Stable Eigensolver Implementation

F.1 Torch Backend Implementation
1 import torch
2 import warnings
3 from abc import abstractmethod , ABC
4

5

6 import torch.nn as nn
7

8

9 class _StableEigh(torch.autograd.Function):
10

11 @staticmethod
12 def forward(ctx , A, eps):
13 eigvals , eigvecs = torch.linalg.eigh(A)
14 ctx.save_for_backward(eigvals , eigvecs)
15 ctx.eps = eps
16 return eigvals , eigvecs
17

18 @staticmethod
19 def backward(ctx , grad_eigvals , grad_eigvecs):
20 eigvals , eigvecs = ctx.saved_tensors
21 eps = ctx.eps
22

23 V = eigvecs # (..., N, N)
24 VT = V.conj().transpose(-2, -1)
25 dLdLambda = grad_eigvals # (..., N)
26 dLdV = grad_eigvecs # (..., N, N)
27

28 # 1. Compute symmetric part: V @ diag(dL/dLambda) @ V^T
29 grad_lambda_term = V @ torch.diag_embed(dLdLambda).to(V.

dtype) @ VT # (..., N, N)
30

31 # 2. Compute eigenvector term
32 # Compute F_ij = 1 / (lambda_i - lambda_j) with 0 on

diagonal
33 lambda_i = eigvals.unsqueeze (-1) # (..., N, 1)
34 lambda_j = eigvals.unsqueeze (-2) # (..., 1, N)
35 delta = lambda_i - lambda_j # (..., N, N)
36

37 # Avoid divide -by-zero on diagonal
38 F = torch.where(delta.abs() > eps , 1.0 / delta , torch.

zeros_like(delta))
39

40 # Project grad onto eigenbasis
41 Vt_dLdV = VT @ dLdV # (..., N, N)
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42

43 # Apply symmetric correction
44 F_prod = F * Vt_dLdV
45 grad_v_term = V @ (F_prod + F_prod.conj().transpose(-2, -1))

* 0.5 @ VT # (..., N, N)
46

47 # Combine
48 grad_input = grad_lambda_term + grad_v_term
49 return grad_input , None # Second arg is for eps
50

51

52 SUPPORTED_EIGENSOLVERS = []
53 """ The full list of eigensolvers supported by default."""
54

55

56 class Eigensolver(nn.Module , ABC):
57 """ Abstract Base class for PyTorch Eigensolvers """
58

59 _solvers = {}
60

61 def __init__(self):
62 super().__init__ ()
63

64 @staticmethod
65 def register(name: str):
66 """ Registers an eigensolver subclass of this abstract class.

You can
67 add a custom eigensolver by using the python decorator

syntax as
68 follows:
69

70 .. code -block:: python
71

72 from pyquinn.torch.eigensolver import Eigensolver
73

74 @Eigensolver.register(’my_eigensolver_name ’)
75 class MyEigensolver(Eigensolver):
76

77 def diagonalize (...):
78 ...
79

80 The registered eigensolver will be added to
81 :attr:‘SUPPORTED_EIGENSOLVERS
82 <pyquinn.torch.eigensolver.SUPPORTED_EIGENSOLVERS >‘
83

84 Args:
85 name (str): Eigensolver class to be registered.
86 """
87 def decorator(subclass):
88 if name not in Eigensolver._solvers:
89 SUPPORTED_EIGENSOLVERS.append(name)
90 Eigensolver._solvers[name] = subclass
91 return subclass
92 return decorator
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93

94 @staticmethod
95 def from_name(
96 solver_name: str ,
97 solver_kwargs: dict | None = None) -> ’Eigensolver ’:
98 """ Loads an eigensolver with the given name from the set of
99 supported eigensolvers in :attr:‘SUPPORTED_EIGENSOLVERS

100 <pyquinn.torch.eigensolver.SUPPORTED_EIGENSOLVERS >‘
101

102

103 Args:
104 solver_name (str): Name of eigensolver
105 solver_kwargs (dict , optional): Keyword args passed to

eigensolver.
106 Defaults to {}.
107

108 Raises:
109 ValueError: If eigensolver name is invalid
110

111 Returns:
112 Eigensolver: Eigensolver with given name
113 """
114 if solver_name not in Eigensolver._solvers:
115 raise ValueError(f’Unknown Eigensolver Type: {

solver_name}’)
116

117 solver_kwargs = {} if solver_kwargs is None else
solver_kwargs

118

119 return Eigensolver._solvers[solver_name ](** solver_kwargs)
120

121 @abstractmethod
122 def diagonalize(self , M: torch.Tensor ,
123 ** kwargs) -> tuple[torch.Tensor , torch.Tensor ]:
124 raise NotImplementedError(
125 "This method should be implemented in a "
126 "subclass. To create a subclass instance , "
127 "use Eigensolver.from_name(’<solver_name >’).")
128

129 def forward(self , M: torch.Tensor) -> torch.Tensor:
130 return self.diagonalize ()[0]
131

132

133 @Eigensolver.register(’torch_eigh ’)
134 class EighEigensolver(Eigensolver):
135 """ Dense Matrix Eigensolver that uses ‘pytorch.linalg.eigh ‘

with
136 added support for stabilizing gradients of degenerate

eigenvalues."""
137

138 def __init__(self , eps=1e-5):
139 """ Creates an instance of an EighEigensolver """
140 super().__init__ ()
141 self.eps = eps
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142

143 def diagonalize(self , H: torch.Tensor
144 ) -> tuple[torch.Tensor , torch.Tensor ]:
145 """ Diagonalizes a dense Hermitian matrix (:math:‘H = (H^*)^{

T}‘).
146 Supports backward passes for gradients with respect to
147 eigenvectors and eigenvalues.
148

149 .. warning ::
150 Gradients with respect to eigenvectors are only uniquely

defined
151 up to a phase. It is recommended that you define loss

functions
152 using the modulus or modulus squared of each eigenvector

component.
153

154 See ‘torch.linalg.eigh ‘ for more information.
155

156 Args:
157 H (torch.Tensor): Hermitian matrix (shape: [..., N, N])
158

159 Returns:
160 tuple[torch.Tensor , torch.Tensor ]: Eigenvalues and

Eigenvectors
161 of the matrix H. (shape: [..., N], [..., N, N])
162 """
163 if not hasattr(self , ’eps’):
164 self.eps = 1e-5
165

166 return _StableEigh.apply(H, self.eps)
167

168 def forward(self , H: torch.Tensor) -> torch.Tensor:
169 """ Computes the Eigenvalues of a dense Hermitian matrix
170 (:math:‘H = (H^*)^{T}‘). Supports backward passes for
171 stable gradients with respect to eigenvalues.
172

173 Args:
174 H (torch.Tensor): Hermitian matrix (shape: [..., N, N])
175

176 Returns:
177 tuple[torch.Tensor , torch.Tensor ]: Eigenvalues of
178 the matrix H. (shape: [..., N])
179 """
180

181 return torch.linalg.eigvalsh(H)
182

183 @Eigensolver.register(’torch_lobpcg ’)
184 class LobpcgEigensolver(Eigensolver):
185

186 def __init__(self , solver_kwargs: dict = {}):
187 super().__init__ ()
188 self.solver_kwargs = solver_kwargs
189

190 if not hasattr(self.__class__ , ’_initialized ’):
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191 warnings.warn("The Pytorch API for LOBPCG
diagonalization is "

192 "still under development. Backward passes
and "

193 "complex Hamiltonians are not yet fully
supported.",

194 UserWarning , stacklevel =2)
195 self.__class__._initialized = True
196

197 def diagonalize(self ,
198 H: torch.Tensor ,
199 E_min: torch.Tensor = torch.tensor (0.0),
200 n: torch.Tensor = torch.tensor (1),
201 S: torch.Tensor | None = None ,
202 C: torch.Tensor | None = None) -> torch.Tensor:
203 """ Diagonalizes a dense symmetric matrix by solving a

generalized
204 eigenvalue problem for the ‘n‘ least eigenvectors of a
205 real symmetric Hamiltonian :math:‘H‘ with eigenvalues

bounded
206 below by some constant ‘E_min ‘. The generalized

eigenvalue problem
207 takes the form
208

209 .. math::
210 H C = SCE
211

212 where :math:‘C‘ is a matrix of eigenvalue coefficients , ‘E‘
is a

213 diagonal matrix containing the ‘n‘ least eigenvalues ,
214 and :math:‘S‘ is a basis overlap matrix (equal to the
215 identity by default).
216

217 .. warning ::
218 This eigensolver uses the ‘torch.lobpcg ‘ function , which

is still
219 under development. Certain feature like backward passes

for
220 non -trivial :math:‘S‘ matrices and complex Hamiltonians
221 are not yet fully supported. Use at your own risk.
222

223 Args:
224 H (torch.Tensor): Hermitian matrix (shape: [..., N, N])
225 E_min (torch.Tensor , optional): Lower bound on

eigenvalues of the
226 Hamiltonian. Defaults to torch.tensor (0.0).
227 n (torch.Tensor , optional): Number of lowest eigenvalues

to
228 solve for. Defaults to 1.
229 S (torch.Tensor | None , optional): Overlap matrix :math

:‘S‘.
230 (shape: [..., N, N]). Defaults to None.
231 C (torch.Tensor | None , optional): Initial guess of

eigenvectors
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232 (shape: [...,N,n]). Defaults to None.
233

234 Returns:
235 tuple[torch.Tensor , torch.Tensor ]: Eigenvalues and

Eigenvectors
236 of the matrix ‘H‘. (shape: [..., n], [..., N, n])
237 """
238

239 H_posdef = H - E_min*torch.eye(H.shape [-1])
240

241 eigvals , eigvects = torch.lobpcg(A=H_posdef , k=n, B=S, X=C,
242 largest=False ,
243 **self.solver_kwargs)
244 eigvals += E_min
245

246 return eigvals , eigvects
247

248 def forward(self ,
249 H: torch.Tensor ,
250 E_min: torch.Tensor = torch.tensor (0.0),
251 n: torch.Tensor = torch.tensor (1),
252 S: torch.Tensor | None = None ,
253 C: torch.Tensor | None = None):
254 """ Diagonalizes a dense symmetric matrix by solving a

generalized
255 eigenvalue problem for the ‘n‘ least eigenvalues of a
256 real symmetric Hamiltonian :math:‘H‘ with the eigenvalues

bounded
257 below by some constant ‘E_min ‘. The generalized

eigenvalue problem
258 takes the form
259

260 .. math::
261 H C = SCE
262

263 where :math:‘C‘ is a matrix of eigenvalue coefficients , ‘E‘
is a

264 diagonal matrix containing the ‘n‘ least eigenvalues ,
265 and :math:‘S‘ is a basis overlap matrix (equal to the
266 identity by default).
267

268 .. warning ::
269 This eigensolver uses the ‘torch.lobpcg ‘ function , which

is still
270 under development. Certain feature like backward passes

for
271 non -trivial :math:‘S‘ matrices and complex Hamiltonians
272 are not yet fully supported. Use at your own risk.
273

274 Args:
275 H (torch.Tensor): Hermitian matrix (shape: [..., N, N])
276 E_min (torch.Tensor , optional): Lower bound on

eigenvalues of the
277 Hamiltonian. Defaults to torch.tensor (0.0).
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278 n (torch.Tensor , optional): Number of lowest eigenvalues
to

279 solve for. Defaults to 1.
280 S (torch.Tensor | None , optional): Overlap matrix :math

:‘S‘.
281 (shape: [..., N, N]). Defaults to None.
282 C (torch.Tensor | None , optional): Initial guess of

eigenvectors
283 (shape: [...,N,n]). Defaults to None.
284

285 Returns:
286 torch.tensor: Eigenvalues of the matrix ‘H‘. (shape:

[..., n])
287 """
288

289 eigvals , _ = self.diagonalize(H=H, E_min=E_min , n=n, S=S, C=
C)

290

291 return eigvals
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